6.088/6.084: Laboratory 1

Distributed on Monday September 8, 2008

To Be Signed-off by 2pm Monday September 15 (Tasks 1, 2, 3) and

                                   2pm Monday Sept 22 (Tasks 4, 5, 6)

Your objectives in this lab are

· to assemble three components of the Garden Robot  (chassis, arm, and eye-in-hand system) 

· to familiarize yourself with the low-level control of the iCreate base and CrustCrawler arm

· to gain some experience with the computer vision package OpenCV

· to write a simple visual servoing system for the Garden Robot to move so as to track a tennis ball on the ground, and reach for a tennis ball suspended in air

· to gain some understanding about working with real-world objects vs. working with Roberts’ style blocks world computer vision

By the end of the lab your Garden Robot will be able to locate and reach for a tennis ball suspended against a garden-like enironment (we will use a poster with a garden image.)

To start the lab you should have in front of you

· Garden Robot kit (iCreate platform, chassis arm kit, camera, usb-to-serial cable)

· 6.088 tool kit 

· screwdrivers

· socket nut drivers

· x-acto knife 

· needle nose pliers

· vice

· and shred resources: q-tips, grease, drill 

· paper handouts: 

· Lab 1 specification, 

· arm assembly manual, 

· arm control manual


1. Task 1: Assembling the Eye-in-Hand Garden Robot

Your robot kit contains the following components:

· iCreate robot platform (battery, assembled power supply, and docking station included)

· CrustCrawler SG5/6-UT Robotic Arm

· Logitech QuickCam communication deluxe camera

· Kit for the chassis

· Laptop

· Multimeter

· USB to Serial adapter cable 

The Exemplar robot shows an assembled system. There are 4 steps for assembling the eye-in-hand robot system:

1) Assembling the Chassis; please follow Handout 1B

2) Assembling the Arm; please follow Handout 2B. Note: it took Alex 9 hours to assemble one arm. We strongly encourage you to parallelize and assemble (1) the arm base,  (2) the middle link, and (3) the hand by separate people. The final step will be to put it all together.

3) Putting it all together (robot base, chassis, arm, camera, laptop)

2. Task 2: First Step of your Robot and Understanding the Software Environment

Instructions for configuring the laptop settings are available here: 

http://courses.csail.mit.edu/6.088/wiki/index.php?title=Laptop_Settings
Your laptops have been configured with a software package that includes:

· gcc toolchain

· vlc mplayer and other video codecs

· openssh for remote access to laptop

· meschach for matrix algebra

· sun java toolchain

· emacs vim, and eclipse for text editing

· opencv for image processing

· afs software support

· svn

· Batman/Robin for mesh networking (ROBIN (ROuting Batman Inside) is an  Open Source mesh network project, developed on top of OpenWRT kamikaze, running on any Atheros AP51 routers such as Meraki Mini or La Fonera and using the BATMAN routing algorithm.

· control software for the iCreate base

· control software for the robot arm

The class wiki located at courses.csail.mit.edu/6.088/wiki contains more detailed information about the software installation, documentation, and useful pointers.

All of the hardware is connected to a Dell notebook running Ubuntu. The robot is attached to its serial port (/dev/ttyS0), and the arm and the camera are attached to a USB port (/dev/ttyUSB0 and /dev/video0, respectively). The hardware can be programmed in C/C++ using the gcc compiler. 
The robot software for this class is available on svn. AFS setup details are available here:

http://courses.csail.mit.edu/6.088/wiki/index.php?title=Laptop_Settings
The SVN command to get at the repo is:

svn co file:///afs/csail/proj/courses/6.088/repos/labs
Note that this repo is read only for the students (i.e. changes cannot be committed). Additionally, all of the code for Lab 1 exist on the laptop that  your group uses.

There are three directories called BaseControl, ArmControl, and Lab1. BaseControl contains software for controlling the iCreate robot base. The API for the iCreate platform is defined in /usr/include/roomba.h and sample programs that use this file are available as Lab1/patrol.c and Lab1/randomwalk.c . The directory ArmControl contains the code for controlling the arm and handouts the show the derivation of the kinematics and inverse kinematics of this arm. The directory also includes the file ssc-32.pdf which has documentation for this code. Finally Lab1 contains a program skeleton we have developed so you can get started on this lab. Download and install these three directories to your home directory. 

The main perception element of your robot is computer vision. We will use the OpenCV computer vision library for development. OpenCV is a widely used package of computer vision and image understanding functions. Documentation is available at opencvlibrary.sourcefoge.net. We would like to use OpenCV in this class in order to accelerate the development of complex vision-based processing for your robots; however, those of you who wish to implement some of the low-level image processing routines for the learning experience can do that as an alternative. If you want to implement your own vision code please talk to us first.

The function Lab1/main.c provides a basic skeleton that you can use to get started. ./make will compile this code. You will also find a shell script that allows you to change camera parameters (setcamera). main.c includes function for 

· Image acquisition

· Image processing

· Robot control

· Arm control

· Graphical user interface

More specifically, main.c demonstrates object recognition based on morphological features (ellipse fitting) and image-based visual servoing. It introduces the basic data structures and image processing functions of the Intel Open Source Computer Vision Library (OpenCV), a simple GUI for displaying image processing results and interaction with your program (HighGUI), and demonstrates some examples with the libraries provided for controlling the robot base and the arm.

After launching the program two windows that show the camera input and the processed image are displayed. The processed image has a slider bar which allows you to alter a key parameter of the vision algorithm on the fly.

The program consists of a main loop and an image processing routine (process_image). The image processing routine is called both (1) within the main loop and (2) a call-back for the slider-bar (i.e. the image processing routine is explicitly called whenever you move the bar with your mouse). 

Start analyzing the code by examining the main function. It starts by initializing image capture, the robot, and the GUI. Next is the main loop running on the robot which is defined by for(;;).

Within the main loop, the following steps are executed repeatedly: grab an image from the camera, convert the camera image to a gray-level image, create another copy of the gray-level image, create an empty color image, process the images, check for collisions, and finally calculate robot control commands. Pressing Escape will quit the loop (notice the call to cvWaitKey and the break command at the end of the loop).

The second gray-level image contains the binary image used for contour detection. The color image will be used to display the detected contours and ellipses.  For now, assume that process_image() will return the coordinates of the ball with respect to the image frame.

After the image has been processed, the program reads the robot’s sensor values and checks whether the robot is close to a cliff (detected by its infra-red floor sensors) or touching an object with its bumper sensor. Then, the coordinates of the ball are used to move the robot forwards, backwards, left or right.

Consider more carefully the image processing routine. OpenCV uses a series of proprietary data structures, which are initialized within the first few lines. The basic types are CvMat (a matrix) and CvSeq (a linked list—e.g. a series of records where each one points to the next). In most cases you will not use these data structures directly--they are part of larger structures OpenCV offers for handling complex data types. For instance, an IplImage is a structure containing one CvMat per color channel, as well as additional information such as the width and height, number of channels, color model etc. In this lab, however, we will explicitly dig into the data structure OpenCV uses for storing contours and extract the boundary points.

Image processing starts with applying a threshold to the gray-level image and creating a binary image based on the threshold value (this is the parameter you can change using the slider). If you want you can display these intermediary images using cvShowImage when you play with the code later.  The binary image is then used for extracting the boundaries of the detected objects (blobs). The function cvStartFindContours requires the auxiliary function cvFindNextContour to extract the CvSeq that corresponds to one contour. A while loop then goes through every single contour, extracts an array of boundary points, tries to fit an ellipse on these points, and filters the ellipses according to some geometrical criteria. The functions doing these steps are provided by OpenCV and have obvious names; check the inline comments in the code for further details. Filtered ellipses are then drawn on the empty color image, which is displayed before the image processing routine returns to the main loop. 

Examine the function main.c and identify all the components described above. Execute main.c and observe the pace of the program. Does it run as fast as the processor allows? Check by running top.

3. Task 3: Arm control
Your goal is to position the arm such that the eye-in-hand camera provides a suitable view on the tennis ball. 

You need to trade-off the size of your field of view with image quality with respect to the visibility of the ball in the field. 

In addition to the camera code, this part of the lab will use the arm control package located in the directory called ArmControl

The arm control software relies on some parameters that have to be calibrated on an arm-by-arm basis. The parameters and constants for the arms are (1) the zero positions of the servo, (2) the range of motion for the servo, and (3) the ssc32 channels the servos are connected to. These parameters are defined in the file called arm_servo_params.c

The zero servo position corresponds to the servo pulse widths (in microseconds) when the arm is stretched vertically reaching toward the ceiling. The Qi_MIN and Qi_MAX are the extreme servo pulse widths. The variable ssc32 has 32 servo channels. If the base is connected to channel j (j a small integer) then the constant BASE_CH should be set to j. 

Connect the SSC board to the computer using the usb-serial adapter and start a terminal program, for example using minicom. Make sure that you set Minicom to use the right serial port parameters (115200-8N1, no flow control) and enable local echo. The file ssc-32.pdf contains documentation for the firmware. The Servo move section shows examples of how to move the servo. For example #5 P1600 T1000 set the channel 5 pulsewidth to 1600 ms and complete that in 1 sec. Experiment with the pulsewidth until you observe the arm in a perfect vertical position. 

The servos can go from 500ms to 2500 ms but this may not be the actual range. Qi_MIN and Qi_MAX reflect the actual range of the servos. Experiment with setting all the servos to 500 ms and 2500 ms and examine carefully whether the action is completed without overshoot (observe the overshoot visually and by listening to the sound of the servo.) If you observe overshoot try a smaller value. For example, for our prototype some servos could do the entire 500ms-2500 ms range, while others had to be limited to 500ms-2000ms. Things that prevent the full range of motion include physical constraints related to the construction of the arm or the addition of sensors such as the eye-in-hand camera.

You can connect your arm base and the servo joints to any of the channels on the SSC board. Set the variables BASE_CH, SHOULDER_CH, ELBOW_CH, and WRIST_CH to the channels to which you connected the corresponding servo. In a later lab you will add a water pump to the system and set the variable PUMP_CH in a similar manner.

After completing all the calibration steps, you are ready to move the arm using the main function in arm_test.c. You will observe your arm stretching up. The arm and the wrist will rotate simultaneously. 

Examine the file SESARM_kinematics.c. This program provides the kinematics and inverse kinematics solution for your arm. The variable ELBOW_UP is a Boolean variable that can be set to true or false. Experiment with both settings of ELBOW_UP with the original main.c program. Note that when ELBOW_UP is false the wrist does not move. Why do you think this is the case? 

Extend main.c to add opening and closing of the gripper to this motion. Extend the program further to perform a sequence of arm gymnastics movement of your choosing.

4. Task 4: Image processing

In this part of the lab we will gain more experience with OpenCV and image processing. Run the provided skeleton application (./main). You will see two windows appearing on the screen. One is showing the raw camera image, the other is showing detected contours in the image (red lines) as well as ellipses fitted to these contours (cyan lines). Locate the code that allows you to move the arm using its forward kinematics. You can now experiment with various camera poses that lead to satisfying tracking results for the ball. The key [Esc] terminates the application. You can recompile using ./make.

Observe how opting for a larger field of view increases the amount of noise. Observe how the presence of windows or lights makes it harder to detect the ball contours. Observe also how the arm pose affects the power consumed by the servo. Although the arm does not have a direct way of measuring torque and/or energy used, you can figure out via a simple calculation the arm configurations that minimize energy consumption. What are they? In some cases the motion of the robot leads to additional vibration of the camera. What are these cases? The most effective use of this robot will avoid vibrations and minimize energy consumption. 
5. Task 5: Image processing

In this part of the lab we will use OpenCV to detect approximations of tomato fruit in the form of tennis balls. A tennis ball is detected as follows. First, the color image is converted into a gray scale version (cvCvtColor). Second, a threshold is applied leading to a binary image (cvThreshold); this will enable you to use the image intensity to find the location of objects. Third, the binary image is scanned for connected components and their outline (contours) are stored (cvStartFindContours). The connected components enable the identification of convex objects. Fourth, an ellipsoid is fitted to each contour by a least-square fit (cvFitEllipse). Fifth, the ellipsoids are filtered by their size (and potentially other geometrical properties) to eliminate ellipsoids that are too small or have the wrong form factor. 

Implement an appropriate filter for the ellipsoids (e.g. using OpenCV functions such as cvMoments) that leads to reliable detection of the ball given your camera setup.  The ball should be detectable from close-up and far-away. What is the range of distances from which you can reliably detect the ball? How does the performance of your program improve when you add color to the tennis ball detector? Repeat this task for: 

One tennis ball against a white background


Two tennis balls of different color suspended against a white background


One tennis ball against a picture of a garden (the TA will provide a poster for this)
Unfortunately, the detection of the ball is often ambiguous especially in the presence of motion. Robustness can be enhanced using information about the ball’s previous location and knowledge of motion. Additionally you can assign a score to each blob that is an aggregate of the blob’s geometry and color. Normalizing over all the blobs allows for the calculation of a probability that the blob is a tennis ball. Implement at least one approach such as the examples above to enhance the robustness of your tennis ball detector. 
6. Task 6: Image-based Visual Servoing

The ellipsoid filtering method for the ball detector can be extended to a ball tracker. The ball tracker keeps the ball centered in the camera image as the robot moves. Ball tracking can be achieved by checking the location of the ball within the image and turning/driving appropriately with a constant speed. This is an example of bang-bang control. Consider our implementation of this controller. How well does it do at tracking the ball? What kind of overshoot do you observe? What is the problem with the performance of your bang-bang control? 

One way to overcome over-shooting is to steer the robot with a velocity that is proportional to the “error”, i.e. the difference between the actual and the desired position of the ball in the image. Extend your bang-bang controller so it becomes a proportional controller. You will need to use the command roomba_setspeed(). Consider all the degrees of freedom you have for moving the robot to track the ball. You can move the arm, the robot base, or both. Define a finite state machine that will give your robot the broadest scope for tracking the ball using all its degrees of freedom.

