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Abstract—We investigate the asymptotic behavior of the responsible for the LRD traffic patterns reported in [14] and
steady-state queue length distribution under generalizednax-  elsewhere.
weight scheduling in the presence of heavy-tailed traffic. \& Many of the early queueing theoretic results for heavy-

consider a system consisting of two parallel queues, serveuy . . . . )
a single server. One of the queues receives heavy-tailed fiia, tailed traffic were obtained for the single server queue; see

and the other receives light-tailed traffic. We study the clas of [4], [5], [19] for surveys of these results. It turns out that

throughput optimal max-weight-a scheduling policies, and derive the service discipline plays an important role in the delay
an exact asymptotic characterization of the steady-state upue experienced in a queue, when the traffic is heavy-tailed. For
length distributions. In particular, we show that the tail of the example, it was shown in [1] that any non-preemptive service

light queue distribution is heavier than a power-law curve,whose . . . P .
tail coefficient we obtain explicitly. Our asymptotic charecteriza- discipline leads to infinite expected delay, when the traffic

tion also shows that the celebrated max-weight schedulinggticy ~ Sufficiently heavy-tailed. Further, the asymptotic bebawof

leads to theworst possible tail of the light queue distribution, the delay under various service disciplines such as finsteco

among all non-idling policies. _ first-served (FCFS) and processor sharing (PS), is markedly
Motivated by the above ‘negative’ result regarding the max-  gitferent under light-tailed and heavy-tailed scenaritis [24].

weight-a policy, we analyze a log-max-weight (LMW) scheduling e . .
policy. We show that the LMW policy guarantees an expo- This is important, for example, in the context of scheduling

nentially decaying light queue tail, while still being throughput ~J0bsS in server farms [11]. o
optimal. In the context of communication networks, a subset of the

traffic flows may be well modeled as heavy-tailed, and the rest
[. INTRODUCTION better modeled as light-tailed. In such a scenario, thexeeds
é’;ltively few studies on the problem of schedulinetweerthe
jfferent flows, and the ensuing nature of interaction betwe
the heavy-tailed and light-tailed traffic. Perhaps the iest]

d one of the most important studies in this category is [3],
g\ere the interaction between light and heavy-tailed traffi
ows under generalized processor sharing (GPS) is studied.
n that paper, the authors derive the asymptotic workload
éa_havior of the light-tailed flow, when its GPS weight is
eater than its traffic intensity.

Traditionally, traffic in telecommunication networks ha
been modeled using Poisson and Markov-modulated p
cesses. These simple traffic models exhibit ‘local rand@sine
in the sense that much of the variability occurs in short ti
scales, and only an average behavior is perceived at lon
time scales. With the spectacular growth of packet-swich
networks such as the internet during the last couple of dexa
these traditional traffic models have been shown to be ina

guate. This is because the traffic in packetized data neBNoH{O fthe K derati i the desi f heduli
is intrinsically more ‘bursty’, and exhibits correlatiomser ne ot the key considerations in the design of a scheduling

longer time scales than can be modeled by any MarkoviQR”cy for a queueing network roughput optimalitywhich

point process. Empirical evidence, such as the famousdellc ' the ability to support the '?rgeSt set of traffic rates tsat
study on self-similarity and long-range dependence inratte supportable by a given queueing network. Queue length based

traffic [14] lead to increased interest in traffic models witgh sche_duling polici(_as, such as max-weight scheduling [23] [ .
variability. and its many variants, are known to be throughput optimal in

Heavy-tailed distributions, which have long been used fbggneral queueing netv_v(_)rk. For this reason, the max-_weight
model high variability and risk in finance and insurance,ave amily of scheduling policies has received much attention i

considered as viable candidates to model traffic in data n _rious_ networking contextg, including switches [16]eddes
works. Further, theoretical work such as [12], linking heav 17], wireless [18], and optical networks [6].

tails to long-range dependence (LRD) lent weight to theelﬁelit In spite 'Ol;wta I:;\lrg(;e Ignd _\t/a_rled bOd);] ?{f l'ter"’.ltwe trﬁ;?tﬁ,d
that extreme variability in the internet file sizes is ultielg 0 max-weignt scheduling, 1t 1S somewnhat surprising

policy has not been adequately studied in the context ofyjreav

This work was supported by NSF grants CNS-0626781, CNs@grsand  tailed traffic. Specifically, a.questio.n arises as to wha}ab&h .
CCF-0728554, and by ARO Muri grant number W911NF-08-1-0238 we can expect due to the interaction of heavy and lightdaile



flows, when a throughput optimal max-weight-like scheduylin Hemvy ool H

policy is employed. Our present work is aimed at addressing —

this basic question. @
In a recent paper [15], a special case of the problem e L

considered here is studied. Specifically, it was shown that
V_Vhen Fhe hea}’y'ta"eq traffic h"f‘s . a.n infinite variance, thﬁg. 1. A system of two parallel queues, with one of them rgngi heavy-
light-tailed traffic experiences an infinite expected delager tailed traffic.

max-weight scheduling. Further, it was shown that the max-

weight policy can be tweaked to favor the light-tailed tigffi

so as to make the expected delay of the light-tailed traffigy, which gives significantly more importance to the light
finite. In the present paper, we considerably generalizeeth@yueue compared to max-weightscheduling. We analyze the
results by providing a precise asymptotic characterizatib asymptotic behavior of the LMW policy and show that the
the occupancy distributions under the max-weight SCthU““ght queue occupancy distribution decays exponentim
family, for a large class of heavy-tailed traffic distritats.  also obtain the exact large deviation exponent of the light
We study a system consisting of two parallel queues, servggeue tail under a regularity assumption on the heavyetaile
by a single server. One of the queues is fed by a heavy-tailg@ut. Thus, the LMW policy has both desirable attributes — i
arrival process, while the other is fed by ||ght-ta||ed fia f is throughput OptimaL and ensures an exponentia”y degay|
We refer to these queues as the ‘heavy’ and ‘light’ queuasi| for the light queue distribution.
respectively. In this setting, we analyze the asymptotic pe The remainder of this paper is organized as follows. In
formance of max-weight- scheduling, which is a generalizedsection 11, we describe the system model. In Section IlI, we
version of max-weight scheduling. Specifically, while maxpresent the relevant definitions and mathematical pretimin
weight scheduling makes scheduling decisions by comparigg. Section IV deals with the queue length behavior under
the queue lengths in the system, the max-weigpblicy uses priority scheduling. Sections V and VI respectively contai
different powers of the queue lengths to make scheduliggr asymptotic results for max-weightscheduling, and the
decisions. Under this policywe derive an asymptotic char-| Mw policy. We conclude the paper in Section VII.
acterization of the light queue occupancy distributiand e omit several proofs due to space constraints. We refer

specify all the bounded moments of the queue lengths  the reader to [13] for detailed proofs of the results in thegra
An interesting conclusion from our asymptotic characeeriz

tion is that the ‘plain’ max-weight scheduling policy indas Il. SYSTEM MODEL

the worst possible asymptotic behavior on the light queueOur system consists of two parallel queuBsand L, served
tail. We also show that by a choice of parameters in tH¥y a single server, as depicted in Fig. 1. Time is slotted, and
max-weighte: policy that increases the preference affordestochastic arrivals of packet bursts occur to each queuadh e
to the light queue, the tail behavior of the light queue caslot. The server is capable of serving one packet per tirte slo
be improved. Ultimately however, the tail of the light queu&om only one of the queues according to a scheduling policy.
distribution is lower bounded by a power-law-like curver foLet H(¢t) and L(¢) denote the number of packets that arrive
anyscheduling parameters used in the max-weiglsehedul- during slott to H and L respectively. Although we postpone
ing policy. Intuitively, the reason max-weight-scheduling the precise assumptions on the traffic to Section IlI-B, ket u
induces a power-law-like decay on the light queue distidout loosely say that the inpuL(¢) is light-tailed, andH(¢) is

is that the light queue has to compete with a typically lardeeavy-tailed. We will refer to the queudd and L as the
heavy queue for service. heavy and light queues, respectively.

The simplest way to guarantee a good asymptotic behavioiLet ¢y (t) and ¢ (¢), respectively, denote the number of
for the light queue distribution is to give the light queugackets inH and L during slot¢, and letqy andg; denote
complete priority over the heavy queue, so that it does nitte steady-state queue lengths, when they exist. Our aim is t
have to compete with the heavy queue for service. We shoWaracterize the behavior &{q; > b} andP {qy > b} asb
that under priority for the light queue, the tail distrilaris of becomes large, under various scheduling policies.
both queues are asymptotically as good as they can possiblm
be under any policy. Be that as it may, giving priority to the . T
light queue has an important shortcoming — it is not throughp®- Heavy-tailed distributions
optimal for a general constrained queueing system. We define some properties regarding the tail distributions

We therefore find ourselves in a situation where on the op& non-negative random variables.
hand, the throughput optimal max-weightscheduling leads  Definition 1: A random variableX is said to bdight-tailed
to poor asymptotic performance for the light queue. On thiethere existsd > 0 for which E [exp(6X)] < oo. A random
other hand, giving priority to the light queue leads to goodariable isheavy-tailedif it is not light-tailed.
asymptotic behavior for both queues, but is not throughpimt other words, a light-tailed random variable is one that ha
optimal in general. To remedy this situation, we propose awell defined moment generating function in a neighborhood
throughput optimal log-max-weight (LMW) scheduling pol-of the origin. The complementary distribution function of a
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light-tailed random variable decays at least exponemgtfait. the system is stableunder any non-idling policy, and that the
Heavy-tailed random variables are those which have costeady-state queue lengthis andg;, exist.

plementary distribution functions that decay slower thag a ) R

exponential. This class is often too general to study, se sy Residual and Age distributions

classes of heavy-tailed distributions, such as sub-exg@ie Here, we define the residual and age distributions for
have been defined and studied in the past [21]. We now defihe heavy-tailed input process, which will be useful later.

the tail-coefficient of a random variable. First, we note thatH(-) necessarily has a non zero prob-
Definition 2: Thetail coefficientof a random variableéX is ability mass at zero, sincey < 1. Define H; as the
defined by strictly positive part of H(-). Specifically, P{H, = m} =
Cx =sup{c | E[X€] < o0}. P{H(:)=m|H(-) >0}, m =1,2,.... Note thatH, has

. L tail coefficient equal taCy.
In words, the tail coefficient is the threshold where the powe Now consider a discrete-time renewal process with inter-

moment of a random variable starts to blow up. Note that ﬂPgnewal times distributed &, Let /Ty € {1,2,...} denote
tail coefficient of a light-tailed random variable is inf@itOn . ciqal random variable+.a|ﬂd4 eR{O 1 ’ ’}.t.he age of

the other hand, the tail coefficient of a heavy-tailed randome renewal process [8]The joint distribution of the residual

variable may be infinite (e.g., log-normal) or finite (e'g'and the age can be derived using basic renewal theory:
Pareto).

We restrict our attention to a fairly general class of heavy- P{Hp=k Hy=1} = P{H, =k+1} 1)
tailed distributions, known in the literature asder-regular ’ E[H4] ’
varying distributions; see [2], [7]. We repeat the releva :
definitions for ease of reference. L&t denote a non-negativeqél:frse l;eeriéelff}(.)h},(ll).e {0.1,...}. The marginal offi
random variable, with complementary distribution funaotio '
F(z) =P{X > a}. P{H; >k}
Notation: If f(x) and g(z) are positive functions defined P{Hp =k} = T E[H:]

on [0, o], we write ~ to meanlimg_, o @) _ g, . .
_ [_ o] - f(@) g@) . ;?;ﬁ g(x) We now state without proof, the important result that the
Similarly, f(z) 2 ¢(x) meanslim inf, o g5y > 1. residual and age distributions apee order heaviethan the

, ke{l,2,...}. (2)

> g(z)
Definition 3: F(x)_is said to have aegularly varyingtail original distribution.
of index v, notationt’ € R(v), if F(xz) = U(z)z™", where  proposition 1: If H(-) € OR has tail coefficient equal to
U(z) is aslowly varyingfunction, i.e., a function that satisfiesc, then Hr and H4 have tail coefficient equal t6'y — 1.
U(kz) ~U(z), Yk > 0.

Definition 4: F(x) is said to beorder-regularly varying IV. THE PRIORITY POLICIES
notation’ € OR, if for someA > 1, In this section, we study the two ‘extreme’ scheduling
. F(Ow) . F(\x) policies, namely priority fod. and priority for H. Our analysis
0< hrglnf (o) < limsup W < oo, VA€ [L,A] helps us arrive at the important conclusion that the taihef t
T—00 T—00

_ o ~heavy queue is asymptotically insensitive to the schedulin
It can be shown thak C OR and that the inclusion is strict. policy. In other words, there is not much we can do to improve

In what follows, a statement such @ € OR should be or hurt the tail distribution off by the choice of a scheduling
construed to meaf® {X > z} € OR. policy.

It turns out that the any order-regularly varying distribuat o
is asymptotically heavier than some power-law curve (sée Priority for

[20]). Further, any heavy-tailed random variable with ades¥ ~ Under priority for H, the heavy queue receives service

regularly varying tail has a finite tail coefficient [13]. Wew whenever it is non-empty, anfdreceives service only whel

state the precise assumptions on the arrival processes. s empty. It should be intuitively clear at the outset thds th

B. Assumptions on the arrival processes policy is bound to have an undes_irable_ impact on th_e light

i , gueue. The reason we analyze this policy is that it gives us

1) The arrival processel (¢) and L (t) are independent of 5 ot case scenario for the heavy queue. In particular, the
each other, and independent of the current state of ffy\ing result shows that the heavy queue occupancy is one
system. S o . order heavier than its input distribution.

2) H(t) is independent and identically distributed (i.i.d.) Proposition 2: Under priority for H, the steady-state queue

from .slc.>t.-to-slot. occupancy distribution of the heavy queue satisfies theviall
3) L(t) is i.i.d. from slot-to-slot. ing bounds.

4) L(-) is light-tailed withE [L(¢)] = AL.
5) H(-) € OR with tail coefficient Cy; > 1, and 1The notion of stability used here is the positive recurreotéhe system
E[H(t)] = Au. occupancy Markov chain.

. 2We have defined the residual time and age such that if a rermears
We also assume tha, +Ap < 1, so that the Input rate doesat a particular time slot, the age at that time slot is zerd, the residual time

not overwhelm the service rate. Then, it can be shown thakqual to the length of the upcoming renewal interval.



1) For everye > 0, there exists a constanrty (¢) > 0 such B. Priority for L

that We now study the policy that servédswhenever it is non-
P gy > b} < KH(E)b—(cH—1—5)7 v b ©) empty, anql serveH only if L is empty. This polic_y affords the
best possible treatment # and the worst possible treatment
2) to H, among all non-idling policies. Under this policy,
P{qg > b} > AP {Hg > b}, ¥V b. (4) is completely oblivious to the presence &f, in the sense
: . . . . -that it receives service whenever it has a packet to be served
Further,qy is a heavy-tailed random variable with tail coeffi- . . . .
: . Therefore,L behaves like a discrete time G/D/1 queue, with
cient equal toCy — 1. That is, for eache > 0, we have

light-tailed inputs. Classical large deviation bounds dan

E [ng—l—e} < o0, (5) derived for such a queue; see [;0] for example.
Recall that since.(-) is light-tailed, the log moment gen-
and erating function
E 5] = oc. ©)

AL(0) =logE {eeL(')]
Proof: Equation (5) can be shown using a straightforward ]
Lyapunov argument, along the lines of [15, Proposition 6Xists for some > 0. Define

Equation (3) follows from (5) gnd the_Mar_kov inequality. By = sup{0AL(0) — 6 < 0}. @)
Next, to show (4), we consider a time instanat steady-
state, and write Proposition 5: Under priority for L, ¢, satisfies the large
deviation principle (LDP)
Plqu(t) >0} = P{qu(t) > blgu(t) > 0} P{qu(t) > 0} 1
= AgP {qH(t) > b|qH(t) > 0} bli%_g 1OgP{QL > b} =Er. (8)

We have used Little's law at steady-state to writéh words, the above proposition asserts that the taifofis
P{qu(t) >0} = Ag. Let us now lower bound the termasymptotically exponential, with rate functiai;. We will
P{qm(t) > blgu(t) > 0}. Conditioned on H being non- refer to E; as theintrinsic exponenbf the light queue. An
empty, denote byB(t) the number of packets that be-equivalent expression for the intrinsic exponent that iemof
long to the burst in service that still remain in the queugsed in the literature is

at time ¢t. Then, clearly, qz(t) > B(t), from which

P{qu(t) > blgu(t) >0} > }P’{B(t) > b}. Now, since the

H queue_receives service whenever_ it is non-empty, it is C'%ﬁereA*L(-) is the Fenchel-Legendre transform [10]/0f (6).

that the time spent at the head-of-line by a burstdsialto 1 is clear that priority forZ gives the best possible asymp-
its size. It can therefore be shown that in steady-stB®) (qtic hehavior for the light queue, and the worst possitgettr

is distributed according to the residual varialfig:. Thus, men for the heavy queue. Surprisingly however, it turns out
P{gu(t) > blgu(t) > 0} > P{Hg > b}, and (4) is proved. w4 the heavy queue tail under priority fbris asymptotically
Finally, (6) follows from (4) and Proposition 1. 0 a5 good as it is under priority foif .

Furthermore, when the distribution off(-) is regularly  proposition 6: Under priority forL, ¢z is heavy-tailed with
varying, the lower bound (4) takes on a power-law form thag; coefficientCy — 1.

agrees with the upper bound (3).

PR B
EL = ;f;% EAL(l +a), 9)

Proof: This is a special case of Theorem 2, given in the next

Corollary 1: If H(-) € R(Cq), then section. O
P{qy > b} > U(b)b—(cH—l)’ Vb, The above result also implies that the tail coeﬁicieqt of
H cannot be worse tha@'y — 1 under any other scheduling
whereU(-) is some slowly varying function. policy.

Since priority for H affords the most favorable treatment to Proposition 7: Under any non-idling scheduling policy;;
the heavy queue, it follows that the asymptotic behavioHof has a tail coefficient of at least; — 1. That is, Equation (5)
can be no better than the above unéay policy. holds for all non-idling scheduling policies.

Proposition 3: Under any scheduling policy; is heavy-  Propositions 3 and 7 together imply the insensitivity of the
tailed with tail coefficient at most’y — 1. That is, Equation heavy queue’s tail distribution to the scheduling policye W
(6) holds for all scheduling policies. state this important result in the following theorem.
Interestingly, under priority fof7, the steady-state light queue Theorem 1:Underany non-idling scheduling policyyz is
occupancyy, is also heavy-tailed with theametail coefficient heavy-tailed with tail coefficient equal t6'; — 1. Further,
asqy - This should not be surprising, since the light queue has{q; > b} satisfies bounds of the form (3) and (4) under all
to wait for the entire heavy queue to clear, before it reeiv@on-idling policies.
any service. Therefore, it is not possible to either improve or hurt thavye

Proposition 4: Under priority for H, q; is heavy-tailed queue’s asymptotic behavior, by the choice of a scheduling
with tail coefficientCy — 1. policy.



It is evident that the light queue has the best possible the composite queue. This implies (10), and (11) follows
asymptotic behavior under priority fak. Although priority from (10) using the Markov inequality. O
for L is non-idling, and therefore throughput-optimal in this The above result asserts that the tail coefficieng;ofs at
simple setting, we are ultimately interested in studyingenoleastC'y — 1 under any non-idling policy, and th&t{q; > b}
sophisticated network models, where priority formay not is uniformly upper bounded by a power-law curve. Our sec-
be throughput optimal. We therefore analyze the asymptotiod upper bound is specific to max-weightscheduling. It
behavior of general throughput optimal policies belondgimg hinges on a simple observation regarding the scaling otthe
the max-weight family. parameters, in addition to a theorem in [15]. We first stage th
following elementary observation due to its usefulness.
Observation:(Scaling of a« parameters) Letvy and oy be
given parameters of a max-weightpolicy, and letg > 0
In this section, we analyze the asymptotic tail behavior dfe arbitrary. Then, the max-weight-policy that uses the
the light queue distribution under max-weightscheduling. parametergay andgay, for the queued! andLL respectively,
For fixed parameteray > 0 andar > 0, the max-weightz  is identical to the original policy. That is, in each time slot,
policy operates as follows: During each time sloperform the two policies make the same scheduling decision.
the comparison Next, let us invoke an important result from [15].
qr(t)** ; qu ()", Theorem 3:If max-weight« scheduling is performed with
) .0 < ag < Cy—1, then, forany oz, > 0, we haveE [¢7*] <
and serve one packet from the queue that wins the comparisgn.
Ties can be broken arbitrarily, but we break them in favor Glfhus, by choosing a large enough, any moment of the light
the light queue for the sake of definiteness. Note that= queue length can be made finite, as long.as< Cg — 1. Our

ap corresponds to the usual max-weight policy, which servggcond upper bound, which we state next, holds regardless of
the longest queue in each slei; /oy > 1 corresponds t0 how thea parameters are chosen.

emphasizing the light queue over the heavy queue, and VviceThegrem 4:Define
versa.
(6%

We provide an asymptotic characterization of the light gueu v = a_L(CH —-1). (12)
occupancy distribution under max-weightscheduling by de- ) " ) )
riving matching upper and lower bounds. Our charactenzati Under max weightv scheduling, for every > 0, there exists
shows that the light queue occupancy is heavy-tailed undefonstantiz(e) > 0, such that
max-weighta scheduling for_ aII_vaI_ues of the parameterg_ E [qz—e} < o0 (13)
and «y,. Since we obtain distributional bounds on the light
queue occupancy, our results also shed further light on ted
moment results derived in [15] for max-weightscheduling. P{qr > b} < ka(e)b™ 7). (14)

V. QUEUELENGTHASYMPTOTICS FOR MAXWEIGHT-«
SCHEDULING

A. Upper Bound .
In this section, we derive two different upper bounds on iei00f: Given ¢ > 0, let us chooses = (Cw —1)/on —

. - . d perform max-weight- scheduling with parameters
tail probability P > b}, that both hold under max-wei ht—e/aL’ an : . X .
o sf:)heduling)./ H%%ever} depending on the valuesgf ar?d Bay andBay . According to the above observation, this policy

a1, one of them would be tighter. The first upper bound hold3 identical to the original max-_we|ghi-pol|cy. Ne);t(;LS"]CG
for all non-idling policies, including max weight-scheduling. ¢+ < Cr —1, Theorem 3 applies, and we haﬂe{qL } =
Theorem 2:Underanynon-idling policy, and for every > E [¢] ] < oo, which proves (13). Finally, (14) can be proved

0, there exists a constant (¢) > 0, such that using (13) and the Markov inequality. O
_— The above theorem asserts that the tail coefficienof
E {QLHi 76} <00 (10) is at leasty under the max weight- policy. We remark

that Theorem 2 and Theorem 4 both hold for max-weight-
(Cu—1-0) scheduling with any parameters. However, one of them yields
P{gr > b} < ri(e)b : (11) stronger bound than the other, depending oncttparameters.

Proof: (Sketch) The main idea is to combine the two queusdecifically, we have the following two cases:

into one composite queue which is fed by the sum inpuf) o% < 1 : This is the regime where the light queue is
processL(-) + H(-). This sum input process can be shown given lesser priority compared to the heavy queue. In
to have a tail coefficient equal ;. Now, under any non- this case, Theorem 2 yields a stronger bound.

idling policy in the original system, the composite queuéi) o& > 1 : This is the regime where the light queue is
behaves like a G/D/1 queue, with heavy-tailed input of tail ~ given more priority compared to the heavy queue. In this
coefficient C;. The occupancy of the composite queue is  case, Theorem 4 gives the stronger bound.

given byq = qr + qu. ThereforeE [(qu + q1)©#~179] = Remark 1: The upper bounds in this section hold whenever
E [¢¢#~179] < oo for any e > 0, by applying Equation (5) H(:) is heavy-tailed with tail coefficienCy. We need the

and



assumptionH (-) € OR only to derive the lower bounds in

IS

the next subsection.
35
B. Lower Bound o
In this section, we state our main lower bound result, j
which asymptotically lower bounds the tail of the light geeu =2
distribution in terms of the tail of the residual variabigs. g 2
Theorem 5:Under max-weightx scheduling with parame- 8 s
tersay anday, the distribution of the light queue occupancy 5 '
satisfies the following asymptotic lower bounds: 1r
1) If &£ <1, 05|
apg
b 0 ‘ : ‘ ,
P{qL 2 b} 2 )\H]P) {HR 2 A_} (15) 0 0.5 1 aL 15 2 2.5
L amp
2) If z—f{ =1, Fig. 2. The tail coefficient ofg;, under max-weightx scheduling, as a
) function of ap, /oy, for Cy = 2.5.
Pl 2 ap {0 (14 )} a9)
L
3) If g_f, > 1, ar/ag = 1 corresponds to max-weight scheduling, while
S oL o ar/ag | 0 corresponds to priority forH. Thus, the tail
P{gr > b} 2 AuP {HR 2b } ‘ (A7) coefficient ofqr, under max-weight scheduling is the same as

The above theorem holds when the heavy-tailed input diﬁtribthe_ tail coe_fficient under priority fOH’_ implying th"’_‘t the max-
tion is order-regular. As a special case of the above theqore\fxf‘?'ght p_ollcy leads to thevorst posa_ble_asymp'Fo_tlc behavior
when H(-) is regularly varying with indexCy, the lower for thg light queue among .aII nor_1-|dI|ng ppllCles. H(_Jwever,
bounds take on a more pleasing power-law form that matcHB€ t@il coefficient ofg; begins to improve in proportion to
the upper bounds (11) and (14). the rayOaL/aH in the regime where the light queue is given
Corollary 2: If H(-) € R(Cy), then, under max-weight- MOre importance. L o .
scheduling with parameters; anda, the distribution of the Remark 2:If the heavy-tailed input has infinite variance

light queue satisfies the following asymptotic lower bounds(Cr < 2), then it follows from Theorem 6 that the expected
delay in the light queue is infinite under max-weight schedul

D=t ing. Thus, [15, Proposition 5] is a special case of the above
P{qr > b} > U(b)p~ (¢~ (18) theorem.
2) It o> 1 VI. LOG-MAX-WEIGHT SCHEDULING
P{qr >0} 2 UMb, (19) We showed in Theorem 6 that the light queue occupancy

distribution is necessarily heavy-tailed with a finite tadlef-
whereU(-) is some slowly varying function. ficient, under max-weight- scheduling. On the other hand,
The proof of Theorem 5 is quite involved, and is omitted due tariority for L ensures the best possible asymptotic behavior
space constraints. We refer the reader to [13] for the campléor both queues, but suffers from possible instability etffen

proof. more general queueing networks.
. . In this section, we analyze the log-max-weight (LMW)
C. Tail Coefficient ofz policy. We show that thdight queue distribution is light-

In this section, we characterize the exact tail coefficiént eailed under LMW scheduling, i.e., thaP {q;, > b} decays
the light queue distribution under max-weightscheduling. exponentially inb. However, unlike priority forL, the LMW
Theorem 6:The tail coefficient of the steady-state queupolicy can be shown to be throughput optimal even in more

length ¢ of the light queue is given by general settings, as a consequence of [8, Theorem 1]. For our
(i) Cg—1for &£ <1, and simple system model, we define the LMW policy as follows.
(i) v=5=(Cu —Hl) for && > 1. In each time slot, the log-max-weight policy compares
Proof: Equations (10) and (13) give lower bounds on the tail qr(t) = log(1+ qu(t)),

coefficient ofqz,. Matching upper bounds on the tail coefficient
follow from Theorem 5 and Proposition 1. We omit the detailand serves one packet from the queue that wins the compari-
in the interest of brevity. O son. Ties are broken in favor of the light queue.

In Fig. 2, we show the tail coefficient @f, as a function of  The main idea in the LMW policy is to give preference to
the ratioa/ay. We see that the tail coefficient is constanthe light queue to a far greater extent than any max-weight-
at the valueC'; — 1 asay, /ay varies from 0 to 1. Recall that policy. Specifically, forar, /oy > 1, the max-weightx policy



compares;;, to a power ofgy that is smaller than 1. On the 5
other hand, LMW scheduling compareg to a logarithmic
function of ¢y, leading to a significant preference for the
light queue. It turns out that this significant de-emphagis o
the heavy queue with respect to the light queue is sufficent t
ensure an exponential decay for the distributiorypfin our
setting.

Furthermore, the LMW policy has another useful property
when the heavy queue gets overwhelmingly large. Although
the LMW policy significantly de-emphasizes the heavy queue,
it does notignore it, unlike priority for L. That is, if the H
gueue occupancy gets overwhelmingly large compared,to ‘ ‘ ‘ ‘
the LMW policy will serve theH queue. In contrast, priority 0 02 04, 06 08 !
for L will ignore any build-up inH, as long asL is non- -
empty. This property turns out to be crucial in more comple¥g 3. The large deviation exponent for, under LMW scheduling, as a
gueueing models, where throughput optimality is non-ativi function of A1. The light queue is fed by Poisson bursts, aftg = 2.5.
to obtain. For example, when the queues have time-varying
connectivity to the server, the LMW policy will stabilize tho
queues for all rates within the rate region, whereas pyidoit ~ The flat portion of the curve in Fig. 3 corresponds to a
L can lead to instability effects it/ [23]. second overflow mode. In this regime, the overflow of the

Our main result in this section shows that under the LMWght queue occurs due to extreme misbehavior on the part of
policy, P {q, > b} decays exponentially ib, unlike under the heavy-tailed input. Specifically, the heavy queue bemm
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max-weighte: scheduling. _ o larger thane® after receiving a very large burst. After this
Theorem 7:Under log-max-weight schedulingy, is light- instant, the heavy queue hogs all the service, and the light
tailed. Specifically, it holds that queue gets starved until it gradually builds up to the lével

1 In this regime, the light queue input behaves typically, and
liminf -2 logl? {gz > b} > min(Er, Cxy —1),  (20) plays no role in the overflow of. That is, the exponent is
_ o ) independent of\;,, being equal to a constaify — 1. The
where £, is the intrinsic exponent, given by (7), (9). exponent is decided entirely by the ‘burstiness’ of the lyeav

Proof: See Appendix A. O tailed traffic, which is reflected in the tail coefficient.
Thus, the light queue tail is upper bounded by an expo-

nential term, whose rate of decay is given by the smaller VII. CONCLUDING REMARKS

of the intrinsic exponenfr, and Cy — 1. We remark that We considered a system of parallel queues fed by a

Theorem 7 utilizes only the light-tailed nature 6f-), and mix of heavy-tailed and light-tailed traffic, and served by

the tail coefficient of H(-). Specifically, we do not need toa single server. We studied the asymptotic behavior of the

assume any regularity property such d$-) € OR for the queue size distributions under various scheduling paidiée

result to hold. However, if we assume that the tailféf-) is showed that the occupancy distribution of the heavy queue is

regularly varying, we can obtain a matching lower bound tsymptotically insensitive to the scheduling policy usadd

the upper bound in Theorem 7. inevitably heavy-tailed. In contrast, the light queue quamcy
Theorem 8:Suppose thatd () € R(Cy). Then, under distribution can be heavy-tailed or light-tailed depemgdon

LMW scheduling, the tail distribution of;, satisfies an LDP the scheduling policy.

with rate function given by The major contribution of the paper is in the derivation of
1 an asymptotic characterization of the light queue occupanc
lim —3 logPP{q;, > b} = min(Er, Cyx —1). distribution, under max-weight-scheduling. We showed that
b—o0

the light queue distribution is heavy-tailed with a finitel ta

Fig. 3 shows the large deviation exponent given by Theoreroefficient under max-weight-scheduling, for any values of
8 as a function of\y, for Cy = 2.5, and Poisson burststhe scheduling parameters. However, the tail coefficient ca
feeding the light queue. There are two distinct regimes @ tibe improved by choosing the scheduling parameters to favor
plot, corresponding to two fundamentally different modés dhe light queue. We also observed that ‘plain’ max-weight
overflow. For relatively large values af, , the exponent for the scheduling leads to the worst possible asymptotic behavior
LMW policy equalsEy,, the intrinsic exponent. In this regime,of the light queue distribution, among all non-idling padis.
the light queue overflows entirely due to atypical behavior i Another important contribution of the paper is the log-
the input procesd.(-). In other wordsg;, would have grown max-weight policy, and the corresponding asymptotic asialy
close to the leveb even if the heavy queue was absent. Thid/le showed that the light queue occupancy distribution is
mode of overflow is more likely for larger values ®f, which light-tailed under LMW scheduling, and explicitly deriveah
explains the diminishing exponent in this regime. exponentially decaying upper bound on the tail of the light



gueue distribution. Additionally, the LMW policy also hdset

desirable property of being throughput optimal in a general

gueueing network.

Although we study a very simple queueing network in this
paper, we believe that the insights obtained from this study
are valuable in much more general settings. For instanca, in
general queueing network with a mix of light-tailed and heav
tailed traffic flows, we expect that the celebrated max-weigh

policy has the tendency to ‘infect’ competing light-tailéavs
with heavy-tailed asymptotics. A similar effect was alsaetb
in [15], in the context of expected delay.

We also believe that the LMW policy occupies a unique

‘sweet spot’ in the context of scheduling light-tailed fiaf

in the presence of heavy-tailed traffic. This is because the
LMW policy de-emphasizes the heavy-tailed flow sufficiently

whereS, = Z?:_u+l L(4). The right hand side of (22)
is precisely the probability of a single server queue fed
by the procesd.(-) reaching the leve{l — §)b. Standard
large deviation bounds are known for such an event.

Specifically, from [10, Lemma 1.5], we get

lim inf ! log P {sup Sy —u>(1- §)b} >
b—o0 b

u>0

inf —
a>0 @
From (22) and (23), we see that for every- 0 and for

large enougtb,

ANi(1+a)=(1—-0)EyL. (23)

P {qr > b; log(1 + qu) < 0b} < kye P (EL=e)
(24)

to maintain good light queue asymptotics, while also emspri(jii) Let us deal with the term (iii) before (ii). This is the

network-wide stability.

For future work, we propose the extension of the results in
this paper to more general single-hop and multi-hop netsjork

with time-varying channel models.

APPENDIXA
PROOF OFTHEOREM 7

Fix a small§ > 0. We first write the equality
P{qr, >b} = P{qr >b; log(l + qx) < 6b}
()
+ P{qr >b; (1—06)b>1log(l+ qu) > b}
(44)
+ P{qr >b; log(1+qn) >
(#44)

(1-6p} (21)

We will next upper bound each of the above three terms on

the right.

() Intuitively, this event corresponds to an overflow of the
light queue, when the light queue is not ‘exponentially
large’ inb, i.e., gy < exp(db) — 1. Suppose without loss

of generality that this event happens at tithdenote by

—7 < 0 the last instant when the heavy queue received

service. Sinceld has not received service sineer, it is
clear thatlog(1 + g (—7)) < 8b. Thus,qr(—7) < db.

In the time intervall—7 + 1, 0] the light queue receives
service in each slot. In spite of receiving all the service,

it grows from less thardd to overflow at time0. This

implies that every time the event in (i) occurs, there

necessarily exists au < 0 satisfying
0

> (L) —1) > (1.

1=—u+1
Therefore,

0
(i) gp{auz 0 > (LG)-1)> (1—6)b}
1=—u+1

=P {sup (Su—u)>(1— 5)b} . (22)

u>0

(i) Let us now deal with the

regime where the overflow of occurs, along withH
becoming exponentially large ih We have

(1it) <P {qL +qg > e(l_é)b}

We have shown earlier in the proof of Theorem 2 that
for any non-idling policy,

P{qr +qu > M} < koM~ (Cr=179)

for everye > 0 and somex, > 0. Therefore,

P{qr > b; log(1+qum) > (1 = 0)b} <
koexp(—(1—=0)b(Cu—1—¢)), Ve>0. (25

second term,
P{gr >b; (1—08)b>log(l+qu) > ob}.

Suppose this event occurs at time 0. Denote-hy <

0 the last time during the current busy period tHat
received service and define; = log(1 + gg(—7)). We
can deduce that < (1 — §)b, becauseH receives no
service in[—7 + 1,0]. It is also clear thay,(—7) < 7.
Therefore,L. grows from less tham to more thanb, in
spite of receiving all the service -7 + 1,0]. Using u
and ¢ as ‘dummy’ variables that represent the possible
values taken by andn respectively, we can bound the
term (ii) as shown in (26) in the next page. The last two
steps in (26) are by the union bound. Notice now that for
everyu > 0, the eveniS, —u > b—¢ is independent of the
value ofgy (—u)+qr(—u), since these are determined by
arrivals in disjoint intervals. Therefore, continuing fino
(26),

(1-8)b

= Z ZP{Su —u>b— §}P{QH(—U) +qr(—u) = 65}
£=0 u>0
(1—8)b
= Z ZP{Su —u > b—{}nzef(chlfs)g, Ve>0
£=0 u>0
(27)
(1—8)b

< N ke FEmOtm0 g, (@198 Ly e 0. (28)
£=0

SIf H never received service during the current busy period, e tato
be equal to the last instant that the system was emptynasd).



(i) <P{IE< (1= 8)bu>0]Su—u>b—& gr(—u)+aqr(—u) > e} <

(1-6)b

(
S P{Fuz0|S%u—u>b—& qu(-u)+qr(—u) > et} <
£=0

1-8)b

YD P{Su—u>b-& qu(—u)+ar(-u) = ¢}

=0 u>0

(26)

Equation (27) follows from (11), and (28) is a classicalé]
large deviation bound that follows, for example, from [10,
Lemma 1.5]. Thus, for every > 0, 7]

(1-6)b 8]
(ii) < Z Hlf‘&Qe_[(CH_l_E)g-’_(EL_6)(b_£)].

£=0

(29)
. . [
We now distinguish two cases: [10]

— Cy—1 > Ey, : Inthis case, we can bound the abOVﬁ_l]
probability as

(i1) < ke PPL=9) Ve > 0, (30) [12]
wherex > 0 is some constant.
— Cg — 1< Ey : In this case, (13]
(i1) < ke PCr1=00=0) e 5 0. (31)

Let us now put together the bounds on terms (i), (ii) an%4]
(iii) into Equation (21).

1) If Cy — 1 > Er, we can show using (24), (25), and®
(30) that
1 [16]
liminf ——logP {qr > b} > (1 — 6)(EL — e).
b—o0 b [17]

Since the above is true for eaetandd, we get

1
hl}n inf—g logP{qr, > b} > EL. (32) 18]
— 00

2) If Cy —1 < Ep, we can show using (24), (25), and[lg]
(31) that [20]

o 1
hblgggf—zloglp{qLZb}Z(l—d)(C’H—l—e). [21]

Since the above is true for eaetandd, we get [22]

liminf —~logP{q, > b} > Cy — 1. (33)
b—o0 b

(23]

Theorem 7 now follows from (32) and (33). O
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