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We consider a multiarmed bandit problem where the expected reward of each arm is a linear function of an
unknown scalar with a prior distribution. The objective is to choose a sequence of arms that maximizes the
expected total (or discounted total) reward. We demonstrate the effectiveness of a greedy policy that takes
advantage of the known statistical correlation structure among the arms. In the infinite horizon discounted
reward setting, we show that the greedy and optimal policies eventually coincide, and both settle on the
best arm. This is in contrast with the Incomplete Learning Theorem for the case of independent arms. In
the total reward setting, we show that the cumulative Bayes risk after T' periods under the greedy policy
is at most O (logT'), which is smaller than the lower bound of Q (log”>T) established by Lai (1987) for a
general, but different, class of bandit problems. We also establish the tightness of our bounds. Theoretical

and numerical results show that the performance of our policy scales independently of the number of arms.

1. Introduction

In the multiarmed bandit problem, a decision-maker samples sequentially from a set of m
arms whose reward characteristics are unknown to the decision-maker. The distribution of
the reward of each arm is learned from accumulated experience as the decision-maker seeks
to maximize the expected total (or discounted total) reward over a horizon. The problem
has garnered significant attention as a prototypical example of the so-called exploration ver-
sus exploitation dilemma, where a decision-maker balances the incentive to exploit the arm
with the highest expected payoff with the incentive to explore poorly understood arms for
information-gathering purposes.

Nearly all previous work on the multiarmed bandit problem has assumed statistically inde-
pendent arms. This assumption simplifies computation and analysis, leading to multiarmed
bandit policies that decompose the problem by arm. The landmark result of Gittins and Jones

(1974), assuming an infinite horizon and discounted rewards, shows that an optimal policy
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always pulls the arm with the largest “index,’

for each arm. In their seminal papers, Lai and Robbins (1985) and Lai (1987) further show

where indices can be computed independently

that index-based approaches achieve asymptotically optimal performance in the finite horizon
setting when the objective is to maximize total expected rewards.

When the number of arms is large, statistical independence comes at a cost, because it
typically leads to policies whose convergence time increases with the number of arms. For
instance, most policies require each arm be sampled at least once. At the same time, statistical
independence among arms is a strong assumption in practice. In many applications, we expect
that information gained by pulling one arm will also impact our understanding of other
arms. For example, in a target marketing setting, we might expect a prior: that similar
advertisements will perform similarly. The default approach in such a situation is to ignore
any knowledge of correlation structure and use a policy that assumes independence. This
seems intuitively inefficient because we would like to use any known statistical structure to
our advantage.

We study a fairly specific model that exemplifies a broader class of bandit problems where
there is a known prior functional relationship among the arms’ rewards. Our main thesis
is that known statistical structure among arms can be exploited for higher rewards and
faster convergence. Our assumed model is sufficient to demonstrate this thesis using a simple
greedy approach in two settings: infinite horizon with discounted rewards, and finite horizon
undiscounted rewards. In the discounted reward setting, we show that the greedy and optimal
policies eventually coincide, and both settle on the best arm in finite time. This differs from
the classical multiarmed bandit case, where the Incomplete Learning Theorem (Rothschild
1974, Banks and Sundaram 1992, Brezzi and Lai 2000) states that no policy is guaranteed
to find the best arm. In the finite horizon setting, we show that the cumulative Bayes risk
over T periods (defined below) under the greedy policy is bounded above by O(logT') and is
independent of the number of arms. This is in contrast with the classical multiarmed bandit
case where the risk over T periods is at least Q(log® T') (Lai 1987), and typically scales linearly
with the number of arms. We outline our results and contributions in more detail in Section
1.2.

Our formulation assumes that the mean reward of each arm is a linear function of an
unknown scalar on which we have a prior distribution. Assume that we have m arms indexed
by 1,...,m, where the reward for choosing arm ¢ in period ¢ is given by a random variable

X}. We assume that for all t >1 and for £=1,...,m, X} is given by

X, =n+wZ+E}, (1)
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where 7, and w, are known for each arm ¢, and Z and {E}:t > 1,4 =1,...,m} are
random variables. We will assume throughout the paper that for any given /¢, the ran-
dom variables {E}:t>1} are identically distributed; furthermore, the random variables
{El:t>1,£=1,...,m} are independent of each other and of Z.

Our objective is to choose a sequence of arms (one at each period) so as to maximize either
the expected total or discounted total rewards. Define the history of the process, H;_1, as the
finite sequence of arms chosen and rewards observed through the end of period ¢ — 1. For each
t > 1, let H;_; denote the set of possible histories up until the end of period t — 1. A policy
U = (U, Py,...) is a sequence of functions such that ¥, : H, ; — {1,2,...,m} selects an arm
in period t based on the history up until the end of period ¢t — 1. For each policy ¥, the total

discounted reward is given by
)

[
t=1

where 0 < # < 1 denotes the discount factor, and the random variables .Jy, Js, ... correspond

to the sequence of arms chosen under the policy ¥, that is, J; = ¥,(H;_;). For every T' > 1,
we define the T-period cumulative regret under ¥ given Z = z, denoted by Regret(z, T, ¥),
as follows

Regret(z,T,V) = Z E Lmax (e +wez) — (g, +1uy,2) ‘ Z = z] )

=1,....m
t=1

and the T-period cumulative Bayes risk of the policy ¥ by
Risk (T, V) = Ez [Regret (Z,T,7)] .

We note that maximizing the expected total reward over a finite horizon is equivalent to
minimizing Bayes risk.

Although this is not our focus, we point out an application of our model in the area of
dynamic pricing with demand learning. Assume that we are sequentially selecting from a
finite set P of prices with the objective of maximizing revenues over a horizon. When the
price p, € P is selected at time ¢, we assume that sales S} are given by the linear demand
curve

S, =a—bps+ €,

where a is a known intercept but the slope b is unknown. The random variable €} is a noise
term with mean zero. The revenue is then given by R} = pyS* = ap, — p?b— pye’, which is a spe-

cial case of our model. We mention this dynamic pricing problem as an example application,



though our model is more generally applicable to a range of control situations involving a lin-
ear function to be estimated. Example application domains include drug dosage optimization

(Lai and Robbins 1978), natural resource exploration, and target marketing.

1.1. Related Literature

As discussed in Section 1, work on the multiarmed bandit problem has typically focused on
the case where the arm rewards are assumed to be statistically independent. The literature
can be divided into two streams based on the objective function: maximizing the expected
total discounted reward over an infinite horizon and minimizing the cumulative regret or
Bayes risk over a finite horizon. Our paper contributes to both streams of the literature.
In the discounted, infinite horizon setting, the landmark result of Gittins and Jones (1974)
shows that an index-based policy is optimal under geometric discounting. Several alternative
proofs of the so-called Gittins Index result exist (Whittle 1980, Weber 1992, Tsitsiklis 1994,
Bertsimas and Nifio-Mora 1996); see Frostig and Weiss (1999) for a summary and review. The
classical Gittins assumptions do not hold in our version of the problem because statistical
dependence among arms does not allow one to compute indices for each arm in a decomposable
fashion. In the discounted setting, it is known (Rothschild 1974, Banks and Sundaram 1992,
Brezzi and Lai 2000) that learning is incomplete when arms are independent. That is, an
optimal policy has a positive probability of never settling on the best arm.

A second stream of literature has sought to maximize the expected total undiscounted
reward or, equivalently, to minimize regret, defined as expected underperformance of a policy
relative to the policy that knows and always chooses the best arm. A full characterization
of an optimal policy given this objective appears to be difficult, and most authors have
concerned themselves with rates of convergence of particular policies. The seminal work of
Lai and Robbins (1985) gives an asymptotic Q2(logT") lower bound on the regret as a function
of time. It also provides a policy based on “upper confidence bounds” on the arm rewards,
whose performance asymptotically matches the lower bound. Lai (1987) extends these results
and shows, among other things, that in a Bayesian finite horizon setting, and under a fairly
general set of assumptions, the cumulative Bayes risk must grow at least as fast as (2 (log2 T).
Subsequent papers along this line include Agrawal et al. (1989), Agrawal (1996), and Auer
et al. (2002a).

Interest in bandit problems under an assumption of dependent arms has a long history.
Thompson (1933), in what is widely regarded as the original paper on the multiarmed bandit

problem, allows for correlation among arms in his initial formulation, though he only analyzes
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a special case involving independent arms. Robbins (1952) formulates a continuum-armed
bandit regression problem that subsumes our model, but does not provide an analysis of
regret or risk. The formulation in Chapter 2 of Berry and Fristedt (1985) allows for correlation
among arms (though most of the book concerns cases with independent arms). There has
been relatively little analysis, however, of bandit problems with dependent arms. Feldman
(1962) and Keener (1985) consider two-armed bandit problems with two hidden states, where
the rewards for each arm depend on which of the underlying states prevails. Pressman and
Sonin (1990) formulate a general multiarmed bandit problems with an arbitrary number of
hidden states, and provide a detailed analysis for the case of two hidden states. Ginebra

2

and Clayton (1995) formulate “response surface bandits,” multiarmed bandit problems whose
arm rewards are linked through an assumed functional model, and they provide a simple
tunable heuristic. Pandey et al. (2007) study bandit problems where the dependence of the
arm rewards is represented via a hierarchical model. Tewari and Bartlett (2008) develop a
policy that aims to maximize the average reward in an irreducible (but unknown) Markov
decision process (MDP); their policy admits logarithmic regret but scales linearly with the
number of actions and states of the underlying MDP.

Our model can be viewed as a special case of an online convex optimization problem, by
considering randomized decisions. Let S ={p € [0,1]™: > )", p, = 1} denote an m-dimensional
simplex, where each p = (p1,...,pm) € S can be interpreted as the probabilities of play-
ing the m arms. Given Z = z, the expected reward under a decision p € § is given by
> vy Pe (e +ugz), which is linear in p. For a bounded linear reward function on an m-
dimensional decision space, Kleinberg (2008) proposes a policy whose cumulative regret over
T periods is at most O (m**T?/?) (see also, McMahan and Blum 2004 and Dani and Hayes
2006). Kleinberg (2005) and Flaxman et al. (2005) further generalize this result to convex cost
functions, obtaining policies whose T-period regret is O (m T%/*). Nearly all of the work in
this area focuses on minimizing regret, and all known policies have regret that scales with the
dimension of the problem space (corresponding to the number of arms m in our setting). By
exploiting the specific structure of our reward function, however, we can get a stronger result
and obtain a policy whose cumulative regret over 7' periods is only O(\/T ). Moreover, our
regret bound is independent of m (Theorem 3.1 in Section 3). We also consider the discounted
reward and cumulative Bayes risk criteria.

We presented in Section 1 an application of our model to dynamic pricing with learning.

Although this is not a focus of the current paper, we mention that there is a growing literature
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on this specific topic. See Carvalho and Puterman (2004), Aviv and Pazgal (2005), Farias and
Van Roy (2006), and Besbes and Zeevi (2006) for examples of recent work. All of these models
are distinguished from ours in their objectives and in the specific demand and inventory

situations treated.

1.2. Contributions and Organization

We view our main contributions to be (1) a model of statistical dependence among the arm
rewards, (2) analysis of such a model under both expected discounted and undiscounted
reward objectives, and (3) demonstration that prior knowledge of the statistical dependence
of the different arms can improve performance and scalability. To the best of our knowledge,
this is the first paper to provide detailed theoretical analysis of a multiarmed bandit model
where the arm rewards are correlated through a continuous random variable with known prior
distribution.

Section 2 includes our analysis of the infinite-horizon setting with geometric discounting.
Theorem 2.1 establishes our main result on “complete learning.” When every arm depends
on the underlying random variable Z (that is, if u, # 0 for all £), the posterior mean of Z
converges to its true value. We also show that a greedy decision is optimal when the variance
of the posterior distribution is sufficiently small (Theorem 2.2). These two results together
imply that eventually the optimal policy coincides with the greedy policy, and both settle on
the best arm (Theorem 2.3). As mentioned previously, the latter result relies on the assumed
correlation structure among the arms and is in contrast to the Incomplete Learning Theorem
for the classical multiarmed bandit setting. We conclude Section 2 by examining the case
where some of the coefficients u, are allowed to be zero. We argue that the corresponding

" and prove that when retirement options are

arms can be interpreted as “retirement options,’
present, the optimal and greedy policies may never coincide, and that learning is generally
incomplete.

In Section 3, we analyze a similar greedy policy in the finite horizon setting, under the
expected reward, or equivalently, cumulative Bayes risk criterion. We focus first on measuring
the regret of the greedy policy. We show in Theorem 3.1 that the cumulative regret over T'
periods admits an O(\/T) upper bound and that this bound is tight. Although this leads
to an immediate O(\/T ) upper bound on the cumulative Bayes risk, we show that we can
achieve an even smaller, O(logT'), cumulative Bayes risk bound, under mild conditions on

the prior distribution of Z (Theorem 3.2). The O(logT) risk bound is smaller than the

known Q(log®T') lower bound of Lai (1987), and we explain why our framework represents an
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exception to the assumptions required in Lai (1987). Theorem 3.2 also shows that Bayes risk
scales independently of the number of arms m. This result suggests that when the number of
arms is large, we would expect significant benefits from exploiting the correlation structure

among arms. Numerical experiments in Section 4 support this finding.

2. Infinite Horizon With Discounted Rewards

In this section, we consider the problem of maximizing the total expected discounted reward.
For any policy ¥, the expected total discounted reward is defined as E [>,°, 3°X" |, where
0 < 8 <1 denotes the discount factor and J; denotes the arm chosen in period ¢ under the

policy . We make the following assumption on the random variables Z and E}.

ASSUMPTION 2.1.

(a) The random variable Z is continuous, and E [Z?] < co. Furthermore, for every ¢ and
¢, we have E[E}] =0 and 77 := E[(E})*] < o0.
(b) We have u, # 0, for every /.

(c) If k¢, then uy # uy.

Assumption 2.1(a) places mild moment conditions on the underlying random variables, while
Assumption 2.1(b) ensures that the reward of each arm is influenced by the underlying random
variable Z. In Section 2.3, we will explore the consequence of relaxing this assumption and
allow some of the coefficients u, to be zero. Finally, Assumption 2.1(c) is only introduced
for simplicity and results in no loss of generality. Indeed, if the coefficient u, is the same for
several arms, we should only consider playing one with the largest value of 7y, and the others
can be eliminated.

In the next section, we show that “complete learning” is possible, under Assumption 2.1.
In Theorem 2.1, we show that the posterior mean of Z converges to its true value, under any
policy. This result then motivates us to consider in Section 2.2 a greedy policy that makes
a myopic decision based only on the current posterior mean of Z. We establish a sufficient
condition for the optimality of the greedy policy (Theorem 2.2), and show that both the
greedy and optimal policies eventually settle on the best arm, with probability one (Theorem
2.3). In contrast, when we allow some of the coefficients u, to be zero, it is possible for the
greedy and optimal policies to disagree forever, with positive probability (Theorem 2.5 in

Section 2.3).



2.1. Complete Learning

Let us fix an arbitrary policy ¥, and for every t, let F; be the o-field generated by the history
H,, under that policy. Let Y; be the posterior mean of Z, that is,

Y, =E[Z | FR],
and let V; be the conditional variance, that is,
Vi=E[(Z-Y)"|R]=Var(Z| 7).

The following result states that, under Assumption 2.1, we have complete learning, for every

policy V.

THEOREM 2.1 (COMPLETE LEARNING). Under Assumption 2.1, for every policy ¥, Y; con-

verges to Z and V; converges to zero, almost surely.

Proof: Let us fix a policy V¥, and let Ji,Js,... be the sequence of arms chosen under ¥. The
sequence {Y;} is a martingale with respect to the filtration {F;:¢ > 0}. Furthermore, since
E[Z?] < o0, it is a square integrable martingale. It follows that Y; converges to a random
variable Y, almost surely, as well as in the mean-square sense. Furthermore, Y is equal to
E[Z | Fx|, where F is the smallest o-field containing F; for all ¢ (Durrett 1996).

We wish to show that Y = Z. For this, it suffices to show that Z is F,-measurable. To this

effect, we define
t

t

o 1L Xp 1 £
Y, =- —r T =74+- .

Then,
to2 2 /.2
- 1
Var(V, — 7) = — VgT < max (77 /up)
= ug t

It follows that Y, converges to Z in the mean square. Since Y, belongs to F,, for every t, it
follows that its limit, Z, also belongs to F.,. This completes the proof of convergence of Y;
to Z.

Concerning the conditional variance, the definition of V; implies that V, =
E[(Z- Y)? | Fi| =E[Z?| F] — Y2, so that V; is a nonnegative supermartingale. Therefore,
V; converges almost surely (and thus, in probability) to some random variable V. Since
lim; . E[V;] =0, V; also converges to zero in probability. Therefore, V' =0 with probability

one. |
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In our problem, the rewards of the arms are correlated through a single random variable
Z to be learned, and thus, we intuitively have only a “single” arm. Because uncertainty is
univariate, we have complete learning under any policy, in contrast to the Incomplete Learning
Theorem for the classical multiarmed bandit problems. As a consequence of Theorem 2.1, we
will show in Section 2.2 (Theorem 2.3) that an optimal policy will settle on the best arm with

probability one.

2.2. A Greedy Policy

From Theorem 2.1, the posterior mean of Z, under any policy, converges to the true value
of Z almost surely. This suggests that a simple greedy policy — one whose decision at each
period is based solely on the posterior mean — might perform well. A greedy policy is a policy

whose sequence of decisions (JIG LIS ) is defined by: for each t > 1,
J¢ = arg max {ng +uyE [Z | ]-"tcil] } ,

where {FtG it > 1} denotes the corresponding filtration; for concreteness, we assume that ties
are broken in favor of arms with lower index. Note that the decision J is a myopic one, based
only on the conditional mean of Z given the past observations up until the end of period ¢ —1.

Intuitively, the quality of the greedy decision will depend on the variability of Z relative
to the difference between the expected reward of the best and second best arms. To make
this concept precise, we introduce the following definition. For any p, let A(u) denote that
difference between the reward of the best and the second best arms, that is,

A(p) = max {n+ puet— P T {ne + pue}

where 7% (pu) = argmax,_; . {n,+ pu,}. Figure 1 shows an example of the function A(:) in
a setting with 4 arms. Note that A(-) is a continuous and nonnegative function. As seen from
Figure 1, A(u) may be zero for some u. However, given our assumption that the coefficients
uy are distinct, one can verify that A(u) has at most m — 1 zeros.

The next theorem shows that, under any policy, if the posterior standard deviation is small
relative to the mean difference between the best and second best arms, then it is optimal
to use a greedy policy. This result provides a sufficient condition for optimality of greedy

decisions.
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Figure 1  An example of A(+) with 4 arms.

THEOREM 2.2 (OPTIMALITY OF GREEDY DECISIONS). Under Assumption 2.1, there exists

a constant 0 that depends only on 3 and the coefficients u,, with the following property. If

we follow a policy ¥ until some time ¢ — 1, and if
NGRS

JVar[Z | 7]

then it is optimal to apply the greedy policy in period ¢. (Here, F,_; is the o-field generated
by the history H; ;.)

> 0,

Proof: Let us fix a policy ¥ and some t > 1, and define u;,_y = E[Z | F;_1], which is the
posterior mean of Z given the observations until the end of period t — 1. Let J* and R* denote

the greedy decision and the corresponding reward in period ¢, that is,
J'=arg max {n+wk[Z]Fi]}=arg max {n+ugu-1} and R =np+uspr.

We will first establish a lower bound on the total expected discounted reward (from time ¢
onward) associated with a policy that uses a greedy decision in period ¢ and thereafter. For
each s >t—1,let ME =E [Z | FC ] denote the conditional mean of Z under this policy, where
FY is the o-field generated by the history of the process when policy ¥ is followed for up

to time ¢t — 1, and the greedy policy is followed thereafter, so that F¢, = F,_;. Under this

policy, the expected reward at each time s >t is

E nax {m%—uzMsG_l} ‘ .7-}_1] >  max E 7’]g+’LLgMSG_1 ‘ .7-}_1}
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= max {n+wk[Z | Fia]} =R,

where we first used Jensen’s inequality, and then the fact that the sequence MY, s >t —1,
forms a martingale. Thus, the present value at time t of the expected discounted reward under
a strategy that uses a greedy decision in period t and thereafter is at least R*/(1— ).

Now, consider any policy that differs from the greedy policy at time ¢, and plays some arm
k# J*. Let R, =m +urE[Z | Fio1] = mk + uppre—1 denote the immediate expected reward in
period t. The future rewards under this policy are upper bounded by the expected reward

under the best arm. Thus, under this policy, the expected total discounted reward from ¢

onward is upper bounded by

R;ﬁ—iE [ max {ng—l—u@Z} Fi 11

1-08 |t=1,.,
Rk+%E[m?i< {ne-f—ueut 1+;e(Z M1 } ’ft 1]
< Rk—{——ﬂémax {ne+ wepte— 1}+—5E [ HllaXm{W (Z = pe—1 )} ‘ ftl}
- Rk+%R*+%E { max {ue(Z — pie-1 )} ‘ ft—l} -

Note that

..........

E Jmax {we (Z — p—1 )]—'t 1} < Jmax || E[]Z—ut,ﬂ ‘ft,l]

.....

Thus, under this policy the present value at time ¢ of the total discounted reward is upper
bounded by

Ry, + 1fﬁR* 1€ﬂ (Frrllaxm\ug\) \/Var (Z ‘ .7:,5,1)

.....

Recall that the total discounted reward under the greedy policy is at least R*/(1 — [3).

Moreover, for any arm k # J*,

R*
(1-p0) R*—l—-lﬁﬁ_R* (M + wppee—1) + A (pe— 1)—|—%R* Ry + A (py— 1)+1fﬂR*

where the inequality follows from the definition of A(-). Thus, comparing the expected dis-

counted rewards of the two policies, we see that a greedy policy is better than any policy that

takes a non-greedy action if

A(p—y) > % (émax |ue\) \/Var Z | Fia)
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which is the desired result. [ ]
As a consequence of Theorem 2.2, we can show that the greedy and optimal policies both

settle on the best arm with probability one.

THEOREM 2.3 (AGREEMENT BETWEEN GREEDY AND OPTIMAL POLICES). Under Assump-
tion 2.1, an optimal policy eventually agrees with the greedy policy, and both settle on the

best arm with probability one.

Proof: Let J* denote the best arm for each Z, that is, J* = argmax, {n, +u,Z}. Since Z is a
continuous random variable and A(-) =0 at finitely many points, we can assume that J* is
unique.

For the greedy policy, since E [Z ] ftG] converges to Z almost surely by Theorem 2.1, it
follows that the greedy policy will eventually settle on the arm J* with probability one.

Consider an optimal policy II*. Let M} =E[Z | F}], where F; denotes the filtration under
IT*. By Theorem 2.1, M; converges to Z almost surely, and thus, A(M;) converges to a
positive number, almost surely. Also, Var (Z | F;") converges to zero by Theorem 2.1. Thus,
the condition in Theorem 2.2 is eventually satisfied, and thus IT* eventually agrees with the

greedy policy, with probability one. [ ]

2.3. Relaxing Assumption 2.1(b) Can Lead to Incomplete Learning

In this section, we explore the consequences of relaxing Assumption 2.1(b), and allow the
coefficients uy to be zero, for some arms. We will show that, in contrast to Theorem 2.3, there
is a positive probability that the greedy and optimal policies disagree forever. To demonstrate
this phenomenon, we will restrict our attention to a setting where the underlying random
variables Z and E} are normally distributed.

When Z and all E} are normal, the posterior distribution of Z remains normal. We can
thus formulate the problem as a Markov Decision Process (MDP) whose state is characterized
by (u,0) € R x Ry, where p and 6 denote the posterior mean and the inverse of the posterior
variance, respectively. The action space is the set of arms. When we choose an arm ¢ at state
(1, 0), the expected reward is given by 7 ((u,0) ,€) = n¢+ueu. Moreover, the updated posterior
mean 4’ ((p,0),¢) and the inverse of the posterior variance 6'((u,0),¥) are given by

’ 0 ui /vy Xi—ne
0((1,0),0)=0+2% and 1/((1n,0),0) = 4t ( £ )
((1,0) ) il w((p,0),0) YLyl

where X} denotes the observed reward in period t. We note that these update formulas can

also be applied when u, =0, yielding u/'((1,0),¢) = p and ¢'((u,0),£) = 6. The reward function
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r((,-),-) in our MDP is unbounded because the state space is unbounded. However, as shown
in the following lemma, there exists an optimal policy that is stationary. The proof of this

result appears in Appendix A.

LEMMA 2.4 (EXISTENCE OF STATIONARY OPTIMAL PoOLICIES). When the random vari-
ables Z and E! are normally distributed, then a deterministic stationary Markov policy is
optimal; that is, there exists an optimal policy 7* : R x Ry — {1,...,m} that selects a deter-

ministic arm 7*(u, 0) for each state (p,0).

It follows from the above lemma that we can restrict our attention to stationary policies. If
up = 0 for some ¢, then there is a single such ¢, by Assumption 2.1(c), and we can assume that
it is arm £ = 1. Since we restrict our attention to stationary policies, when arm 1 is played,
the information state remains the same, and the policy will keep playing arm 1 forever, for
an expected discounted reward of 7, /(1 — ). Thus, arm 1, with u; =0, can be viewed as a
“retirement option.”

Note that in this setting a greedy policy 7% :R x R, — {1,...,m} is defined as follows: for
every (u,0) e Rx Ry,

7 (. 0) = arg max {n; + uep},
with ties broken arbitrarily. We have the following result.

THEOREM 2.5 (INCOMPLETE LEARNING). If the random variables Z and E} are normally
distributed, and if 7 > maxg.,,20{n; + wep} for some p € R, then the optimal and greedy
policies disagree forever with positive probability. Furthermore, under either the optimal or
the greedy policy, there is positive probability of retiring even though arm 1 is not the best

arm.

Proof: Under the assumption 7, > maxy.,,20{n + uep} for some p € R, there is an open
interval I = (a,b) with a < b such that whenever u € I, the greedy policy must retire, that
is, 7%(u,0) =1 for all p € I and 6 € R,. Outside the closure of I, the greedy policy does
not retire. Outside the closure of I, an optimal policy does not retire either because higher
expected rewards are obtained by first pulling arm ¢ with 1, + uep > 1,. Without loss of
generality, let us assume that u, > 0 for some ¢. A similar argument applies if we assume
uy < 0 for some /.

Fix some € € (0,b—a), and let A, = (b—¢€,b) be an open interval at the right end of I. There
exists a combination of sufficiently small ¢, and 6, (thus, large variance) such that when we

consider the set of states (u,0) € A, x (0,6p), the expected long-run benefit of continuing
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exceeds the gain from retiring, as can be shown with a simple calculation. The set of states
A, % (0,6p) will be reached with positive probability. When this happens, the greedy policy
will retire. On the other hand, the optimal policy will choose to explore rather than retire.

Let M, denote the posterior mean in period ¢t under the optimal policy. We claim that
once an optimal policy chooses to explore (that is, play an arm other than arm 1), there is
a positive probability that all posterior means in future periods will exceed b, in which case
the optimal policy never retires. To establish the claim, assume that M,;, > b for some {,.
Let 7 be the stopping time defined as the first time after ty that M; <b. We will show that
Pr{r =00} >0, so that M, stays outside I forever, and the optimal policy never retires.

Suppose, on the contrary, that Pr{7 < oo} =1. Since M, is a square integrable martingale,
it follows from the Optional Stopping Theorem that E[M.] = M,,, which implies that b <
M, =E[M.]=E[M,; 7 <oo] <b, where the last inequality follows from the definition of
7. This is a contradiction, which establishes that Pr{r =00} > 0, and therefore the greedy
policy differs from the optimal one, with positive probability.

For the last part of the theorem, we wish to show that under either the optimal or the
greedy policy, there is positive probability of retiring even though arm 1 is not the best arm.
To establish this result, consider the interval I’ = (a + @, a—+ @) C I, representing the
middle third of the interval I. There exists ¢ sufficient large (thus, small variance) such that
when we consider the states (u,0) € I' x [0/,00), the expected future gain from exploration
is outweighed by the decrease in immediate rewards. These states are reached with positive
probability, and at such states, the optimal policy will retire. The greedy policy also retires
at such states because I’ C I. At the time of retirement, however, there is positive probability
that arm 1 is not the best one. |

We note that when n; < maxg.,,20{n + ueu} for all g € R, one can verify that, as long as
ties are never broken in favor of retirement, neither the greedy or the optimal policy will ever

retire, so we can ignore the retirement option.

3. Finite Horizon With Total Undiscounted Rewards

We now consider a finite horizon version of the problem, under the expected total reward
criterion, and focus on identifying a policy with small cumulative Bayes risk. As in Section
2, a simple greedy policy performs well in this setting. Before we proceed to the statement
of the policy and its analysis, we introduce the following assumption on the coefficients u,

associated with the arms and on the error random variables E}.
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ASSUMPTION 3.1.

(a) There exist positive constants b and A such that for every ¢ and x > 0,
Pr(|E§\ > ac) < he
(b) There exist positive constants v and @ such that for every ¢,

u<|ul <w.

We view b, A, u and u as absolute constants, which are the same for all instances of the problem
under consideration. OQur subsequent bounds will depend on these constants, although this
dependence will not be made explicit. The first part of Assumption 3.1 simply states that the
tails of the random variables |E}| decay exponentially. It is equivalent to an assumption that
all |Ef| are stochastically dominated by a shifted exponential random variable.

The second part of the Assumption 3.1 requires, in particular, the coefficients u, to be
nonzero. It is imposed because if some u, is zero, then, the situation is similar to the one
encountered in Section 2.3: a greedy policy may settle on a non-optimal arm, with positive
probability, resulting in a cumulative regret that grows linearly with time. More sophisticated
policies, with active experimentation, are needed in order to guarantee sublinear growth of
the cumulative regret, but this topic lies outside the scope of this paper.

We will study the following variant of a greedy policy. It makes use of suboptimal (in the
mean squared error sense) but simple estimators Y; of Z, whose tail behavior is amenable to
analysis. Indeed, it is not clear how to establish favorable regret bounds if we were to define

Y, as the posterior mean of Z.

GREEDY PoLicy FOR FINITE HORIZON TOTAL UNDISCOUNTED REWARDS

Initialization: Set Yy = 0, representing our initial estimate of the value of Z.
Description: For periods t=1,2,...
1. Sample arm J;, where J; =argmax;—y__, {ne + Yi—1u,}, with ties broken arbitrarily.
2. Let X denote the observed reward from arm J;.
3. Update the estimate Y; by letting
t

1 X5 —n
Y, =- —_—

s

Output: A sequence of arms played in each period {J;:t=1,2,...}.
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The two main results of this section are stated in the following theorems. The first provides
an upper bound on the regret Regret (z,7, GREEDY) under the GREEDY policy. The proof is

given in Section 3.2.

THEOREM 3.1. Under Assumption 3.1, there exist positive constants ¢; and ¢y that depend

only on the parameters b, A\, u, and u, such that for every 2z € R and T'> 1,
Regret (z,T, GREEDY) < ¢; 2| + VT .

Furthermore, the above bound is tight in the sense that there exists a problem instance
involving two arms and a positive constant c3 such that, for every policy ¥ and T > 2, there
exists z € R with

Regret (z,T, %) > ¢sVT .

On the other hand, for every problem instance that satisfies Assumption 3.1, and
every z € R, the infinite horizon regret under the GREEDY policy is bounded; that is,

limy_, o Regret (2,7, GREEDY) < 00.

Let us comment on the relation and differences between the various claims in the statement
of Theorem 3.1. The first claim gives an upper bound on the regret that holds for all z and
T. The third claim states that for any fixed z, the cumulative regret is finite, but the finite
asymptotic value of the regret can still depend on z. By choosing unfavorably the possible
values of z (e.g., by letting z = 1/v/T or z = —1/+/T, as in the proof in Section 3.2), the regret
can be made to grow as v/t for t < T, before it stabilizes to a finite asymptotic value, and
this is the content of the second claim. We therefore see that the three claims characterize
the cumulative regret in our problem under different regimes.

It is interesting to quantify the difference between the regret achieved by our greedy policy,
which exploits the problem structure, and the regret under a classical bandit algorithm that
assumes independent arms (see Foster and Vohra 1999, and Auer et al. 2002b, for notions of
relative or “external” regret). Theorem 3.1 shows that the cumulative regret of the greedy
policy, for fixed z, is bounded. Lai and Robbins (1985) establish a lower bound on the cumu-
lative regret of any policy that assumes independent arms, showing that the regret grows
as Q(logT'). Thus, accounting for the problem structure in our setting results in a (logT)
benefit. Similarly, the regret of our greedy policy scales independently of m, while typical
independent-arm policies, such as UCB1 (Auer et al. 2002a) or that of Lai (1987), sample each
arm once. The difference in cumulative regret between the two policies thus grows linearly

with m.
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From the regret bound of Theorem 3.1, and by taking expectation with respect to Z,
we obtain an easy upper bound on the cumulative Bayes risk, namely, Risk(7, GREEDY) =
O(\/T ). Furthermore, the tightness results suggest that this bound may be the best possible.
Surprisingly, as established by the next theorem, if Z is continuous and its prior distribution
has a bounded density function, the resulting cumulative Bayes risk only grows at the rate

of O (logT'), independent of the number of arms. The proof is given in Section 3.3.

THEOREM 3.2. Under Assumption 3.1, if Z is a continuous random variable whose density
function is bounded above by A, then there exist positive constants d; and ds that depend

only on A and the parameters b, A, u, and w, such that for every T'> 1,
Risk (7', GREEDY) < d,E[|Z|] + d2InT .

Furthermore, this bound is tight in the sense that there exists a problem instance with two

arms and a positive constant d3 such that for every T'> 2, and every policy ¥,
Risk (T, V) > d3InT .

The above risk bound is smaller than the lower bound of €2 (log2 T ) established by Lai
(1987). To understand why this is not a contradiction, let X, denote the mean reward associ-
ated with arm ¢, that is, X, =n, +u,Z, for all £. Then, for any i # ¢, X; and X, are perfectly
correlated, and the conditional distribution Pr{X, € - | X; = z;} of X, given X; = z; is degen-
erate, with all of its mass at a single point. In contrast, the (2 (log2 T) lower bound of Lai
(1987) assumes that the cumulative distribution function of X, conditioned on X;, has a
continuous and bounded derivative over an open interval, which is not the case in our model.

We finally note that our formulation and most of the analysis easily extends to a setting

involving an infinite number of arms, as will be discussed in Section 3.4.

3.1. Discussion of Assumption 3.1(a) and Implications on the Estimator

In this section, we reinterpret Assumption 3.1(a), and record its consequences on the tails of
the estimators Y;. Let xy > 0 be such that b < e**°. Then, Assumption 3.1(a) can be rewritten
in the form

Pr(|EE\ zx) gmin{l,e_/\(x_m)}, Vi, ¥Vax>0.

Let U be an exponentially distributed random variable, with parameter A\, so that

Pr(U + x> 2) =min{1,e 70}
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Thus,
Pr(|E}| > z) <Pr(U+zo > x),

which implies that each random variable E} is stochastically dominated by the shifted expo-
nential random variable U + z; see Shaked and Shanthikumar (2007) for the definition and
properties of stochastic dominance.

We use the above observations to derive an upper bound on the moment generating function
of E}, and then a lower bound on the corresponding large deviations rate function, ultimately

resulting in tail bounds for the estimators Y;. The proof is given in Appendix B.

THEOREM 3.3. Under Assumption 3.1, there exist positive constants f; and f; depending

only on the parameters b, \, u, and w, such that for every t > 1, a >0, and z € R,

max {Pr(Y,—z>a|Z=2),Pr(Yi—z2< —a|Z=2)} <e Mo 4 ¢ Nite,

=<h efns] o<t

E[(vi—2)? -

E[lvi—2 | 2

3.2. Regret Bounds: Proof of Theorem 3.1

In this section, we will establish an upper bound on the regret, conditioned on any particular
value z of Z, and the tightness of our regret bound. Consider a typical time period. Let z be
the true value of the parameter, and let y be an estimate of z. The best arm j* is such that
N+ + Uj+2 = MaXe=1,_m N + uez Given the estimate y, a greedy policy selects an arm j such
that n; + w;y = max,—1 M + wey. In particular, n; +u;y > 7+ + u;-y, which implies that
nj» —n; < —(u; —u;)y. Therefore, the instantaneous regret, due to choosing arm j instead of

the best arm j*, which we denote by r(z,y), can be bounded as follows:
r(z,y) = nj Tz —n;—uiz < —(ujr —wy)y+ugez—uiz = (e —ug)(z2—y) < 2ulz—yl, (2)

where the last inequality follows from Assumption 3.1.

At the end of period ¢, we have an estimate Y; of Z. Then, the instantaneous regret in
period t+ 1 is given by
E[r(2,Y)) | Z=2] < 2uE[lz-Y,| | Z=2] < %
for some constant ¢4, where the last inequality follows from Theorem 3.3. It follows that the
cumulative regret until time 7" is bounded above by

T T
Regret(z, T, GREEDY) ZE 2, Y1) | Z=2] <2ul|z|+ ¢4 27
-1

t=1
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S 2E|Z’ + 264ﬁ,

where the last inequality follows from the fact ZtT:_ll 1/t <2v/T. We also used the fact that
the instantaneous regret incurred in period 1 is bounded above by 2w|z|, because Yy = 0. This
proves the upper bound on the regret given in Theorem 3.1.

To establish the first tightness result, we consider a problem instance with two arms, and
parameters (n;,u1) = (0,1) and (12, us) = (0, —1), as illustrated in Figure 2. For this problem
instance, we assume that the random variables E} have a standard normal distribution. Fix

a policy ¥ and T'> 2. Let z, = 1/+/T. By our construction,

max {Regret(zo, T, ¥), Regret(—zo, T, ¥)}
T T

— onmax{ZPr{Jt:2 | Z=2},) Pr{J=1] Z:—zo}}

t=1 t=1

ZZZOZ%<Pr{Jt:2‘Z:zo}+Pr{Jt:1|Z:—zo}), (3)

where the inequality follows from the fact that the maximum of two numbers is lower bound
by their average. We recognize the right-hand side in Eq. (3) as the Bayesian risk in a finite
horizon Bayesian variant of our problem, where Z is equally likely to be zy or —zy. This can
be formulated as a (partially observable) dynamic programming problem whose information
state is Y; (because Y; is a sufficient statistic, given past observations). Since we assume
that the random variables E} have a standard normal distribution, the distribution of Y,
given either value of Z, is always normal, with mean Z and variance 1/t, independent of the
sequence of actions taken. Thus, we are dealing with a problem in which actions do not affect
the distribution of future information states; under these circumstances, a greedy policy that
myopically maximizes the expected instantaneous reward at each step is optimal. Hence, it
suffices to prove a lower bound for the right-hand side of Eq. (3) under the greedy policy.
Indeed, under the greedy policy, and using the symmetry of the problem, we have

2z0 (Pr{Jtzz\Z:z0}+Pr{Jt:1|Z:—zo})

T 9 T
Z {Jt=2|Z=Zo}=ﬁtzlf’r(Yt<O’Z:zo).

a\w ««

Since zy = 1/v/T, we have, for t <T,

Pr(Y; <0 | Z:zo):Pr(zo+W/\/Z<0)=Pr(W<—\/—\/;) >Pr(lW<—-1)>0.15,
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+u,z .
AR ntuz

I

max {,+u,z, n,tuyz}

z

Figure 2  The two-arm instance, with (n1,u1) = (0,1) and (n2,u2) = (0,—1), used to prove the tightness result in
Theorem 3.1.

where W is a standard normal random variable. It follows that Regret(zo,7, GREEDY) >
0.3v/T. This implies that for any policy ¥, there exists a value of Z (either zy or —z), for
which Regret(z,T,¥) > 0.3v/T.

We finally prove the last statement in Theorem 3.1. Fix some z € R, and let j* be an
optimal arm. There is a minimum distance d > 0 such that the greedy policy will pick an
inferior arm j # j* in period ¢+ 1 only when our estimate Y; differs from z by at least d (that
is, |z — Y;| > d). By Theorem 3.3, the expected number of times that we play an inferior arm

J is bounded above by
Y Pr{lz-Yi|>d|Z=2} <2) (e M 4eh) <00
t=1 P

Thus, the expected number of times that we select suboptimal arms is finite.

3.3. Bayes Risk Bounds: Proof of Theorem 3.2

We assume that the random variable Z is continuous, with a probability density function
pz(+), which is bounded above by A. Let us first introduce some notation. We define a reward
function ¢g: R — R, as follows: for every z € R, we let

9(z) =, laxm{nwrwz}-

Note that g(-) is convex. Let g7(z) and g~ (z) be the right-derivative and left-derivative of
g(-) at z, respectively. These directional derivatives exist at every z, and by Assumption 3.1,
max {|g*(2)|,|g”(2)|} <7 for all z. Both left and right derivatives are nondecreasing with

g (=00) =g (=00) = lim ¢*(z) = lim g (z)=minu,

Z——00 Z——00
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and
g"(00) =g~ (00) = lim g7 (2) = lim g~ (2) = maxuy,

Define a measure p on R as follows: for any b € R, let

p((—00,b]) =g*(b) — g* (—00). (4)

It is easy to check that if a <b, p([a,b]) = gT(b) — g~ (a). Note that this measure is finite with
p(R) < 2.

Consider a typical time period. Let z be the true value of the parameter, and let y be an
estimate of z. The greedy policy chooses the arm j such that g(y) =n; + u;y, while the true
best arm j* is such that g(z) =n;« +u;-z. We know from Equation (2) that the instantaneous

regret r(z,y), due to choosing arm j instead of the best arm j*, is bounded above by
r(2,y) < (ujr —u)(z=y) < (97 (VYY) =g~ (2 AY) |2 =yl =p([z Ay 2 Vy]) |z =yl

where the second inequality follows from the fact that ¢~ (y) <u; < g% (y) and ¢~ (2) <wj- <
g7 (2). The final equality follows from the definition of the measure p in Equation (4).

Consider an arbitrary time ¢t 4+ 1 at which we make a decision based on the estimate Y;
computed at the end of period ¢. It follows from the above bound on the instantaneous regret
that the instantaneous Bayes risk at time £+ 1 is bounded above by

E[(9"(ZVY:)—g (Yin2))-|Z -Y|| = E[(¢7(Z) — g~ (Y))(Z = Y)) Ly <7]
+E[(¢"(Y)) — 97 (2))(Yy = Z)122v,].

We will derive a bound just on the term E[(¢7(Y:) — ¢ (Z))(Y: — Z)12<v;]. The same bound
is obtained for the other term, through an identical argument. Since p([a,b]) =gt (b) — g~ (a)

whenever a < b, we have
Ellg" ()~ g ()Y~ 2] =E[ [ (i~ D)lzer,dpla)]
A SIR0
=E /]1Z<q]1Yt>q(Yt — Z)z<y, dP(Q)}
= /11Z<q]1yt>q(Yt —~7) dP(Q)}

= /E[]lzsﬂlmzq(yt —Z)]dp(q).

The interchange of the integration and the expectation is justified by Fubini’s Theorem,
because 1;<,1y,>,(Y; —Z) > 0. We will show that for any ¢ € R,

d
E[1z< ly;>(Y: — 2)] < 747
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for some constant d4 that depends only on the parameters u, u, b, and A of Assumption 3.1.
Since [ dp(q) = p(R) < 27, it follows that the instantaneous Bayes risk incurred in period ¢+ 1
is at most 2ud,/t. Then, the cumulative Bayes risk is bounded above by

T-1

1
Risk(T, GREEDY) < 20E [|Z|] + 2td,; Y - < 2uE[|Z]] + 4ud;In T,
t=1

where the last inequality follows from the fact that 33, ;' 1/t <2InT.

Thus, it remains to establish an upper bound on E[lz<,ly,>4(Y; — Z)]. Without loss of
generality (only to simplify notation and make the argument a little more readable), let us
consider the case ¢ = 0. Using Theorem 3.3 and the fact that, for v > 0, (v + |Z|)* > v+ |Z|?

in the inequality below, we have

E[1z<0lyi>0(Y; — 2)] = E[lz<0lyi>0Y:] + E[1z<0ly,20/ Z]]
— E[1720E [Iyiz0Y;| ZH VE []IZSO\Z]E[IHZO | ZH

=E ]IZSO PI‘(Y; >v | Z) dv} +E|:]IZ§0’Z|PI'<Y; ZO | Z)]

0~ -
S E ]IZSO/ e_fl(U—HZ')t dv] —+ E []IZSO/ e—fl(UQ-HZP)t d’l)}
i 0

0
+E |:]12§0|Z|6_f1‘z‘t} + E|:]1Z§0|Z|€_f1Z2t:| .

We will now bound each one of the four terms, denoted by C4,...,C4, in the right-hand side
of the above inequality. We have

(o ¢] [o.¢] 1
Ci=E [1Z<Oe’f1|z‘t} / e Nt gy < / e Nt gy = —.
B 0 0 fit

Furthermore,

0 2 &0 2 0 2 & 2 Aﬂ'
C, §/ pZ(z)e_f”Z‘ tdz / e gy < A/ e T1l#l 1tdz-/ et dy = —.
—00 0 —o0 0 4f1t

For the third term, we have

o A A
C SA/ e Ntdy = <
= 2= i
Finally,
o0 A
Cy<A —h#tg, .
1= /0 “ ‘ 2fit

Since all of these bounds are proportional to 1/¢, our claim has been established, and the

upper bound in Theorem 3.2 has been proved.
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To complete the proof of Theorem 3.2, it remains to establish the tightness of our loga-
rithmic cumulative risk bound. We consider again the two-arm example of Figure 2(a), and
also assume that Z is uniformly distributed on [—2,2]. Consider an arbitrary time ¢ > 2 and
suppose that z =1/ V/t, so that arm 1 is the best one. Under our assumptions, the estimate
Y, is normal with mean z and standard deviation 1/v/¢t. Thus, Pr(Y; < 0) = Pr(z + W/v/t <
0) =Pr(W < —1)>0.15, where W is a standard normal random variable. Whenever Y; < 0,
the inferior arm 2 is chosen, resulting in an instantaneous regret of 2z = 2/+/t. Thus, the
expected instantaneous regret in period t is at least 0.30/v/¢t. A simple modification of the
above argument shows that for any z between 1/v/t and 2/+/t, the expected instantaneous
regret in period ¢ is at least ds/v/t, where d5 is a positive number (easily determined from the
normal tables). Since Pr(1/vt < Z <2/v/t) =1/(4v/t), we see that the instantaneous Bayes

risk at time ¢ is at least d5/(4t). Consequently, the cumulative Bayes risk satisfies
Risk(7, GREEDY) > dgInT,

for some new numerical constant dg.

For the particular example that we studied, it is not hard to show that the greedy policy is
actually optimal: since the choice of arm does not affect the quality of the information to be
obtained, there is no value in exploration, and therefore, the seemingly (on the basis of the
available estimate) best arm should always be chosen. It follows that that the lower bound

we have established actually applies to all policies.

3.4. The Case of Infinitely Many Arms

Our formulation generalizes to the case where we have infinitely many arms. Suppose that ¢
ranges over an infinite set, and define, as before, g(z) = sup,{n, + usz}. We assume that the
supremum is attained for every z. With this model, it is possible for the function g to be

smooth. If it is twice differentiable, the measure pu is absolutely continuous and
b
g0 -5 ()= [ o)

where ¢” is the second derivative of g. The proofs of the O(v/T) and O(InT) upper bounds
in Theorems 3.1 and 3.2 apply without change, and lead to the same upper bounds on the
cumulative regret and Bayes risk.

Recall that the lower bounds in Theorem 3.1 involve a choice of z that depends on the
time of interest. However, when infinitely many arms are present, a stronger tightness result
is possible involving a fixed value of z for which the regret is “large” for all times. The proof

is given in Appendix C.
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PROPOSITION 3.4. For every e € (0,1/2), there exists a problem instance, involving an infinite

number of arms, and a value z € R such that for all 7> 2,
Regret(z, T, GREEDY) > a(e) - T
for some function a(-).

4. Numerical Results

We have explored the theoretical behavior of the regret and risk, under our proposed greedy
policy, in Section 3. We now summarize a numerical study intended to quantify its perfor-
mance, compared with a policy that assumes independent arms. For the purposes of this
comparison, we have chosen the well-known independent-arm multiarmed bandit policy of
Lai (1987), to be referred to as “Lai87”. We note that Lai (1987) provides performance guar-
antees for a wide range of priors, including priors that allow for dependence between the
arm rewards. Lai87, however, tracks separate statistics for each arm, and thus does not take
advantage of the known values of the coefficients 7, and u,. We view Lai87 as an example of
a policy that does not account for our assumed problem structure. We also implemented and
tested a variant of the UCB1 policy of Auer et al. (2002a), modified slightly to account for the
known arm variance in our problem. We found the performance of this UCB1-based policy to
be substantially similar to Lai87. Our implementation of Lai87 is the same as the one in the
original paper. In particular, Lai87 requires a scalar function h satisfying certain technical
properties; we use the same h that was used in the original paper’s numerical results.

We consider two sets of problem instances. In the first, all of thecoefficients 7, and u, are
generated randomly and independently, according to a uniform distribution on [—1,1]. We
assume that the random variables E} are normally distributed, with mean zero and variance
v2 = 1. For m = 3,5,10, we generate 5000 such problem instances. For each instance, we
sample a value z from the standard normal distribution and compute arm rewards according
to equation (1) for 7'= 100 time periods. In addition to the greedy policy and Lai87, we also
compare with an optimistic benchmark, namely an oracle policy that knows the true value
of z and always chooses the best arm. In Figure 3, we plot for the case m =5, instantaneous

rewards X' and per-period average cumulative regret,
t

t
1 s s
? Z(Xoracle - XJ5>7
s=1

both averaged over the 5000 paths. We include average cumulative regret plots for randomly-

generated 3- and 10-arm problems in Figure 4.
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Per-period average cumulative regret for randomly generated problem instances for m = 3 and m = 10.

Differences between the policies in both plots are significant at the 95% level.

We observe that the greedy policy appears to converge faster than Lai87 in all three problem

sets, with the difference being greater for larger m. This supports the insight from Theorem

3.2, that Bayes risk under our greedy policy is independent of m.

One practical advantage of the greedy policy over Lai87 can be seen in the left-hand plot

of Figure 5, which illustrates a randomly generated 5-arm problem instance included in our

simulation. Each line in the graph represents the expected reward of an arm as a function

of the unknown random variable Z. Thus the optimal arm for a given value of z is the

maximum among these line segments. We observe that when arms are randomly generated

according to our procedure, several arms can often be eliminated from consideration a prior:
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Figure 5 Mean reward of each arm as a function of z for a randomly generated problem (left) and a dynamic pricing

problem (right).

because they will never achieve the maximum for any realization of z. The greedy policy
will never choose such arms, though Lai87 may. On the other hand, recall that the greedy
policy’s performance is expected to depend on the constants w and u in Assumption 3.1,
which measure the magnitude and relative sizes of the slopes u,. (For example, the proof of
Theorem 3.1 indicates that the constants involved in the upper bound are proportional to
u/u.) For randomly selected problems, there will be instances in which the worst-case ratio
maxy s |ug/ue| is large so that u/u is also large, resulting in less favorable performance bounds.

The second set of problem instances is inspired by the dynamic pricing problem formulated
in Section 1. We assume that the sales S} at time ¢ under the price p, are of the form
S} =2 — peb+ €, where b is normally distributed with mean p =1 and standard deviation
o =0.25. Thus, the revenue is R = 2p, — p?b+ peel, = (2py — pip) — opeZ + pee, where Z is a
standard normal random variable. We also assume that the errors €, are normally distributed
with mean zero and variance 0.1. We set m = 5, corresponding to five prices: 0.75, 0.875,
1.0, 1.125, 1.25. The expected revenue as a function of z for each of the five arms/prices is
shown in the right-hand side plot of Figure 5. We see that in this instance, in contrast to
the randomly generated instance in the left-hand side plot, every arm is the optimal arm for
some realization of z.

We simulate 5000 runs, each involving a different value z, sampled from the standard normal
distribution, and we apply each one of our three policies: greedy, Lai87, and oracle. Figure 6
gives the instantaneous rewards and per-period average cumulative regret, both averaged over
the 5000 runs. Inspection of Figure 6 suggests that the greedy policy performs even better

relative to Lai87 in the dynamic pricing example than in the randomly generated instances.
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Figure 6 Per-period average cumulative regret for the dynamic pricing problem with 5 candidate prices. Differences

between the policies are significant at the 95% level.

Our greedy policy is clearly better able to take advantage of the inherent structure in this

problem.

5. Discussion and Future Research

We conclude by highlighting our main findings. We have removed the typical assumption made
when studying multiarmed bandit problems, that the arms are statistically independent, by
considering a specific statistical structure underlying the mean rewards of the different arms.
This setting has allowed us to demonstrate our main conjecture, namely, that one can take
advantage of known correlation structure and obtain better performance than if independence
were assumed. At the same time, we have specific results on the particular problem, with
univariate uncertainty, that we have considered. Within this setting, simple greedy policies
perform well, independent of the number of arms, for both discounted and undiscounted
objectives.

We believe that our paper opens the door to development of a comprehensive set of policies
that account for correlation structures in multiarmed bandit and other learning problems.
While correlated bandit arms are plausible in a variety of practical settings, many such
settings require a more general problem setup than we have considered here. Of particular
interest are correlated bandit policies for problems with multivariate uncertainty and with

more general correlation structures.
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A. Proof of Lemma 2.4
Proof: We will show that there exists a dominating function w: R x R, — R, such that

0,¢
sup |Hlan’I“(,u,, ) )| < o0,
(woerxr,  W(,0)

and for each (u,0) e R xR,

max; |u;]|
min {|u;/v;| 1 u; #0}.

The desired result then follows immediately from Theorem 1 in Lippman (1975).

maxE[w (1 (1,0, 0),0' (1, 0,0))] < w(p,0) +

Let 7 =maxy |n,| and 4 =maxy |ug|. For each (u,0) € R x R, let

wint)=n+ (lul+ 5 ).

The first condition is clearly satisfied because for each state (u,0) € R x R, and arm /¢,

(1,0, 01 _ |l + [uel 1]
wp,b0) —  w(p,6)

To verify the second condition, note that if u, =0, then p/(p,0,¢) = p and 6'(p,0,¢) =6, with

<1

probability one and the inequality is trivially satisfied. So, suppose that u, # 0. It follows
from the definition of w(-,-) that

U U
E [w (1 (1,0, £), 0 (11,60, 0))] = 7+ GE |1 (1,0, 0)| + — e =7 + GE |1 (11, 0, )| + ———
VO (11,0, 0) VO +ui/v;

U
min {|u; /7| 1 u; # 0}
To establish the desired result, it thus suffices to show that E |u/(u,0,£)| < |p| 4+ 1/1/0.
Since X} =mn,+wZ + E}, Z ~ N (u,1/0), and E} ~ N(0,77), it follows that (X} —mny) /ue

< n+ak|p (1, 0,0)] +

2
has the same distribution as pu+ W %—f— Z—é, where W is an independent standard normal
2

random variable. It follows from the definition of u/'((p,8),¥) that

2
(W35 + % a2/ |
U Yo
ElW (p,0,0)| =E|pn+W L =E |4+ W,y — L 1 <|u|+ —,
0.0 0+ +ouE| =T
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where the second equality follows from the fact that

w o Jiy 2 /.2 2 /.2
W Ve u ug /i _ i /i
Orui/vi W) O+ui/rg) O+ 0ug/A

and the inequality follows from the facts that E|W|=/2/7 <1 and
wp/vi 1wy 1
02+ 0up/v; O\ O+up/vi T Vo

B. Proof of Theorem 3.3

Proof: Fix some ¢, and let V be a random variable with the same distribution as E}. For any
s € R, let g;(s) = E[e*V]. Note that g,(0) = 1. Because of the exponential tails assumption on V,
the function g,(s) is finite, and in fact infinitely differentiable, whenever |s| < A. Furthermore,

its first derivative ¢’ satisfies g;(0) = E[V] = 0. Finally, its second derivative satisfies

d2 S S
() = Ele ] =E[V2e ],

(This step involves an interchange of differentiation and integration, which is known to be
legitimate in this context.)

It is well known that when a random variable |V is stochastically dominated by another
random variable W, we have E[f(|V|)] < E[f(W)], for any nonnegative nondecreasing function

f. In our context, this implies that
gzl(s) :E[V2€SV} < E[V2€|s|-\V\] SE[(U—F x0)2e|s|(U+xo)].

The function on the right-hand side above is completely determined by b and xzq. It is finite,
continuous, and bounded on the interval s € [—-b/2,b/2] by some constant f, which only

depends on b and xy. It then follows that

fe
ge(s) s 1+ %

V)

|
N o
VAN
w
VAN
N S

for all 2.
We use the definition of Y; and the relation X; =1 +u;Z, to express Y; in the form

t T
£},

1
Yi=Z+ - :
tT:luJ"
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Let D, = E7_ /uy.. We will now use the standard Chernoff bound method to characterize the
tails of the distribution of the sum Y_/_, D

Let F; be the o-field generated by Z and H;, and note that J; | is F;_;-measurable. Let
also Q;(s) = E[e*Pt | F;_1]. We observe that

2
Qi(s) < max Efe SE/W]<1+2f

b b
=1 _T<s< -
. 5 + f35°, 2_3_2, (5)

where the last equality is taken as the definition of fs.

Now, note that
e5(D1++++Dt) eS(D1+-+Di 1)

{Qm o | - } T () Qi)

It then follows (for example, by takmg expectatlons and using induction) that

e s(D1+4-+Dy)
- {Ql(s)' ’ Z}

Using the bound from Eq. (5), we obtain

S

b
E[es(D1+---+Dt) ’2] < (1—|—f382)t, _5 <5<~

[\

Fix some t > 1, a >0, and z € R. We have, for any s € [-b/s,b/2],
Pr(Y,—z>a|Z=2)=Pr(Di+---+D,>ta| Z=2)
e SE[esPrttD0) | 7 — 4]

efsta(l +f382)t
—staet In(1+f352)

IA A

(&
€_Sta€f382t. (6)

IA

Suppose first that a satisfies a > bf3;. By applying inequality Eq. (6) with s =b/2, we obtain
Pr(Yt —s>a | 7 — z) < 6—(tba/2)+(tf3b2/4) < o~ (tha/2)+(tba/4) _ ,—tba/4
Suppose next that a satisfies a < bfs. By applying inequality Eq. (6) with s=a/(2f3;) <b/2,

we obtain
Pr(Y; —2>a| Z = 2) < e (204U AF) — o=ta®/dfs

Since for every positive value of a one of the above two bounds applies, we have
Pr(Yi—z>a|Z=2) S N

where f; = min{b/4,1/4f5}. The expression Pr(Y; — z > a | Z = z) can be bounded by a
symmetrical argument, and the proof of the tail bounds is complete.
The bounds on the moments of Y; follow by applying the formula E[X?] =2 [z Pr(X >
x)dr —2 f x Pr(X < z)dz, and some straightforward algebra. [ ]
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C. Proof of Proposition 3.4

Proof: We fix some € > 0. Recall that the maximum expected reward function g is defined
by ¢(z) = max,{n + usz}, where the maximization ranges over all arms in our collection.

Consider a problem with an infinite number of arms where the function g(-) is given by:

—z, if 2 <0,
gz)={ z+3=,  if0<z<1,
22— 1, ifl<z

Note that the function g is convex and continuous, and its derivative is given by:

-1, if 2 <0,
g’(z):{1+z€, if0<z<1,
2, ifl<z
In particular, u =1 and u = 2. We assume that for each a € R, the error E' associated with
arm a € R is normally distributed with mean zero and variance (¢'(a))?; then Assumption 3.1
is satisfied. We will consider the case where z =0 and show that the cumulative regret over
T periods is Q(T°°7°).

Consider our estimate Y; of z at the end of period ¢, which is normal with zero mean and
variance 1/t. In particular, v/tY; is a standard normal random variable. If ¥; < 0, then the
arm chosen in period t+ 1 is the best one, and the instantaneous regret in that period is zero.
On the other hand, if 0 <Y, <1, then the arm a chosen in period ¢+ 1 will be for which the
line 7, + u,z is the tangent of the function g(-) at Y;, given by

where the choice of the intercept is chosen so that h, 1 (Y;) = g (V). If Y; > 1, the instantaneous
regret can only be worse than if 0 <Y; < 1. This implies that the instantaneous regret incurred
in period t + 1 satisfies

EY;1+€

r(z,Y)>1(0<Y;<1){g(z) —hit1(2)} =1(0<Y; < 1) .

1 Y1+6
zn(o<n<—) it
Vt) 1+€

where the equality follows from the fact that z = 0. Therefore, the instantaneous regret

€

incurred in period ¢t + 1 is lower bounded by

1
Elr(z,Y))| Z2=2] > < El]l(0<Yt<—)~Ytl+E|Z:z]

l1+e Vit
€ 1 1+e€
= ————E|l1{0<Y,<— | (V¥ Z=
(1+¢€) #0402 [ ( ) t<ﬂ) (viv) Z}
= —— ——E[1(0<W<1)- W],

(1+e) 072
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where W is a standard normal random variable. Therefore, the cumulative regret over 7'

periods can be lower bounded as follows:

T-1
Regret(z,T, GREEDY) > Y E[r(2,Y}) | Z =7]
t=1
CEDO<W <) WHIE 1
- 1+e Zt(1+e)/2_Q(T )’

t=1

where the last inequality follows, for example, by approximating the sum by an integral.
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