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Executive Summary

Aim of the Research and Motivation

This thesis describes work conducted at the Laboratory for Manufacturing and
Productivity of the Massachusetts Institute of Technology (MIT). The research,
partially sponsored by General Motors funding, makes part of a project aimed to
analyze how production system design, quality and productivity are interrelated
in production networks. Indeed, Productivity and Quality have been extensively
studied and reported separetely both in the manufacturing systems research
literature and in the practitioner literature, but there is a lack of research in
their interrelation. The need for such work was recently described by General
Motors researchers, based upon their practical experience [Inman et al. 2003].
As the study demonstrates, manufacturers must satisfy high productivity and
high quality at the same time to maintain their competitiveness.

The purpose of the project is to develop analytical as well as numerical meth-
ods that make it possible to evaluate, compare and optimize the performance
of competing designs. In this work, the emphasis is on single machine model
representing deteriorating and/or aging effect.

Systems used in manufacturing naturally tend to wear, deteriorate or break.
Because systems used in the production of goods and delivery of services consti-
tute the vast portion of capital in most industries, maintenance of such systems
is crucial. Indeed, system deterioration is often reflected in higher production
costs, and lower product quality [Barlow et al. 1965]. Operating a system after
it has deteriorated can therefore be very expensive. Maintenance actions such as
inspections, repairs or replacements are taken to avoid operating the system in
an undesiderable state. Frequent inspections, repair or replacements, however,
may interrupt production, and increase downtime and total maintenance costs.

The purpose of this thesis is to derive analytical models for optimally deciding
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EXECUTIVE SUMMARY

when to perform preventive maintenance on a deteriorating machine, depending
on inspection results, as well as costs associated with productivity, quality, and
maintenance. We assume that the condition of the machine is not directly
observable (or is perhaps only observable at a significant cost), and must be
inferred from the results of quality inspection performed on parts produced by
the machine. As the machine ages and tools wear out, the proportion of bad
parts increases. Thus, a large enough proportion of defective parts signifies that
the machines has degraded beyond acceptable bounds and it may be time to
perform maintenance before the machine fails at a potentially greater cost.

A Partially Observable Markov Decision Process (POMDP) theoretical frame-
work is used to account for uncertainty regarding the stochastic process govern-
ing the system dynamics. At the same time, Dynamic Programming is used to
account for the presence of both immediate and longer term costs.

Methodology

Modeling a Deteriorating Machine

To achieve the goal described above, a deteriorating machine is modeled as a
Markov chain composed of states, with progressively decreasing yield. If pre-
ventive maintenance is not performed, the machine eventually fails and stops
producing parts, at which time maintenance is immediately performed on it.
In its simplest form, the Markov model for a deteriorating machine appears in
Figure 1. The operational states 1, 2, ..., N represent a discretization of the ag-
ing process. State 1 represents the machine immediately following maintenance.
After spending a random amount of time in this state, the machine moves to
state 2, and after staying there for a while, goes on to state 3. Eventually,
the machine reaches state N , which could be characterized as the state of the
machine immediately preceding a crippling failure. After some time there, the
machine fails and moves into the Maintenance state M . It spends a random
amount of time there, during which maintenance is performed, and after which
the machine returns to state 1.

The operational states 1, 2, ..., N do not necessarily correspond precisely to
physical events occurring in the machine. Rather, they are intended to represent,
at a high level of abstraction, the aging process undergone by the machine.
Thus, the value of N and the entity of the transition arcs are not given and
must be chosen judiciously, in order to best approximate the known behaviour
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EXECUTIVE SUMMARY

Figure 1: Simple Markov model of a deteriorating machine

of a particular tool subject to wear. In each operational state, the machine is
assumed to produce parts with a certain state-specific yield, i.e. fraction of good
(non-defective) parts. Once the model’s parameters have been chosen, the yields
corresponding to each operational state must be selected to best approximate
the yield curve known to characterize the particular tool (or aging component)
that is being modeled.

The model under consideration can be studied as a Partially Observable
Markov Decision Process, a generalization of Markov Decision Processes that
includes cases where the state of the process is not directly observable by the
decision-maker. As already said, the condition of a machine must be inferred
from the results of inspection on parts produced by the machine. Furthermore
we allow for the case where inspection is potentially inaccurate, i.e. good parts
can be identified as bad and vice versa.

At each time n of the optimization horizon, two decisions d ∈ {D, R} are
available to the decision-maker: d = D denotes that the machine is taken down
for quality maintenance, while d = R denotes that the machine is allowed to con-
tinue running and producing parts. Our objective is to use a POMDP framework
to select, at every point in time, the optimal action that minimizes the total ex-
pected cost over the remaining lifetime of the system. This quantity includes the
cost or benefit per unit time for operating the system in every possible state, as
well as the cost of performing maintenance on the machine.

Assessing the Costs

The issue of determining the various components of the costs for the purposes
of taking the optimal decision at any point in time, is not always an easy task.
Indeed, the costs of various situations (e.g. take the machine down or keep
the machine running) very much depend on the system state. Here, we present
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the principal components of the costs that must be considered for the decision-
maker to take the optimal decision. We are grateful to the R&D General Motors
personnel for helping us to define the following.

As discussed later in Chapter 4, the temporal dimension of the costs associ-
ated with various decisions can best be addressed by using Dynamic Program-
ming. In a Dynamic Programming formulation, actions are evaluated at any
given point in time of the optimization horizon, taking in consideration imme-
diate costs and future costs associated with choosing that particular action.

The cost of taking a machine down for quality maintenance The costs
for taking a machine down for maintenance may include the following compo-
nents:

• Shut-down cost;

• Service cost;

• Start-up cost;

• Cost of lost productivity.

Of these, the first three are fixed costs that incur each time maintenance is
performed. The last one is a recurrent cost.

The shut-down cost and start-up cost are likely to be independent of the
(true) state of the machine. They may involve, for example, raw or semi-
processed material wasted while the machine is going down and coming up.
On the other hand, service cost may be a function of the machine state. For
example, if the machine had not undergone a quality failure, and it was taken
down by mistake, the cost might only include a service call and some diagnostics.
By contrast, if the machine had undergone a quality failure and it was taken
down with cause, the cost might also include additional charges for repairing the
wore unit, and installing the new one. In either case, fixed costs are relatively
straight-forward to determine.

The cost of lost good productivity, or the benefit of averted bad productivity
are recurrent costs. They very much depend on the machine state and on the
time spent in maintenance which of course is random and for these reasons, they
are very difficult to define. In our analysis, they are not included as a direct
component of the costs for taking the machine down. Instead, their additive
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inverses appear in the cost of allowing the machine to keep running. In other
words they are evaluated as an opportunity cost. This, of course, is one of the
advantages of using Dynamic Programming.

The cost of allowing a machine to remain operational It is reasonable to
assume that allowing a machine to keep running does not entail any fixed costs.
However, since the machine remains operational and continues to produce parts,
there will be a recurring component to this cost. The expected recurring cost of
allowing the machine to continue producing parts has several components:

• Expected benefit of good productivity, i.e. good parts inspected as good;

• Expected cost of bad productivity, i.e. bad parts inspected as bad, which
must be scrapped or re-worked;

• Expected cost of false positives, i.e. mis-identifying a good part as defec-
tive, which must be scrapped or re-worked. Furthermore, an opportunity
cost for not selling a good part must be added;

• Expected cost of false negatives, i.e. mis-identifying a defective part as a
good part, which is allowed to reach the customer.

These quantities are pretty easy to determine for a machine in isolation. They
although depend very much on the machine state. We therefore define an occu-
pancy cost Ai for being in each state i = 1, 2, ..., N of the underlying Markov
process, as an expectation of the four components listed above (see Section 4.2.2
for further details).

Optimal Preventive Maintenance Policy: the Model

Model assumptions We concentrate upon a maintenance model for a single
system represented as a discrete-state, discrete-time Markov process under the
following assumptions:

1. The system can be observed in N states, where state 1 describes a new
system, states 2, 3, ..., N − 1 represent degrees of increased deterioration
caused by wear, and state N is the final state. State N is not necessar-
ily a complete failure, but may just be a malfunction that causes highly
inefficient operating conditions.
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2. The system’s holding time in state i before making a transition to state
j is geometrically distributed. It is assumed that j ≥ i, i.e. the aging
process is a one way process and state N is an absorbing state.

3. Quality repairs are not istantaneous. Time spent in maintenance cycle is
geometrically distributed with Mean Time to Repair (MTTR) 1

rQ
.

4. When the system is in state i, i = 1, 2, ..., N , a state occupancy cost Ai

per time unit is considered.

5. If a preventive maintenance cycle is performed, the system incurrs a fixed
cost K0.

6. A penalty cost K1 � K0 may incur each time the machine enters the state
of malfunction N .

7. The inspection machine is considered to be not perfectly accurate, so that
good parts might be identified as bad (probability of false posistive fp)
and viceversa (probabilty of false negative fn).

8. A pre-selected moving window made of the most recent W observations is
considered for the calculation of the posterior probability vectors.

9. A joint preventive maintenance and scheduled maintenence policy is con-
sidered. If t ≥ H time units have passed since the last quality failure was
fixed, the system is taken down regardless of what the controller has been
observing. H is a parameter known to the decision-maker.

The objective is to minimize the total expected costs by means of Dynamic Pro-
gramming (DP). At any time n = N, N−1, ..., 1 of the DP recursion, two actions
are available to the decision-maker: “taking the machine down” or “letting the
machine run”.

Building up the information vector In a POMDP problem is good to dis-
tinguish between the internal dynamics of the core process (in this case governed
by the N+1 - state Markov process) and the external dynamics, i.e. the dynamic
of the information vector.

The information vector encapsulates the current state of information or the
“prevailing conditions” about the internal state of the system which is unknown
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to the decision-maker. Our first order of business now, is to create an adequate
information vector for the Dynamic Programming recursion.

For any step n = N, N − 1, ..., 1 of the DP horizon, the information vector
will be comprised of a boolean variable zn ∈ {1, 0}, denoting whether or not the
machine is currently down for maintenance; the posterior probability vector π;
and a variable tn denoting the amount of time elapsed since the last maintenance
cycle was completed. We therefore define the information vector as:

xn =




zn

........
π(Yn, tn)

........
tn




(1)

where the variable tn conveys all the information regarding movement in the
internal process, happened prior to n − W + 1, i.e. prior to the observation
process; and Yn = {yn, yn−1, .....yn−W+1} conveys all the information upon the
most recent W time steps, i.e. the observation process. Since the machine
will be taken down for scheduled maintenance, if it has been running without
interruption during the last H time steps, then

tn ∈ {1, 2, ....,H} if n ≥ H (2)

tn ∈ {1, 2, ...., n} if n < H (3)

The posterior probability vector is, of course, dependent on the variable tn

through the prior distribution, and represents the probability that at time n,
the state of the internal process is Sn, given that Yn has been observed and
tn time steps has passed since the maintenance state was left. The posterior
probability vector can be represented therefore as

π(Yn, tn) =




Pr(Sn = 1 | Yn, tn)
Pr(Sn = 2 | Yn, tn)

...

...
P r(Sn = N | Yn, tn)




(4)

where each term can be derived, by use of Bayesian Theorem, as shown in
Equation 5
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Pr(Sn = i|Yn, tn) =
Pr(yn|Sn = i)

∑N
j=1 pjiPr(Sn−1 = j|yn−1, ...., yn−w+1, tn)

∑N
k=1 Pr(yn|Sn = k)

∑N
j=1 pjkPr(Sn−1 = j|yn−1, ...., yn−w+1, tn)

(5)

For more details, and the complete derivation of Equation 5, we send to Section
5.3.1.

Dynamic evolution of the information vector Our next step is to specify
how the information vector evolves over time. In fact, in a Dynamic Program-
ming problem, each optimal decision minimizes not the immediate expected cost
but the total expected cost for the remainder of the optimization horizon. The
purpose is therefore to determine the evolution from xn to Xn+1 (capital letters
denoting a random variable and not its realization) as expressed in Equation
(6):

xn =




zn

........
π(Yn, tn)

........
tn




→ Xn+1 =




Zn+1

........
Π(Yn+1, tn+1)

........
Tn+1




(6)

As shown throughout the thesis, the windowing approach, for the first time ad-
dressed in the literature, allows to discretize the state space of the Dynamic
Programming recursion. As a consequence, the dynamic evolution of the in-
formation vector is governed by a discrete-time, discrete-state Markov process.
The evolution of the information vector, from state i at time n to state j at
time n+1, can therefore be expressed in terms of transition probabilities tij(tn).
Note that, the Markov process governing the external dynamics is not homoge-
neous, and as a matter of fact is dependent of time. Refer to Section 5.3.2, for
the detailed derivation of the transition probabilities tij(tn) and the equations
governing the evolution of the information vector.

The dynamic programming recursion As already said, our objective is to
use the POMDP structure to select maintenance actions that minimize the total
expected cost for operating the system. This cost includes the cost per time unit
for operating the system in each state as well as the cost of taking the machine
down in order to back up the machine to the initial state. Dynamic Programming
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is a recursive approach that starts at the end of the optimization horizon, and
works toward the beginning minimizing “immediate” and “future costs”. The
information vector, has the function of emboding the current “reality”. At each
time, for each possible “reality” the decision that minimizes the expected total
cost is chosen.

At each time n = N, N − 1, ..., 1 of the DP horizon, the decision-maker
can choose a decision d ∈ {D, R}, and depending on the decision, the system
can incurr a fixed immediate cost (for taking the machine down) or a recurrent
immediate cost (for letting the machine run). The finite horizon value function
C∗

n(xn) can be defined recursively as follows:

C∗
n(xn) = min

d
Cn(xn, d) = min

d

{
K0 + C

∗

n+1(xn, d) if d = D

Kn+1(xn) + C
∗

n+1(xn, d) if d = R
(7)

where K0 is the immediate fixed cost for taking the machine down; Kn+1(xn) is
the immediate expected recurrent cost for letting the machine running; C

∗

n+1(xn, d)
is the usual expected optimized cost-to-go in a dynamic programming formu-
lation. The expected optimized cost-to-go denotes the expected aggregate cost
from time n+1 to time N , assuming that the optimal decision is chosen at every
step, and is given by

C
∗

n+1(xn, d) = EXn+1|xn

[
C∗

n+1(Xn+1) | xn, d
]

(8)

The optimal decision d(xn) to take at any given time period n, has to be chosen
in order to satisfy the following

d(xn) = arg min
d

{
K0 + C

∗

n+1(xn, D), Kn+1(xn) + C
∗

n+1(xn, R)
}

(9)

We send to Sections 4.3.3 - 4.3.4 for a detailed derivation of the costs and of the
dynamic programming recursion.

Results

In this Section some numerical results are shown. The Dynamic Programming
recursion is run for a given set of parameters (see Table 1)1 and for a large enough

1Note that in Table 1, λ represents the aging factor, i.e. the mean system life. Each
transition pij from state i to state j of the Markov chain is therefore pij = Nλ.
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r 0.40

fn 0.01

fp 0.01

λ 0.05

Ko 75

Benefit of good production 100

Cost of bad production 10

Cost of false positive 10

Cost of false negative 200

Number of operational State 3

Observation window size 2

H (Scheduled Maint.) 50

Length of DP 200

Internal State Yield

1 1.00

2 0.50

3 0

Table 1: Set of parameters for the nominal model.

time horizon. It will be shown how the optimal decision rule will become a static
rule, so that it will depend only on the state vector xn and not on the time index
n.

Table 2 shows some of the results of the DP recursion, where the decisions
“let run” or “take down” corresponds respectively to the boolean values 1 or
2. The optimal decision is shown as a function of the variable t (time since
last maintenance was completed), of the DP time index n, and of course, of
the distinct sequences of observations. As already mentioned, the decision rule
becomes a static rule for decreasing values of n, so that it depends only on t, i.e.
a factor of aging, and on what we have been observing during the last W time
steps, i.e. the observed sequence. As would have been expected, towards the
end of the run, the optimal decision rule is always to allow the machine continue
to run. This is because the cost that the controller incurrs in taking the machine
down will not be ammortized by processing good parts once it will be repaired
(remind that after time period n = N the system will shut down). Note that,
for ease of notation, only the progressions in correspondence to values of t for
which there is a change of the policy are shown. So that, for t ∈ {2, 3, 4} the
policy is the same as in correspondence to t = 1; for t ∈ {6, 7, ...., 16} the policy
is the same as in correpondence to t = 5 and so on.

In Figure 2 is represented a decision diagram that synthesize the structure of
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Table 2: Results of the DP recursion. 1 represents “Run”; 2 represents “Down”.

the optimal policy. The vertical axis is time (since the system left the mainte-
nance state), and the horizontal axis is the window of observations in the form
Yn = {yn−W+1, ..., yn−1, yn}, i.e. the most recent observation is to the right. A
defective part is 0, a good part is 1. Grey means that a decision is taken to
bring the machine down. White means a decision is taken to let the machine
keep running. For small values of t, the decision is always to allow the machine
continue to run regardless of what we observe. In fact, even if two consecutive
bad parts are inspected, the machine is very likely to be in core state 1 or 2.
Observing two bad parts could have been the effect of a not accurated inspection
or just misfortune. When t gets larger, the policy becomes more conservative
and the situation in this case is overturned: observing good parts is just lucky
or it is the effect of an unreliable inspection. Note that, observing a bad part
followed by a good one implies a less conservative rule than observing a good
part followed by a bad one.

Pre-Posterior analysis In a Bayesian theoritical framework is well to distin-
guish between

• Posterior Analysis: the optimal action to choose in order to minimize the
total expected risk if a given data point is observed;

• Pre-Posterior Analysis: how much the decision-maker would be willed to
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Figure 2: Decision diagram

pay for a new data point.

Obviously, the results of pre-posterior analysis very much depends on how valu-
able is the information that a new data point will convey and how risky is to
wait for a new data point. In our case, it would be very useful to calculate
the expected total cost of operating the equipment before actually observing a
single data point. In other words, pre-posterior analysis is used to evaluate the
optimal decision rule before it is actually applied. In this way, it is possible
to evaluate the amount of information lost by neglecting old observations with
the windowing approach and find the optimal window size that minimizes the
expected average cost per cycle.

In Figure 3 is shown a progression of the average cost per cycle evaluated
by means of pre-posterior analysis, as a function of the window size. The cost
decreases for larger values of W until it gets an optimum point in W = 5 and
W = 6. Then, contrarily to what would have been expected, the cost starts to
increase. Indeed, increasing the window size has of course the advantage of tak-
ing account of more data and therefore making a decision with more confidence.
On the other hand, using a larger window size implies to carry around “ancient
history” and then to make the model less reactive to machine state changes.
Furthermore we remind that, each time the machine is taken down for mainte-
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Figure 3: Expected average cost per cycle by window size

nance a complete window must be filled in order to take a meaningful choice.
As well explained in Section 5.3.2, during all the period in which tn < W , the
decision is by default “Run”. This of course implies that, enlarging too much
the window leads to worse results. This effect is particularly emphasized (like
in this situation) for the cases in which the aging process is quite fast. In other
words, larger values of the optimal window size are in correspondence to systems
characterized by a long average life; smaller values, instead, are in correpondence
to systems characterized by a short average life.

Conclusions

Throughout the thesis, we identify important differences among types of quality
failures and we develop a Markov process model for dealing with the effects of
aging and deterioration. Indeed, this phenomenon is anything but unusual in
manufacturing processes, since systems naturally tend to wear, deteriorate or
break. Maintenance of such systems is therefore a crucial practice that could
make the success of a firm.

In this thesis, analytical models are developed to make optimal decisions as
when to perform maintenance on a machine by means of Dynamic Programming.
To achieve the goal decribed above, a deteriorating machine is modeled as a
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Markov chain composed of states, with progressively decreasing yield. It is
assumed that the condition of the machine is not directly observable by the
decision-maker, and must be inferred from the results of quality inspections
performed on parts produced by the machine it self.

The contribution of this thesis differs from past research in several ways. Past
work has based decisions upon the entire history of observations, {yn, yn−1, ..., y1}.
As n gets larger, this results in a ever finer set of distinct states of the dynamic
programming recursion, and as n → ∞ the set becomes dense. Although, many
researchers and practitioners addressed this issue, the complexity of approacch-
ing a dense state-space problem oriented their efforts in finding some structural
property under several assumptions. As a consequence, very few has been done
for dealing with machine’s models characterized by more than two states of de-
terioration. This, of course, considerably curbed the applicability of such models
to the industrial field. Here, however, we only consider a moving window that
includes the most recent W observations, i.e. {yn, yn−1, ..., yn−W+1}. For finite
W , this approach results in a finite number of states. Consequently, the dynamic
of the information vector characterizing the DP recursion, is governed itself by
a discrete-time, discrete-state Markov process. This windowing approach, not
only reduces the computational difficulties related to a dense state-space, but
also allows for the applicability of a POMDP formulation to more realistic cases,
composed by an arbitrary number of states ofdeterioration. Furthermore, Pre-
Posterior Analysis is used as an innovative practice, to evaluate the amount of
information lost by neglecting old observations with the windowing approach
and find the optimal window size that minimizes the expected average cost per
cycle.

Finally, the model here presented, considers for the possibility of taking
optimal decisions not only upon products quality but also upon time. This was
allowed by opportunely modifying the state vector of the dynamic programming
recursion and jointly using two time indexes. This kind of modeling, for the
first time addressed in the literature, allows to scan the time characterizing
the optimization horizon, and at the same time, to keep track of how long the
machine has been in operation since the last maintenance was completed. In this
way, it is possible to derive a time dependent posterior probability distribution
of the machine, and to account for the fact that the observed quality of a part
might lead to different decisions in regard to the machine’s lifetime.
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Chapter 1

Introduction

1.1 Description and Motivation

During the past three decades, numerous research papers have try to explain
the relationship between production system design and productivity, in order
to formulate ways to design factories that manufacture more products on time
with less resources. At the same time, topics in quality research have captured
the attraction of many accademics and practitioners and the recent popularity of
Statistical Quality Control (SPC) [Woodall and Montgomery 1999], Total Qual-
ity Management (TQM) [Besterfield et al. 2003], and Six Sigma [Pande 2002]
have demonstrated the importance of quality.

Productivity and Quality have been extensively studied and reported sepa-
retely both in the manufacturing systems research literature and in the practi-
tioner literature, but there is a lack of research in their interrelation.
[Kim and Gershwin 2005] proposed a method for the evaluation of the perfor-
mance of a production line considering the quality control issue. In their method,
machine can have “quality failures”. The presence of buffers is considered and
their effect on the quality information delay is investigated.
[Colledani and Tolio, 2005] investigate the impact of Statistical Process Control
(SPC) and control charts on productivity performance of multi-stage production
lines. The need for such work was also recently described by General Motors
researchers, based upon their hands-on experience [Inman et al. 2003]. As the
study demonstrates, manufacturers must satisfy, at the same time, high produc-
tivity and high quality levels to maintain their competitiveness.

In the Toyota Production System, machines are designed to detect abnor-
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malities and to stop automatically whenever a single quality defect occurs. This
practice, called jidoka, is meant to prevent the waste that would result from pro-
ducing a series of defective items and, therefore, to improve quality and increase
productivity at the same time. But jidoka is not always the optimal policy,
and several system parameters must be taken into account in determining the
best course of actions following the detection of one or more defects. This is
very much the case when defects take place due to common or random causes
of variations [Ledolter and Burril 1999]. Indeed, in this case, there is no benefit
at all in performing maintenance on a machine that has produced a bad part,
because there is no reason to believe that the subsequent items will be defects.
In this case, therefore, stopping the operation does not influence quality but it
has a notable influence on productivity. On the other hand, when quality fail-
ures are related to assignable or special causes such as a change of the machine
state, then, performing maintenance whenever a defect is detected might be a
good policy that results in increasing quality and productivity at the same time
[Kim 2005].

This thesis describes work conducted at the Laboratory for Manufacturing
and Productivity of the Massachusetts Institute of Technology (MIT). The re-
search, partially sponsored by General Motors funding, makes part of a project
aimed to analyze how production system design, quality and productivity are
interrelated in production networks. The purpose of the project is to develop
both analytical and numerical methods to evaluate, compare, and optimize the
performance of competing designs. In this work, the emphasis is on a single
machine model representing deteriorating and/or aging effect.

Systems used in manufacturing naturally tend to wear, deteriorate or break.
Since systems used in the production of goods and delivery of services constitute
the vast portion of capital in most industries, maintenance of such systems is
crucial. Indeed, system deterioration is often reflected in higher production
costs, and lower product quality [Barlow et al. 1965]. Operating a system after
it has deteriorated can therefore be very expensive. Maintenance actions such as
inspections, repairs or replacements are taken to avoid operating the system in
an undesiderable state. Frequent inspections, repair or replacements, however,
may interrupt production, and increase downtime and total maintenance costs.
The manager’s goal is to take optimal decisions upon this trade-off.

The purpose of this thesis is to derive analytical models for optimally deciding
when to perform preventive maintenance on a deteriorating machine, depending
on inspection results, as well as costs associated with productivity, quality, and

26



CHAPTER 1. INTRODUCTION

maintenance. We assume that the condition of the machine is not directly
observable (or is perhaps only observable at a significant cost), and must be
inferred from the results of quality inspection performed on parts produced by
the machine. As the machine ages and tools wear out, the proportion of bad
parts increases. Thus, a large enough proportion of defective parts signifies that
the machines has degraded beyond acceptable bounds and it may be time to
perform maintenance before the machine fails at a potentially greater cost.

A Partially Observable Markov Decision Process (POMDP) theoretical frame-
work is used to account for uncertainty regarding the stochastic process govern-
ing the system dynamics. At the same time, Dynamic programming is used to
account for the presence of both immediate and longer term costs.

1.2 Background and Literature Review

In this section a taxonomy is presented for quality failures, and a class of stochas-
tic models is described to represent a realistic subset of those failures. The focus
is on research conducted at the Laboratory for Manufacturing and Productivity
of the Massachusetts Institute of Technology, under supervision of Dr. Stanley
B. Gershwin and Dr. Irvin C. Schick.

The emphasis is entirely on [Schick, Gershwin, Kim 2005] and [Kim 2005].
More detailed explanation can be found in [Schick, Gershwin, Kim 2004].

1.2.1 Quality Related Literature

This section describes a taxonomy for potentially realistic different types of
quality failures and defect processes. In this work, a quality failure is defined as
the event of a feature not being within specifications.

It is well known how the dynamic (time) characteristcs of defects, as well
as aggregate measures such as the fraction of defective parts out of the total
production, have a pronounced effect on system performance. In this section,
different kinds of quality failures are sorted depending on the characteristics of
variation that cause the failure.

1.2.1.1 Bernoully quality failures

Quality failures that occur independently of each other, are generally referred
to in the traditional quality literature as “random” or “common” failures (see
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[Montgomery 1991]). Common cause failures are those in which the quality of
each part is independent of that of the others. The occurence of a bad part
therefore implies nothing about the quality of future parts. For example, a
pre-existing defect in an unmachined part may cause a quality failure which is
specific to that part only.

The first graph in Figure 1.1 represents Bernoulli quality failures. The hori-
zontal axis is time. Dots above the line indicate good parts; dots below the line
indicate bad parts. The occurance of each bad part is totally independent of
previous bad parts.

1.2.1.2 Persistent quality failures

Persistent quality failures are those related to an “assignable” cause of variation.
More specifically, quality failures for “assignable” causes happen when a state
change takes place in a machine, i.e. a tool breaks. In that case, once a failure
occurs, every subsequent part will be bad until the machine is repaired.

The second graph in Figure 1.1 represents persistent quality failures. At
first, the machine only produces good parts, then a state change occurs and the
machine starts to produce only bad parts. After a while, the machine is repaired
and returns to producing good parts only.

Most quantitative studies in Statistical Quality Control are dedicated to
finding efficient inspection policies (sampling interval, sample size, and others)
to detect this type of quality failure.

1.2.1.3 Multiple-yield quality failures

There may be cases where failures occur independently but at different rates,
depending on the state the machine finds itself. Specifically, the machine may
produce defective parts with a certain small probability p when it is in a good
working order; when it is in need of adjustment, however, it may produce defec-
tive parts with a certain probability q > p.

The third graph in Figure 1.1 represents multiple-yield quality failures. At
first, the machine is in a high-yield state, and produces bad parts in Bernoulli
fashion, but at a low rate. Then it switches to a low-yield state, during which
it also produces bad parts in Bernoulli fashion but at a higher rate. Ultimately,
it switches back to the high-yield state.
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Figure 1.1: Simulated examples of Bernoulli, persistent, and multiple-yield qual-
ity failures.

1.2.2 Machine’s Models Related Literature

A production system can be considered as a sequence of machines, possibly
separated by interstage buffers, and possibly followed by inspection stations.

Each machine in a production system may be operational or down. When
a machine is in an operational state it is capable of producing a part. If it
does produce a part, then it removes an unprocessed part from the buffer im-
mediately upstream, and after processing it, moves it to the buffer immediately
downstream. The part produced can be defective, but this is not known, until
the part is inspected. When the machine is in a down state, it is not capable of
producing a part.

If a part is temporarily unavailable for being processed because the buffer
immediately upstream is empty, then the machine is said to be starved. Similarly,
if a part, after it has been processed, cannot be discharged because the buffer is
temporarily full, then the machine is said to be blocked.

Interstages buffer are passive devices that accumulate parts produced by up-
stream machines when downstream machines are down, and supply downstream
machines with parts when upstream machines are down. Buffer therefore act to
partially decouple production lines, and thus increase the total production rate.
However, they accumulate in-process inventory, which may be undesiderable in
certain circumstances.
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Inspection stations test parts produced by a given set of upstream machine
to detect defects. Inspection station can be unreliable, and thus can detect good
parts as bad and vice versa.

Each machine in a production system may be modeled as a memoryless
(Markovian) subsystem. A machine may have multiple operational and down
states. These states may correspond to physical aspects of a machine, or they
may be abstractions that make it possible to model the behaviour of machines
with Markov chains.

There are many possible ways to characterize the states of a machine for the
purpose of simultaneously studying quality and quantity issues. Here, machine
are modeled as a discrete state, discrete time Markov process.

1.2.2.1 Three-state machine model

In Figure 1.2 is proposed a three-state machine model in which two states are
operational and one is down. Specifically:

• state H: the machine is operating and producing good parts with a high-
yield rate;

• state L: the machine is operating and producing bad parts with a high-
yield rate;

• state D: the machine is down.

The machine has therefore two different failure modes, i.e. transition to failure
states from state H:

• Operational failures: transition from state H to state D. The machine
stops producing parts due to failures like motor burnout.

• Quality failures: transition from state H to state L. The machine starts
producing bad parts due to a failure like sudden tool damage. There is
typically no direct transition from L back to H; to return to produce good
parts from state L, the machine needs to be taken down for maintenance.

When a machine is in state H, it can fail due to a non-quality-related event and it
can enter state D with probability pH , the reciprocal of the Mean Time to Failure
(MTTF). After an operator has fixed it, the machine goes back to state 1 with
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Figure 1.2: Three-state machine model

probability rate r corresponding to the reciprocal of the Mean Time to Repair
(MTTR). Sometimes, due to an assignable cause, the machine starts producing
bad parts, so there is a transition from state H to state L with probability rate
s. Here s, is the reciprocal of the Mean Time to Quality Failure (MTQF). When
the machine is in state L, it can be stopped because it may experience the same
kind of operational failure as it does when it is in state H; or the operator may
stop it for repair when he learns that it is producing bad parts. The dotted
lines, that go from the operational states to the down state, represent operation
following the information feedback, i.e. control arcs corresponding to commands
for taking the machine down for quality maintenance.

Having a single down state means that operational and quality repairs are
all performed at once when the machine is in state L, whether the machine got
there because of an operational failure, or because the operator took it down for
quality repair. In particular, this means that if a machine suffers an operational
failure while in state L, it will come up in the high-yield state. This situation is
not always realistic: when a fuse blows, the operator will identify the problem
and fix it, but will generally not perform a full inspection and thus will usually
not discover that the tool has aged. In other words, in this model an operational
failure will buy us a “free” quality repair as well.
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Figure 1.3: Five-state machine model

1.2.2.2 Five-state machine model

In Figure 1.3 is represented a five-state machine, in which two states are op-
erational and three states are down. As before, state H and state L describe
operational states during which the machine is producing respectively good parts
and bad parts. The difference between the three down states is that state DQ

corresponds to quality maintenance; state DH corresponds to the repair of an
operational failure occured while the machine was operating in state H; and
state DLcorresponds to the repair of an operational failure occured while the
machine was operating in state L.

Now, quality repairs are not obtained for free when operational repairs are
performed.

1.2.2.3 Seven-state machine model

Figure 1.4 represents a seven-state machine, in which two states are operational
and five are down. The need for two more down states is due to the following.
In a five-state machine’s model, if the machine is taken down for quality main-
tenance during an operational repair, the latter is cut short. This is because an
immediate transition from DH or DL to DQ is forced by the reception of the
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Figure 1.4: Seven-state machine model

control arc, artificially shortening the time spent in the operational repair states.
As in the previous cases, H denotes high-yield state, and L a low yield

state. Three of the down states are also identical to those in the five-state
machine: DQ corresponds to quality maintenance, DH corresponds to the repair
state of an operational failure occurred while the machine was in state H; and
DLcorresponds to the repair of an operational failure occured while the machine
was in state L. The two additional states D

′

H and D
′

L correspond to operational
down states after reception of the control command. Thus, if a machine is
undergoing an operational repair and receives the control order, it continues
with the operational repair until it has been completed, and only then proceeds
to quality maintenance.

In the seven-state machine model, neither operational repairs, nor quality
maintenance is obtained“for free”. Rather, operational repairs and quality main-
tenance are performed in sequence.
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1.3 Analytic Modeling of More Elaborated Fail-

ure Dynamics

We have investigated only a limited kind of failure dynamics: abrubt transitions
from high-yield states to low-yield states with a transition time that is geo-
metrically distributed (or exponentially for continuous-time models). In reality,
there are many different ways in which quality can degrade. For example, non-
exponential (geometrical) transition times can be studied using Markov process
models by adding states. Figure 1.5 is a representation of a system with very
general transition behaviour proposed by [Schick, Gershwin, Kim 2005]. There
are good production states, bad production states, and down states. By design-
ing the transition graph appropriately, a wide range of failure dynamic can be
analyzed. Furthermore, yield can degrade gradually over time.

A further generalization would be to associate one or more physical quantities
(such as hole diameter or location, or surface finish) with each of the good
and bad states of Figure 1.5. More specifically, it would be the probability
distributions of those physical quantities to be associated with the state. The
measurement of these quantities, when combined with the knowledge of the
failure dynamics, could provide a more precise and more accurate estimate of
the quality state of the machine.

The more elaborate quality failure dynamic described above, provides us with
the opportunity to do preventive maintenance. The estimation of the quality
state of the machine can be used to make an estimate of how many more oper-
ations can be performed before the quality of the parts is excessively degraded.

1.3.1 Modeling a Deteriorating Machine

The purpose of this Thesis is to make optimal decisions as when to take a ma-
chine down for maintenance. We assume that the condition of the machine is not
directly observable (or is perhaps only observable at a significant cost), and must
be inferred from the results of quality inspection performed on parts produced
by the machine. As the machine ages and tools wear out, the proportion of bad
parts increases. Thus, a large enough proportion of defective parts signifies that
the machines has degraded beyond acceptable bounds and it may be time to
perform maintenance before the machine fails at a potentially greater cost than
entailed by preventive maintenance.

To achieve the goal described above, a deteriorating machine is modeled as

34



CHAPTER 1. INTRODUCTION

Figure 1.5: Machine model with general transition structure.

a Markov chain composed of states, with progressively decreasing yield. If pre-
ventive maintenance is not performed, the machine eventually fails and stops
producing parts, at which time maintenance is immediately performed on it. In
its simplest form, the Markov model for a deteriorating machine appears in Fig-
ure 4.1. The operational states 1, 2, ..., N represent a discretization of the aging
process. State 1 represents the machine immediately following maintenance.
After spending a random amount of time in this state, the machine moves to
state 2, and after staying there for a while, goes on to state 3. Eventually,
the machine reaches state N , which could be characterized as the state of the
machine immediately preceding a crippling failure. After some time there, the
machine fails and moves into the Maintenance state M . It spends a random
amount of time there, during which maintenance is performed, and after which
the machine returns to state 1.

The operational states 1, 2, ..., N do not necessarily precisely correspond to
physical events occurring in the machine. They are rather intended to represent,
at a high level of abstraction, the aging process undergone by the machine. Thus,
the value of N and the entity of the transition arcs are not given and must be
chosen judiciously.

In each operational state, the machine is assumed to produce parts with a
certain state-specific yield, i.e. fraction of good (non-defective) parts. Once the
model’s parameters have been chosen, the yields corresponding to each oper-
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Figure 1.6: Simple Markov model of a deteriorating machine

ational state must be selected to best approximate the yield curve known to
characterize the particular tool (or aging component) that is being modeled.

Recall that the purpose is to infer at what stage of degradation the machine
currently is, given a sequence of observations (good and defective parts). States
whose yields are very similar are difficult to distinguish, and to differentiate
them reliably would require a large sample of observations. On the other hand,
a large sample of observations would delay the decision, possibly resulting in the
production of many bad parts and risking a machine failure. Thus, a variety of
trade-offs must be carefully considered in modeling any given machine.

The model under consideration, can be studied as a Partially Observable
Markov Decision Process, a generalization of Markov Decision Processes that
includes cases where the state of the process is not directly observable by the
decision-maker. As already said, the condition of a machine must be inferred
from the results of inspection on parts produced by the machine. Furthermore
we allow for the case where inspection is potentially inaccurate, i.e. good parts
can be identified as bad and vice versa.

1.4 Thesis Outline

The rest of this thesis is organized as follows. In Chapter 2, the main preven-
tive maintenance models present in literature are surveyed and the POMDP
standard formulation is described. Chapter 3 deals with the optimal preventive
maintenance control policy issue under the hypothesis of perfect information of
the machine state. In Chapter 4, we introduce the basic model for dealing with
the preventive maintenance issue under the uncertainty condition. The state
of the underlying Markov process is not known and must be inferred from the
results of quality inspection on the products. The optimal policy results to be
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static, i.e. independent of time. Chapter 5, the core of the research, is a more
realistic extension of the uncertainty case developed in Chapter 4 that takes
into account the possibility of making optimal decisions not only upon products
quality but also time. For each one of the three models described, numerical
examples are presented at the end of each chapter. Chapter 6 provides a case
study. Finally, Chapter 7 provides a summary of the contribution of this research
and conclusions.
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Chapter 2

A Survey of Preventive

Maintenance Models

2.1 Introduction

In the last four decades, there has been a large interest in the study of mainte-
nance models for items with stochastic failures. This interest is rooted in many
military and industrial applications but examples of the theory of maintenabil-
ity can be found in different areas such as health, ecology and the enviroment.
This chapter focuses particularly on the area of manufacturing, and includes
models involving optimal decisions to inspect and repair/replace units subject
to deterioration in service. More extensive surveys include [Pierskalla 1973],
[Monahan 1982] and [Araposthathis 1993].

Systems used in manufacturing naturally tend to wear, deteriorate or break.
Because systems used in the production of goods and delivery of services consti-
tute the vast portion of capital in most industries, maintenance of such systems
is crucial. Indeed, system deterioration is often reflected in higher production
costs, and lower product quality [Barlow et al. 1965]. Maintenance actions such
as inspections, repairs or replacements are taken to avoid operating the system
in an undesiderable state. Frequent inspections, repair or replacements may in-
terrupt production, and increase downtime and total maintenance cost. On the
other hand, operating a system after it has deteriorated can be very expensive.
The manager’s goal is to take optimal decisions upon this trade-off.

The theory of maintenability is a hidden and often ignored business expense
impacting every industry. According to [Edwards et al. 2000]:

38



CHAPTER 2. A SURVEY OF PREVENTIVE MAINTENANCE MODELS

Because the cost of plant maintenance is second only to the cost of
plant ownership, an inadequate maintenance strategy has serious fi-
nancial ramifications. The underlying cost of maintenance can make
or break a firm, and is an essential element of business decisions.

We analyze maintenance policies for a multi-state deteriorating machine in which
the state cannot be observed directly, but must be inferred from imperfect ob-
servations. The state represents a problem-specific summary of the condition
of the system, e.g. the degree of tool wear. A state transition is a change in
the system state, such as the degradation of a tool from a given amount of
wear to another. When state transitions can justifiably be represented as ran-
dom, and when they may be represented, perhaps approximately, as depending
only on the current state of the system and not on its past history, a Markov
Decision Process (MDP) framework is appropriate for formulating maintenance
policies. If, furthermore, the state of the system is not directly observable by
the decision-maker but must be inferred on the basis of possibly inaccurate ob-
servations, the MDP framework is generalized to Partially Observable Markov
Decision Processes POMDPs. A POMDP is a generalization of a MDP which
permits uncertainty regarding the state of a Markov process and allows for state
information acquisition.

In the rest of this chapter, we first review discrete-time maintenance models
involving perfect state information, i.e. MDPs. Then we turn to dicrete-time
maintenance models involving imperfect state information, i.e. POMDPs.

2.2 Discrete time maintenance models with com-

plete information

In this section, the earliest models with N−levels of deterioration and perfect
information are reviewed. In some cases inspection decisions must be made in
order to detect the current state of the system before a repair or a replacement
action is taken. In others, it may be assumed that the current state is always
known at the beginning of a period and the available actions are to replace the
unit or to choose one of several repair activities which will tend to decrease the
degree of deterioration.

The basic model was originally introduced by [Derman 1962] and extended
by [Klein 1962]: a unit (or several units) is inspected every period and a decision
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is made to replace or do nothing whenever it is found to be in a certain set of
states. It is assumed that the unit deteriorates stochastically through a finete
set of states {0, 1, ......, L} according to a Markov chain.

2.2.1 Models

In Derman’s model the unit is observed at times t = 0, 1, 2, .... and found to
be in one of the states Xt ∈ {0, 1, ......, L}. Here, the state 0 denotes a new or
completely renovated unit, while the state L an inoperative or failed unit. The
action space is A = {1, 2}, and decision 1 corresponds to do nothing, decision 2
means replace. If no action (decision 1) is taken, then pij denotes the probability
of moving from state i to state j in one period. If the unit is replaced (decision
2), then the unit moves immediately into state 0, and the transition during the
next period is governed by the probabilities p0j . It is assumed that

pi0 = 0 i = 0, .....L − 1, (2.1)

pL0 = 1, (2.2)

p
(t)
iL > 0 for some t and each i = 0, ...L − 1. (2.3)

Condition (1) implies the unit is never as good as“new”after its first period of
service; condition (2) implies the unit must be replaced on failure; and condition
(3) implies the unit will eventually fail and that the underlying Markov chain
has a single ergodic class and the steady state probabilities exists.

At any point in time, upon inspecting the unit, it is possible to replace the
item before failure. In this way it may be possible to avoid the consequences of
failure or further deterioration of the unit. These decision to replace the unit or
do nothing are summarized by a set of decision rules based on the entire history
of the system up to time t. Derman established conditions that enable one to
restrict the attention only to stationary non-randomized rules. In fact, these
are conditions upon which the rules are of the type that the set {0, 1, ......, L}
is partioned into two subsets R and D. If Xt ∈ R then replace the unit is
the optimal rule, otherwise if Xt ∈ D do nothing. By making an intervening
decision before observing state L, the behaviour of the system is modified and
the evolution under a replacement rule results in a modified Markov chain. The
only cost consist of c1 to replace a unit that has not failed yet and a higher cost

40



CHAPTER 2. A SURVEY OF PREVENTIVE MAINTENANCE MODELS

c2 to replace a failed unit. The objective is to minimize the expected long run
average cost per unit time.
With the additional assumption that

∑L
j=k pij, i = 0, ...., L−1, is non decreasing

in i, Derman has shown that the optimal replacement rule R∗ is a “control limit”
rule; that is, there is a state i∗ ∈ {0, 1, ...L} such that if the observed state k
satisfies k > i∗ then the unit must be replaced; conversily, if k < i∗ no action
must be taken. This key result reduces the size of the set of rules R in the
minimization from 2L−1 rules to at most L + 1 rules. This remains true when
the objective is modified to minimize the total long run discounted costs.

The mathematical programming problems resulting from the above objec-
tives have a natural formulation as dynamic programming. Derman has pro-
vided an interesting formulation for the long run average cost case leading to a
linear programming problem.

Derman’s work is extended in [Klein 1962]. Klein considered a model in
which the deterioration effect is described by a Markov chain and the condition
of the system is known only if it is inspected. After inspection, the controller
has available two basic alternatives: (a) to replace the system or (b) to keep
it. Under alternative (b) further decisions are required, and these are: (1) the
extent, if any, of immediate repairs and (2) the timing of the next inspection.

He also assumed that repairs, if made, can put the system in one of many
possible states, the “as new” state being only one of the available alternatives.
Klein considered three main classes of costs. The first consists of maintenance
costs, i.e. replacement and repair costs. A second class of costs are related to
inspection. In addition to having a fixed component, these are considered to be
partially dependent on the condition of the equipment when inspected. Finally,
he included penalty costs related to the length of time between failure of the
system and its discovery through inspection, i.e. the amount of lost service or
production. Based on the above he used the following notation:

• as :kj = cost of inspection in state j given that k periods in the past the
state was s;

• bs : kj = penalty cost associated with state j given that k periods previous
the system was in state s;

• mis = maintenance cost associated with the decision to change the state
from i to s.
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The purpose was to show that, for an average cost per unit time criterion func-
tion, the problem of finding an optimal inspection-repair-replacement policy can
be formulated in linear programming terms.

The same model is considered by [Kolesar 1966], with the cost function gen-
eralized to allow an occupancy cost Ai associated with being in each state i.
With the added condition that 0 6 A1 6 .... 6 AL, he demonstrates that a
control limit policy rule is optimal in the long run average cost.

A model is studied by [Luss 1976], in which available control policies include
the scheduling of inspections and preventive repairs such that the expected cost
per unit time is minimized. He developed a Markovian model in which the
holding times in the various states i = 1, 2...., N are exponentially distributed,
and in which the total lifetime density function of the system follows a gamma
distribution with parameters λ and N . The model includes costs of inspection,
state occupancy costs, costs of preventive repairs, and the costs for repairing a
failed system either at an inspection event or immediately after the occurance
of a malfunction.
Opportunities for inspections occur every ∆τ time units, where ∆τ is a given
constant. A cost of I is asscociated with each inspection and the inspection
reveals the exact state of the system. If at an inspection the system is observed
in state i = N , it is repaired at a cost of R2. If at an inspection the system is
observed in states k, k + 1, .....N − 1, it is repaired at a cost of R3 (where k is a
decision variable). A malfunction (entry to state N) might be detected imme-
diately at its occurance with probability q and repaired at a cost of R1. If it is
not detected immediately it will be discovered at the next scheduled inspection.
Inspection and repairs are instantaneous. An occupancy cost Ai per time unit
is considered for being in each state i = 1, 2, ..., N . The process is composed by
an infinite number of cycles (time interval between two successive repairs).
Under these assumptions he formulated an objective function in order to mini-
mize the expected costs per time unit. The decision variables include a critical
state k∗(optimal state) and optimal inspection intervals τ ∗

i , i = 0, 1, ....k∗ − 1.
When at an inspection the system is observed in state i, k∗ 5 i 5 N − 1 (for
k∗ 5 N − 1), it is repaired at a cost of R3. Furthermore, when the system is
observed in state i, i < K∗, the next inspection is scheduled to take place τ ∗

i

time units later.
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2.3 Discrete Time Maintenance Models with

Incomplete Information

This section surveys models dealing with partially observable Markov decision
processes (POMDP). The emphasis is on work by [Monahan 1982]. We send to
his survey for further details.

A POMDP is a generalization of a Markov decision process which permits
uncertainty regarding the state of the internal process and allows state infor-
mation acquisition. In fact, the decision-maker has available a set of observable
outputs that are only probabilistically related to the internal state of the sys-
tem. We can therefore conclude that there are two sources of uncertainty in a
POMDP in determining the current underlying internal state: the uncertainty
about the initial state of the unobservable process, due to the uncertainty in the
dynamic of the internal process; the possible error in the information obtained
by the observable output. The presence of these two kinds of errors typically
destroys structural properties in most of the POMDP applications.

In Section 2.3.1 we will present the general formulation of a POMDP prob-
lem. The most relevant works in this area conducted by Ross and Sondik are
presented in details in Section 2.3.2. Later generalizations and extensions to
those models are briefly surveyed in Section 2.3.2 also.

2.3.1 The Finite State POMDP Formulation

In this section we will focus our attention on partially observable Markov pro-
cesses for which the dynamic of the underlying system is governed by a discrete-
time N-states Markov process. In addition, we will limit the discussion to pro-
cesses for which: the number of possible outputs at each observation is finite; the
number of actions at each period is finite. The dynamic programming recursions
for both the finite and discounted infinite horizon case are also presented.

Suppose that Xt is a random variable defined on a sample space Ω and
taking values in a finite set N = {1, 2, ..., N}, where t = 0, 1, ... represents
discrete time. The dynamic of the internal system is therefore governed by
the Markov process {Xt, t ∈ I} with stationary transition probability matrix
P ∈ <N×N , whose elements are pij = Pr {Xt+1 = j |Xt = i}, for all i and j and
all t. Associated with Xt is a random variable Yt taking values in a finite set
M ≡{1, ..., M}. By observing Yt at time t, information regarding the state of the
internal process Xt is obtained. Obviously, the probabilistic relationship between
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Xt and Yt is available to the decision-maker through the matrix Q ∈ <N×M ,
whose elements are qik = Pr {Yt = k |Xt = i}.

Let A be a finite set denoting all the possible actions available to the con-
troller, and suppose now that each alternative a ∈ A brings about a set of
state transition probabilities

{
pa

ij

}
and observation probabilities

{
qa
ij

}
. In other

words, by choosing a particular action, the decision-maker modifies the dynam-
ics of the system as well as the distribution of observations. Assume that there
are n control periods remaining before the system is shut down, say, because the
shift will end. The problem is to select the optimal alternative a from the set
of possible action A so as to minimize the total expected cost for the remaining
length of time. If alternative a ∈ A is taken then the conditional probability
that the internal process will make the next transition to state j if it is presently
in state i will be pa

ij. Similarly, qa
ij denotes the probability of observing output

j, if the current state is i and action a is chosen.
If mt ∈ M and at ∈ A represent respectively the observed value of Yt

and the action taken at time t, then the information available to the decision-
maker at time t is dt = (π(0), m1, ..., mt, a1, ..., at−1), where π(0) is the initial
probability distribution of the system state, i.e. a vector whose elements are
πi(0) = Pr(X0 = i) for all i. The current state of information about the
state of the underlying process is encapsulated in the information vector π (t),
whose elements are πi (t) ≡ Pr {Xt = i | dt}, for all i. In other words, if the
information available to the decision-maker is only all past observations and all
past actions, in addition to the initial condition, then the information vector
π(t) can be shown to be a sufficient statistic and provides all the information
available to the decision-maker to help make an optimal decision at time t (see
[Smallwood and Sondik 1973] and Section 2.4).

Given the information vector at time t, its value at time t + 1 can be
obtained from Bayes’ formula. Specifically it can be shown that π (t + 1) =
T (π(t) | at, mt+1), whose elements are:

Pr(Xt+1 = i | dt+1) =
qat

i,mt+1

∑N
k=1 pat

kiπk(t)
∑N

j=1

(
qat

j,mt+1

∑N
k=1 pat

kjπk(t)
) i = 1, ..., N (2.4)

In other words, if our “prior” state of information about the internal state of
the system is π(t), and we observe the output mt+1, after taking alternative at

at period t, then the updated or “posterior” information at time t + 1, is given
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by Equation (2.4) (refer to Section 2.4 for the proof of Equation 2.4).
Furthermore, it can be shown that if the underlying system is governed by a
finite-state, discrete-time Markov process, if the number of actions is finite and
the information vector π(t) is a sufficient statistic, then it follows that the dy-
namic behaviour of the information vector is itself a discrete-time, continuous-
state Markov process.
It’s worth to note that, the internal process was defined on a finite-state space.
Since that process is unobservable, an equivalent observable Markov process is
now defined on an uncountable state space, making optimization more challeng-
ing (for more details see [Smallwood and Sondik 1973]).

Let r : N ×A → < denote the expected reward function, so that r(Xt, at) is
the immediate expected reward earned when the system is in state Xt and the
decision-maker takes the action at. Note that Xt is a random variable taking
values in N . For ease of notation, let ri(at) = r(i, at) for each i ∈ N . Finally let
R(i, j, k, at) denote the immediate reward accrued if, while under the control
of alternative a during one control interval, the system makes a transition from
state i to state j, and output k is produced. Then,

ri(at) =

N∑

j=1

M∑

k=1

R(i, j, k, at)pijqjk (2.5)

is the conditional immediate expected reward earned at time t, if action at is
selected when the system is in state i. Then if the current information vector is
π(t) = [π1(t), π2(t), ...., πN (t)] and the immediate expected reward vector is de-
fined as r(at) ≡ [r1(at), r2(at), ..., rN(at)], the unconditional immediate expected
reward at time t is given by

E [r(Xt, at)] = π(t) · r(at) (2.6)

Let ζN = {π} denote the set of all values that can be taken by the infor-
mation vector π, and let the function δt : ζN −→ A denote the decision rule
corresponding to choosing the action δt(π) ∈ A at time t, given that the current
state of knowledge available to the decision maker is π. A policy δ, is defined
to be a sequence of decision rules δ = {δ1, δ2, ...δt, ...}. A policy is said to be
stationary if it is independent of time, i.e. is a single function δ : ζN −→ A,
so that for any π ∈ ζN , δ(π) denotes the action to take when the information
vector is π.
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Given that strategy (or policy) δ is employed and the process starts at π ∈ ζN ,
the discounted infinite-horizon dynamic recursion is:

Vδ(π) = Eδ

[
∞∑

t=0

βtr(Xt, at) | π(0) = π0

]
π ∈ δN (2.7)

for all π ∈ ζN , where 0 ≤ β < 1 is the discount factor, and Eδ is the expectation
under policy δ. The optimal value function Vβ(π) is then defined as

V (β, π) = sup
δ

Vδ(π) (2.8)

for all π ∈ ζN . It is well known that any strategy or policy δ∗ which, when in
state π, selects the action that maximizes the right side of (2.8) is said to be
β − optimal [Blackwell 1965]. That is, for the β − optimal policy δ∗,

V (β, π) = Vδ∗(π) (2.9)

for all π ∈ ζN , meaning the supremum is achieved. The objective of the decion
maker is to determine a β − optimal strategy .

The finite-horizon formulation of the dynamic recursion can be formulated
as follows:

V n
β (π) = max

a∈A

{
π · r(a) + β

∑

j∈M

V n−1
β [T (π | j, a)] γ(j, π, a)

}
(2.10)

for π ∈ ζN and n = {1, 2, ...}, subject to the initial condition

V 0
β (π) = π · r(0) (2.11)

and where T denotes the function governing the dynamics of the information
vector (as defined in Equation 2.4),

γ(j, π(t), at) =

N∑

i=1

(
qat

ij

M∑

k=1

pat

kiπk(t)

)
(2.12)

is the denominator of the Bayes’ transformation in Equation (2.4); ri(0) is the
the terminal reward when the internal process is in state i; and finally V n

β (π)
denotes the maximum discounted expected reward that can be obtained given
that the process is in state π and there are n time periods remaining.
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2.3.2 Models

In this section the earliest models incorporating the general formulation of a
POMDP problem will be presented. The emphasis is on work by [Ross 1971],
[Sondik 1971] and [Smallwood and Sondik 1973].

In the model adopted by Ross, the underlying system represents the condition
of a machine that is deteriorating over time. The true condition of the machine
is not known with certainty and only becomes known when an item is sampled.
Thus at the beginning of a period one must decide whether to inspect the item
produced or not; to revise the machine or to let the machine running. It is
supposed that at any period t = 0, 1, 2... the production process can be in any
one of a countable number of states in S = 1, 2...N . If the process is revised at
the beginning of a period then it will be in state 1 at the end of that period. If
the process is in state i at the beginning of period t and it is not revised then
it will remain in state i during the reminder of that period. If a process is in
state i at the end of a period then with probability pij it will be in state j at
the beginning of the next period. There are inspection Ii, production Ci and
revision (replacement) costs Ri associated respectively with the actions: inspect,
let run or revise when the state of the process is i.

The dynamic programming functional equation for minimizing the expected
discounted cost over an infinite time horizon is

Vβ(π) = min





∑
i∈S πiCi + βVβ(πtP ) Continue∑

i∈S πiIi + β
∑

i∈S πiVβ(ei) Inspect∑
i∈S πiRi + βVβ(e1) Replace

(2.13)

In this formulation π ∈ ζN represents as usual the information available to the
decision-maker; Ci, Ii and Ri are the costs to continue, inspect or replace if the
true internal state is i ∈ S; β is the economic discount factor; ei is the unit
vector with a 1 in the ith position and state 1 denotes a new machine; P = (pij)
is the one-step transition probability matrix, where pij is the probability of
transitioning from state i to state j. The optimal value function Vβ(π) will
satisfy (2.13), and an action is optimal if and only if it attains the minimum in
(2.13).

Ross shows that the optimal inspection and replace regions will be convex
subsets of ζN . This result inspired a key lemma, that unifies many of the existing
results in POMDP theory; according to this lemma, under certain conditions the
space of information vectors is partitioned into convex policy regions over each
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of which the optimal decision is fixed [Lovejoy 1987], (see Section 2.5 for further
details).

In his work Ross also characterized the optimal inspection/maintenance pol-
icy and he showed that for a two state internal process the optimal policy does
not have the three regions structure that intuition might suggest. The result is
summarized in the following theorem:

THEOREM: An optimal policy δβ may be determined by three numbers P1, P2,
P3, with 0 5 P1 5 P2 5 P3 5 1 such that δβ produces for 0 5 π < P1, inspects
for P1 5 π < P2, produces for P2 5 π < P3 and revises for π = P3.

Note that this simple structure is a consequence of the fact the system only
has two states. Ross also gave conditions on the parameters which would ensure
that P1 = P2, that is , the inspection action would never be optimal.

Ross’s model was extended in [White 1977], where what could be considered
a general maintenance model is formulated. White studies a production process
assumed to be in any one of a countable number of states, producing items at
time t = 0, 1, 2... After each time t, the controller is allowed to choose one of
three actions: allow the system to continue producing (i.e. no actions); inspect
the system while it is producing; and perform maintenance on the system. The
cost of producing an item, and the cost of inspecting the system or perform
maintenance on it, depend on the current state of the system. As a special
case White considered a model in which the production process has finite state
space {0, 1}, and assumed that the system deteriorates naturally toward and is
absorbed by state 1. So he considered the following sets of probabilities:

{pij(a)} =

[
1 − ν ν

0 1

]
, {qij(a)} =

[
α 1 − α

1 − α α

]
for a = 1 (2.14)

{pij(a)} =

[
1 − ν ν

0 1

]
, {qij(a)} =

[
γ 1 − γ

1 − γ γ

]
for a = 2 (2.15)

{pij(a)} =

[
1 0
1 0

]
{qij(a)} =

[
1 0
1 0

]
for a = 3 (2.16)

where a = {1, 2, 3} corresponds respectively to continue to produce, performing
inspection while producing, and performing maintenance. In other words for
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values of α, γ 6= 1 it is assumed that the decision-maker receives imperfect
on-line observation of the production process at both times of production and
inspection. For the particular case in which α = 1 and γ 6= 1, White proved
the same result as Ross, i.e. that the optimal policy has at most four distinct
regions. For the general case in which α, γ 6= 1, he gave conditions for which the
optimal policy is always either continue to produce or performing maintenance,
i.e. never performing inspection.

When the number of system state is greater than 2, searching for the optimal
decision over an uncountably infinite cost space presents significant computa-
tional difficulties. This problem is resolved in [Smallwood and Sondik 1973] and
[Sondik 1978], the former for the finite-horizon and the latter for the discounted
infinite-horizon case. Specifically, it is shown in [Smallwood and Sondik 1973]
that when only a finite number of time periods remain, the optimal payoff func-
tion is a piecewise-linear and convex function of the current system state prob-
abilities. With the convexity of the value function thus established, he could
provide convex policy region results (see [Lovejoy 1987] and Section 2.5). In
other words, it is shown that the payoff space is partitioned into a finite number
of convex regions over each of which the optimal policy is fixed. In addition,
utilizing this property, he also provided an algorithm to calculate the optimal
control policy and value function for any finite horizon problem.

In his model he defined the value function V n(π) as the maximum expected
reward that the system can accrue during the lifetime of the process if the cur-
rent information vector is π and there are n controls interval remaining before
the process terminates. Expanding over all possible next transitions and obser-
vations yields the following recursive equation:

V n(π) = max
a∈A(n)

[
N∑

i=1

N∑

j=1

M∑

k=1

πip
a
ijr

a
jk

{
wa

ijk + V n−1 [T (π |a, k)]
}
]

(2.17)

where a denotes the action; π as usual the information vector; pa
ij the conditional

probability that the internal process will make its next transition to j, if it
is currently in state i, given alternative a is selected; ra

jk the probability of
observing output k if the new internal state of the process is j and alternative a
is controlling the system; wa

ijk the immediate award accrued if, while under the
control of alternative a during one control interval, the process makes a transition
from state i to state j and then produces output k. In particular Sondik showed
that V n(π) is piecewise linear and convex, and can thus be written as
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V n(π) = max
l

[
N∑

i=1

αl
i(n)πi

]
(2.18)

for some set of vectors αl(n) =
[
αl

1(n), αl
2(n), ...., αl

N (n)
]
, l = 1, 2, ...L. If for a

generic n, V n(π) is piecewise linear and convex, then the space of information
vectors can be divided into a finite set of convex regions separated by linear
hyperplanes such that V n(π) = π · αl(n) for single fixed l within each region.
This leads to an algorithm that, at each stage n, calculate the minimal set of
α-coefficients that define V n(·) and makes it possible to determine the optimal
decision as the one corresponding to the maximizing α. As already sayd, he was
the first who addressed and solved the computational difficulties associated with
POMDPs.

Statistical process control and preventive maintenance are two issues that
have been receiving considerable attention from researchers in the past decades,
and significant progress has been made in understanding, formulating and solv-
ing related problems. But process control and maintenance have always been
treated as two separate problems. The problem of finding optimal control poli-
cies for joint machine maintenance and product quality control is first addressed
in [Pate-Cornell et al. 1987] and [Tagaras 1988].

[Pate-Cornell et al. 1987] deals with a model in which two types of basic
maintenance policies are considered: schedule preventive maintenance and main-
tenance on demand. The former are performed on the process at fixed intervals,
regardless of its status. In the latter, maintenance procedures are performed in
response to signals observed from the production process, and are thus a func-
tion of the condition of the process over time. A hypothetical production process
with observable output and four different policies was considered: maintenance
of the machine on schedule; inspection of the product on schedule; maintenance
on demand, based on signals provided by the machine itself; and maintenance
on demand based on signals provided by the use or consumption of the prod-
uct. The performances of these four policies were analyzed and their long-run
disutilities derived.

Patè-Cornell addressed the inspection-maintenance problem from a predomi-
nantly maintenance-oriented point of view. His model was extended by [Tagaras 1988],
who enriched the existing maintenance models by explicitely incorporating ele-
ments from traditional process control (control charts). Tagaras also generalized
the previous model by enabling it to accomodate an arbitrary number of out-of-
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control states and different sampling and maintenance intervals.
Most recently, Dynamic Programming is used in [Kuo 2006] to find the opti-

mal machine maintenance and product quality control policy for a finite-horizon,
discrete-time, Markovian, deteriorating, state-unobservable batch-production sys-
tem. Unlike previous studies, both the timing of the sampling action and the
sample size are directly included in the action space of the DP model.

Specifically he studied a two states deteriorating pruduction machine which
produces a batch of identical units of size M . When the state of the machine is
in the out-of-control state, then it stays there until a maintenance action is taken
with a cost R to bring the machine back to the in-control state. The true state
of the machine is revealed only when an inspection (of cost I < R) is conducted
on the machine. The quality of the product depends only on the machine state.
Each defective parts found during the sampling costs Cd to repair it and there
is a penalty cost Cp for each defective unit delivered to the customer (Cp > Cd).
Given the above, at the beginning of each period there are the following actions
to choose from: (1) produce M units and then randomly sample k units from
the batch and incurs a sampling cost Is for each unit sampled; (2) inspect the
machine; or (3) conduct maintenance on the machine. It is supposed that the
sampling is istantaneous and perfect; the inspection reveals the true state of
the machine; and the maintenance action restores the machine to the in-control
state. The goal is to find the optimal machine inspection, maintenance and
product-sampling policies so as to minimize the expected total discounted system
cost.

2.4 Sufficiency of the Information Vector

In this Section we will show that the current information state vector π is a
sufficient statistics of the history of observations.

If a(t) and z(t) denote the control alternative and the corresponding output
at time t, and ε(t) the total available information about the process at the end
of control interval t; then we can write that:

ε(t) = [z(t), a(t), ε(t − 1)] (2.19)

By definition of the information state vector, we can therefore write that:

πj(t) = Pr {s(t) = j | ε(t)} (2.20)
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where s(t) is a random variable indicating the internal state of the process at
time t. Substituting the first equation into the second one and applying Bayes’
formula we obtain the following:

πj(t) =
pr {s(t) = j, z(t) = θ | a(t), ε(t − 1)}

pr {z(t) = θ | a(t), ε(t − 1)}
(2.21)

where we assumed that the output during control interval t was the observation
θ. Using the total probability theorem in the numerator of Equation (2.21), at
the end of t − 1, leads to:

πj(t) =
∑

i

pr {s(t − 1) = i | a(t), ε(t − 1)} pr {s(t) = j | s(t − 1) = i, a(t), ε(t − 1)} =

= pr {z(t) = θ | s(t) = j, a(t), ε(t − 1)} /pr {z(t) = θ | a(t), ε(t − 1)} (2.22)

The first probability in the numerator is obviously independent of a(t); the
remaining two probabilities in the numerator are just transition probabilities;
the denominator is the numerator summed over all the possible j. Thus it can
be written that:

πj(t) =

∑
i πi(t − 1)pij(at)qjθ(at)∑

j

∑
i πi(t − 1)pij(at)qjθ(at)

(2.23)

that corresponds to Equation (2.4). The important feature of this formula is that
the calculation of the information vector after control interval t (π(t)) requires
only π(t − 1). Thus π(t − 1) summarizes all the information gained prior to
control interval t and therefore represents a sufficient statistics of the history of
the process. Furthermore, for the same reason the evolution of the information
vector obeys a discrete-time, continuous-space Markov process.

2.5 Convexity of Policy Regions

This Section is based on work by [Lovejoy 1987] and is intended to proof the
convexity of policy regions. We suggest therefore to refer to Lovejoy’s work for
more details.

Let I be an arbitrary index set, and {fi}i∈I a collection of real-valued, concave
functions on a convex domain D. Define:
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F (x) = inf
i∈I

{fi(x)} , x ∈ D (2.24)

Ri = {x ∈ D : fi(x) = F (x)} , i ∈ I. (2.25)

The lemma follows:

Lemma. If for any k ∈ I, fk is affine on D, then Rk is a convex set.

Proof. Given that F is concave on D, suppose x and x
′

are in Rk, then
for λ ∈ [0, 1]:

F (λx + (1 − λ)x
′

) ≤ fk(λx + (1 − λ)x
′

)

= λfk(x) + (1 − λ)fk(x
′

) (2.26)

λF (x) + (1 − λ)F (x
′

)

≤ F (λx + (1 − λ)x
′

)

Hence equality prevails throughout, and (λx + (1 − λ)x
′

) ∈ Rk.
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Chapter 3

Perfect Information Case

3.1 Model Assumptions

In this chapter we model a machine as a discrete-state, continuous-time Markov
process as represented in Figure 3.1. The model is an extension of [Kim and Gershwin 2005]
and [Poffe and Gershwin 2005]; indeed we are assuming that the mean time to
quality failure changes over time. The model includes the representation of ag-
ing and wearing effects. In Figure 3.1, the system enters state 1 after a quality
repair and it makes good parts with decreasing probability until it reaches state
N . At this point, we assume that one more transition is allowed, from state
N to the down state. The occurence of this event is immediately and directly
observable: the down state corresponds to a condition at which the process fails
completely and becomes inoperative. Once the system enters the down state, a
maintenance cycle is performed on the machine.
We assume that:

1. States from 1 to N are operational states;

2. State M indicates a non-operational state in which the machine is under
repair due to a quality failure. When the failure is repaired the machine
returns to state 1;

3. The system’s life follows a gamma distribution with mean time to fail 1
λ

.
Each transition before reaching the down state is therefore exponentially
distributed with mean 1

λN
, where λN = Nλ;

4. r is the reciprocal of the Mean time to Repair (MTTR) of quality failures;
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5. µ is the speed at which the machine processes material while it is opera-
tional;

6. Defective parts occur independently but at different rates, depending on
the state the machine finds itself;

7. The inspection machine is supposed to be perfectly accurate.

To determine the production rate of a single machine, modeled as a N -states
Markov chain as shown in Figure 3.1, we first determine the steady-state proba-
bility distribution. This is calculated based on the probability balance principle:
in steady state, the probability rate of leaving a state is the same as the proba-
bility rate of entering that state. We therefore have,





P (1)λN = rP (M)
P (2)λN = λNP (1)
P (3)λN = λNP (2)

...

...
P (N)λN = λNP (N − 1)

P (M)r = λNP (N)

(3.1)

The probabilities must also satisfy the normalization equation:

P (1) + P (2) + ... + P (N) + P (M) = 1 (3.2)

The solution of (3.1) - (3.2) is:

P (i) =
1

N

r

λ + r
∀ i = 1, 2...N (3.3)

P (M) =
λ

λ + r
(3.4)

P (down) = 0 (3.5)

We call this solution, base case solution.
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Figure 3.1: Simple deteriorating Markov model

3.2 Performance Measures

There is no single performance measure on the basis of which a complex manu-
facturing system can be adequately summarized. Very diverse quantities reveal
different aspects of the performance of a production system, and which of these
aspects is the most important will often depend on external factors.

For example, inventory and lead time are positively correlated, so that high
inventory tends to cause long lead times. Similarly, high production rates can
sometimes be achieved only at the expense of high in-process inventory.

For the purposes of this thesis, we present only a limited class of system
performances, particularly concerning the main two aspects of this work: quan-
tity and quality. These have been studied separately by past researchers, but
the way in which they interact is the main contribution of the work reported
in this thesis. [Colledani and Tolio, 2006] addressed the problem of consider-
ing the performance evaluation of production system both from a productivity
and a quality point of view. In the study, they investigate the impact of Sta-
tistical Process Control (SPC) techniques on the productivity performance of
producition systems.

Quantity: Total Production Rate A measure of quantity in the perfor-
mance of a production line is the mean rate at which processed parts emerge
from the end of the line, measured in parts per cycle or parts per time unit.
When it is measured in parts per cycle, it is often called the efficiency of the
line.

At steady-state, the average rate at which each machine produces parts is the
same; this is because more productive machines will tend to become blocked or
starved more often than less productive machines. Thus, production rate could
be measured at any machine along the line.
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Quality: Good and Bad Production Rate The rate at which processed
parts emerge from the production system is not enough for the quality purposes.
Indeed, the parts produced by the line may be of good quality (i.e. up to
specifications), or of bad quality (i.e. defective). We therefore define the good
production rate as the rate at which good parts emerge from the production
system, and the bad production rate as the rate at which defective parts do so.

In this chapter, the emphasis is on a system characterized by a single ma-
chine, followed by a perfect inspection station. The machine is modeled as a
continuous-time, discrete-state Markov process. Furthermore we assume that,
defects occur independently but at different rates, depending on the state of the
underlying Markov chain. More specifically, the yield at which the machine is
producing good parts decreases linearly as a function of the states i = 1, 2, ...N
according to Equation (3.6):

YN (i) = 1 −
i − 1

N − 1
(3.6)

In Figure 3.4 is shown the variation of the yield as a function of the state i,
when the underlying process is characterized by N = 20 operational states.

For the Markov chain of Figure 3.1, we define the total production rate PT (N)
as the total amount of production per time unit; and the effective production
rate PE(N) as the total amount of good production per time unit. So that,
when the number of operational states is N :

PT (N) = µ

N∑

i=1

P (i) = µ

N∑

i=1

(
1

N

r

λ + r

)
= µ

r

λ + r
= PT (3.7)

PE(N) = µ

N∑

i=1

P (i)YN (i) = µ

N∑

i=1

[(
1 −

i − 1

N − 1

)
1

N

r

λ + r

]
=

µ

2

r

λ + r
= PE (3.8)

The variation of the yield (YN(i)) is chosen such as both PT (N) and PE(N) are
constant with respect to N .

In Figure 3.2 is shown the variation of the performance measures with respect
to λ, given that r = 0.05 and µ = 1. The two curves go to zero when λ −→ ∞,
as a result of the fact that the more we increase λ, the less is the time spent by
the system in the operational states i = 1, 2...N .

In Figure 3.3 is shown the variation of the performance measures with respect
to r, given that λ = 0.01 and µ = 1. The total production rate approches the
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Figure 3.2: Variation of PT and PE with respect to λ

asymptote PT = µ when r −→ ∞; the effective production rate approches
PE = µ

2
. Increasing r corresponds to increasing speed of maintenance cycle

performance. The ideal case in which r −→ ∞ represents the situation in which
no time is spent in state M , that is with probability 1 the machine is processing
material at the speed µ.

3.3 Optimal Preventive Maintenance Control

Policy

The failure dynamics described above provides us with the opportunity to fore-
cast the behaviour of the machine and therefore to do preventive maintenance.
In this section we evaluate the benefit of taking the machine down for quality
repair before it happens as a natural consequence of the system behavior1. We
evaluate such a strategic policy with respect to a profit function and we seek the
optimal stopping policy in order to maximize it. To accomplish this, cost pa-
rameters must be included in our analysis; indeed frequent inspections, repair or
replacements may interrupt production, and increase downtime and total main-
tenance cost. On the other hand, operating a system after it has deteriorated
can be very expensive. The manager’s goal is therefore to take optimal decisions

1The system passes through the operational states from i = 1 to i = N before reaching the
down state, where the quality repair is required.
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Figure 3.3: Variation of PT and PE with respect to r
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upon this trade-off.
The solution to the issue might be difficult or not depending on the assump-

tions we make. We start by introducing the simplest case, which will help us to
focus on the most relevant aspects of the problem. A close form solution is de-
rived in details in the following section. An extension to the perfect information
case, is given in Chapters 4 and 5, to which we remind for a more realistic and
complete formulation.

The following assumptions must hold:

• At any time t, we are able to identify with absolute certainty the state
i = 1, 2...N the machine finds itself.

• The fixed cost of maintenance CF is constant. It means that regardless of
the stopping policy, each time we take the machine down for maintenance
the system incurs the same cost.

• No variable costs due to time spent in maintenance are considered, with
the exception of the cost of lost productivity.

• No costs of scrapping or reworking are considered.

• The inspection machine is perfectly accurate. Furthermore bad parts are
detected and removed immediately.

• CP is the cost to produce one part.

• π is the revenue obtained from selling one good part.

• µ is the speed at which the machine processes material while it is opera-
tional (part/time).

• YN(i) is the yield at each state i, given the number of operational states
N (% of conformities).

We solve this case taking into account the average behaviour of the system
at the steady state condition. Given that N is the dimension of the Markov
chain, there are N possible stopping policies to be compared with respect to the
target: maximization of the profit. Each stopping policy K with K = 1, 2...N
corresponds to: take the machine down once the system leaves state K. The first
N − 1 stopping policies imply a control is superimposed on the original Markov
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Figure 3.5: Controlled model

Figure 3.6: Reduced model

chain of Figure 3.1. It means that once the machine leaves state K and enters
state K +1, we force it to instantaneously jump to state M . In fact, the solution
for this case is based on the principle that: if we are able to detect the machine
state at any point in time, we are also able to detect when the machine leaves
state K to reach state K + 1. This is equivalent to assuming that the machine
makes a transition from K to M at the rate at which it would naturally jump
to K + 1.

To evaluate this policy, we find the steady state probability distributions of
the resulting reduced Markov chain. The stopping policy K = N represents the
situation in which there is no control superimposed on the original model. That
is, we let the system proceed in its natural behavior.

For each K, we therefore generate a different Markov chain. In Figures 3.5
and 3.6 are shown the alterations of the original Markov chain when K = 2
(take the machine down once the system leaves state 2).

Each new Markov chain generated by the corresponding stopping policy
presents a different steady state probability distribution. Given that, the num-
ber of operational states is N , and that λN = Nλ we have that, for any stopping
policy K, with K = 1, 2, ....N :

PK(i) =
r

λN + Kr
=

r

Nλ + Kr
∀i = 1, 2...K (3.9)

61



CHAPTER 3. PERFECT INFORMATION CASE

PK(M) =
λN

λN + Kr
=

Nλ

Nλ + Kr
(3.10)

In correspondence to the stopping policy K = N (the base case), the steady
state probabilities are shown in (3.3) - (3.5).
Analytically, the issue can be stated in this way: given N and therefore λN :

max
K=1,2...N

{ProfitN(K)} =

max
K=1,2...N

{
πµ

[
K∑

i=1

PK(i)YN (i)

]
− CPµ

[
K∑

i=1

PK(i)

]
− λNPK(K)CF

}
(3.11)

where:

• PK(i) is the steady state probability of the state i, when the stopping
policy selected is K.

• µ
[∑K

i=1 PK(i)YN(i)
]

is the effective production rate given that the stop-

ping policy selected is K.

• πµ
[∑K

i=1 PK(i)YN(i)
]

is the total revenue obtained by the effective pro-

duction rate given that K is selected.

• µ
[∑K

i=1 PK(i)
]

is the total production rate given K.

• CP µ
[∑K

i=1 PK(i)
]

is the total cost of production by the total production

rate given that K is selected.

• λNPK(K) is the rate at which state M is entered, when K is the stopping
policy.

• λNPK(K)CF is the maintenance cost rate.

Equation (3.11) can be re-written as follows (3.12) and simplified in (3.13):

max
K=1,2...N

{
πµ

[
K∑

i=1

r

λN + Kr

(
1 −

i − 1

N − 1

)]
− CP µ

[
K∑

i=1

r

λN + Kr

]
− λNCF

r

λN + Kr

}

(3.12)
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max
K=1,2...N

{[
Kµ (π − CP ) − λNCF − πµ

K (K − 1)

2 (N − 1)

]
r

λN + Kr

}
(3.13)

The function inside the brackets in (3.13) can be differentiated2 as a continuous
one and solved with respect to zero in the interval of interest [1, N ]. The solution
leads to at most one optimum point when K ∈ [1, N ], so that if the solution is
real we have a global maximum in the interval , if it is not , then we have two
more possibilities:

1. If ProfitN(1) 6= ProfitN(N) then the global maximum is at one of the
extremes of the interval;

2. If ProfitN(1) = ProfitN(N) then the function is constant over [1, N ],
and all K are equally good.

More details and the explicit solution are given in the next Section.

3.3.1 The Close Form Solution

Equation 3.11 can be rewritten as in (3.14) - (3.15) after some simple substitu-
tions and simplifications:

max
K=1,2...N

(

πµ

"

K
X

i=1

r

λN + Kr

„

1 −
i − 1

N − 1

«

#

− CP µ

"

K
X

i=1

r

λN + Kr

#

− λN CF

r

λN + Kr

)

= (3.14)

= max
K=1,2...N

»

Kµ (π − CP ) − λNCF − πµ
K (K − 1)

2 (N − 1)

–

r

λN + Kr

ff

(3.15)

This latter function can be differentiated in the interval [1, N ] with respect to
K to find the stationary points:

r

λN + Kr

»

µ(π − CP ) −
πµ(2K − 1)

2(N − 1)

–

−
r2

(λN + Kr)2

»

Kµ(π − CP ) − λN CF −
πµ(K2 − K)

2(N − 1)

–

= 0 (3.16)

There are two solution (roots) to this equation:

1

2µπr

ˆ

−2µrλN ± 2(µ2π2λ2
N + 2µ2π2rNλN − µ2π2rλN − 2µ2πrCP NλN + .....

2We are treating a discrete function as a continuous one. We remind that the optimal
decision rule is the closest integer that maximize the profit.
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N λ λN r µ π CP CF

20 0.01 0.2 0.05 1 10 4 100

Table 3.1: Set of parameters

.... + 2µ2πrλN CP + 2µπr2NλN CF − 2µπr2λNCF )
1

2

i

(3.17)

As K can vary in the interval [1, N ], we do not consider one of the solution that
is always negative or complex. The other one can be a real positive solution or a
complex one. We have indeed several cases, that we already discussed in Section
3.3.

3.4 Numerical Example

Data in Table 3.2 and 3.3 refer to a specific case for which N = 20 and λ = 0.01.
The other parameters for the nominal model are given in Table 3.1.

The first column in table 3.2 shows the decision rule K = 1, 2...20. The
second and third column represent respectively the steady state probability for
the states from 1 to K (which are all equal) and the maintenance state when
the decision rule is K. The other three columns represent the total production
rate, the effective production rate and the maintenance rate (the rate at which
state M is entered: λNPK(K)), all with respect to K. The variation of the yield
(YN(i)) is the same as that one shown in Figure 3.4.

Data in table 3.3, in columns 2 to 5, represent respectively: the total revenue
from good production, the total cost of production, the maintenance cost rate
and the profit. The last column is the sum of the third and the fourth one.

Figure 3.9 represents the variation of the performance parameters as a func-
tion of the decision rule. Figure 3.7 shows the profit function with respect to
K; a global maximum is clearly visible on the curve. Figure 3.8 shows the
variariation of the economic measures as a function of the decision rule.

3.4.1 Sensitivity to N

Figure 3.10 represents the optimum points (maximum profit) of the function in
Equation (3.13) for different values of N . The function seems to converge and
is nearly constant when N ≥ 40. This confirms the presumption that increasing
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Figure 3.7: Profit function
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K PK(i) i = 1..K PK(M) Tot. Produc. rate Eff. Produc. rate Maint. rate

1 0.2 0.8 0.2 0.2 0.04

2 0.166666667 0.6666 0.33333 0.324561404 0.03333

3 0.142857143 0.5714 0.42857 0.406015038 0.02857

4 0.125 0.5 0.5 0.460526316 0.025

5 0.111111111 0.44444 0.55555 0.497076023 0.02222

6 0.1 0.4 0.6 0.521052632 0.02

7 0.090909091 0.363636 0.63636 0.535885167 0.01818

8 0.083333333 0.333333 0.66666 0.543859649 0.01666

9 0.076923077 0.307692 0.69230 0.546558704 0.01538

10 0.071428571 0.285714 0.71428 0.545112782 0.01428

11 0.066666667 0.266666 0.73333 0.540350877 0.01333

12 0.0625 0.25 0.75 0.532894737 0.0125

13 0.058823529 0.235294 0.76470 0.523219814 0.01176

14 0.055555556 0.22222 0.7777 0.511695906 0.01111

15 0.052631579 0.21052 0.7894 0.498614958 0.01052

16 0.05 0.2 0.8 0.484210526 0.01

17 0.047619048 0.19047 0.8095 0.468671679 0.00951

18 0.045454545 0.18181 0.8181 0.45215311 0.00909

19 0.043478261 0.17391 0.8260 0.434782609 0.00869

20 0.041666667 0.16666 0.8333 0.416666667 0.00833

Table 3.2: Performance measures
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K Revenue Cost of produc. Cost of Maint. Profit Tot. cost

1 2 0.8 4 -2.8 4.8

2 3.245614035 1.333333333 3.333333333 -1.421052632 4.666666667

3 4.060150376 1.714285714 2.857142857 -0.511278195 4.571428571

4 4.605263158 2 2.5 0.105263158 4.5

5 4.970760234 2.222222222 2.222222222 0.526315789 4.444444444

6 5.210526316 2.4 2 0.810526316 4.4

7 5.358851675 2.545454545 1.818181818 0.995215311 4.363636364

8 5.438596491 2.666666667 1.666666667 1.105263158 4.333333333

9 5.465587045 2.769230769 1.538461538 1.157894737 4.307692308

10 5.45112782 2.857142857 1.428571429 1.165413534 4.285714286

11 5.403508772 2.933333333 1.333333333 1.136842105 4.266666667

12 5.328947368 3 1.25 1.078947368 4.25

13 5.232198142 3.058823529 1.176470588 0.996904025 4.235294118

14 5.116959064 3.111111111 1.111111111 0.894736842 4.222222222

15 4.986149584 3.157894737 1.052631579 0.775623269 4.210526316

16 4.842105263 3.2 1 0.642105263 4.2

17 4.686716792 3.238095238 0.952380952 0.496240602 4.19047619

18 4.5215311 3.272727273 0.909090909 0.339712919 4.181818182

19 4.347826087 3.304347826 0.869565217 0.173913043 4.173913043

20 4.166666667 3.333333333 0.833333333 3.10862E-15 4.166666667

Table 3.3: Economic measures.
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Figure 3.9: Performance measures

the number of states in a discrete Markov chain improves the approximation
with a continuous state Markov process. It would be very interesting to prove
if the asymptote of Figure 3.10, corresponds to the optimum value of the profit
function for a continuous state space system, in which the yield decreases linearly
as a function of the time (rather than the state).

3.4.2 Sensitivity to the Other Parameters

The following sensitivity analysis is based on the set of parameters of Table 3.4.
Figures 3.11 and 3.12 show respectively the variation of the profit function and
of the optimal decision rule for different values of the fixed cost of maintenance.
As we observe, increasing CF leads to a drop of the profit function and a shift of
the decision rule toward larger values of K; all this in confirmation that the more
expensive is to set up the machine, the less we would require to take it down.
In fact, larger values of K imply larger quantity of bad expected production but
at the same time, a reduction of the maintenance rate cost. In other words, we
are disposed to pay the risk for a larger amount of bad parts, as long as we can
earn from the reduction of the total number of maintence cycles. The optimal
stopping policy is indeed the result of a compromise between two kinds of cost:
the cost of the expected bad production and the fixed cost of maintenance.
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Figure 3.10: Optimum profit for different values of N
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N λ λN r µ π Cp CF

10 0.01 0.1 0.05 1 10 4 100

Table 3.4: Set of parameters
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Figure 3.12: Optimal decision rule over CF

The same kind of considerations can be made for the other parameters. In
Figure 3.13 is shown the variation of the optimal decision rule with respect to the
price (π). As we can observe, larger values of the price imply smaller values for
the optimum K. It’s very important to notice that when π approches infinity the
function converges to K = 5 rather than to K = 1. This situation could seem to
be misleading, but in reality is more than reasonable; in fact, even if the market
is really willed to pay a lot for each unit of output, we are not disposed to pay
as much for the maintenance cost (that increases for smaller K). Furthermore,
larger values of K imply larger amount of bad expected production3, for which
we are disposed to risk more if the revenue from selling one unit is bigger. From
the resultant of these two opposite forces K(π) turns to be pretty stable.

Figure 3.14 represents one more example in which is shown the variation of
the the optimal decision rule with respect to λ: the function converges to K = 10
when λ → ∞. The increment in λ has indeed two main consequences: it has a
direct inpact on the maintenance cost rate (see equation 3.11) that forces K to
be larger; implies a drop of the total and of the effective production rate as we
already showed in Figure 3.2. This latter effect also forces the decision rule to
be larger, since we need to recuperate the loss of the good production.

3 The effective production rate PE(N, K) is increasing with K, but with decreasing slope
(see figure 3.9).
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Figure 3.13: Decision rule over π
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3.5 Remarks

The chapter deals with the preventive maintenance control problem for a sin-
gle machine, continuous-time discrete-state Markov process, in which quality
degrades following a non-exponential distribution.

An analitycal close form solution is provided for what we defined the perfect
information case. The perfect information case is developed under the assump-
tion that, at any time, the state the machine finds itself is available to the
decision-maker. The goal of this case was to help us to fucus our attention
on the most relevant aspects of the problem. Specifically, we learned that the
optimal stopping policy is the result of a trade off between the fixed cost of
maintenance and the cost of bad lost production. Indeed, the more we postpone
the instant we decide to take the machine down, the less we pay in term of
number of maintenance cycles but at the same time the larger is the expected
bad production.

An immediate extension of the perfect information case would be to model
the possibility to incurr in operational failures over the states i = 1, 2..N and
to consider different values of the fixed cost of maintenance as a function of the
decision rule. An interesting and incumbent extension of this work would be to
relax the hypothesis of perfect knowledge. This issue can be handled making
use of a POMDP framework, and it will be investigated in the next chapters.
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Chapter 4

Imperfect Information Case:

Static Policy

4.1 Description and Model Assumptions

The purpose of this chapter is to derive an optimal control rule for when to take
a machine down for quality maintenance, based upon the inspection of recent
products by means of Dynamic Programming.

We assume that the condition of the machine is not directly observable (or
is perhaps only observable at a significant cost), and must be inferred from
the results of quality inspection performed on parts produced by the machine.
As the machine ages and tool wears out, the proportion of bad parts increases.
Thus, a large enough proportion of defective parts signifies that the machine has
degraded beyond acceptable bounds and it may be time to perform maintenance
before the machine fails at a potentially greater cost than entailed by preventive
maintenance.

To achieve the goal described above, a deteriorating machine is modeled as
a Markov chain composed of states, with progressively decreasing yield. If pre-
ventive maintenance is not performed, the machine eventually fails and stops
producing parts, at which time maintenance is immediately performed on it. In
its simplest form, the Markov model for a deteriorating machine appears in Fig-
ure 4.1. The operational states 1, 2, ..., N represent a discretization of the aging
process. State 1 represents the machine immediately following maintenance.
After spending a random amount of time in this state, the machine moves to
state 2, and after staying there for a while, goes on to state 3. Eventually, the
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machine reaches state N , which could be characterized as the state of the ma-
chine immediately preceding a crippling failure, or a malfunction that causes
inefficient operating conditions. After some time there, the machine fails and
moves into the maintenance state M . It spends a random amount of time there,
during which maintenance is performed, and after which the machine returns to
state 1.

The operational states 1, 2, ..., N do not necessarily precisely correspond to
physical events occurring in the machine. They are rather intended to repre-
sent, at a high level of abstraction, the aging process undergone by the machine.
Thus, the value of N and the entity of the transition arcs are not given and must
be chosen judiciously in order to best fit the orignal life distribution of the aging
component. For any given N , assuming that the system transitions from any
operational state i to the next state i + 1 with fixed probability p (independent
of i), the total time before failure is the sum of N independent, geometrically
distributed random variables with common parameter p, and therefore obeys
a Pascal distribution (also known as the Pòyla and negative binomial distribu-
tions) with parameters N and p. In other words, the total time before failure T
is distributed according to

Pr(T = t) =

(
t − 1

N − 1

)
pN(1 − p)t−N (4.1)

for t ≥ N , and 0 otherwise. Since Pascal distributions constitute a rich family,
the value of N can be chosen to best approximate the known behaviour of a
particular tool subject to wear.

In each operational state, the machine is assumed to produce parts with a
certain state-specific yield, i.e. fraction of good (non-defective) parts. Once the
model’s parameters have been chosen, the yields corresponding to each oper-
ational state must be selected to best approximate the yield curve known to
characterize the particular tool (or aging component) that is being modeled.

Recall that the purpose of this exercise is to infer at what stage of degradation
the machine currently is, given a sequence of observations (good and defective
parts). States whose yields are very similar are difficult to distinguish, and to
differentiate them reliably would require a large sample of observations. On the
other hand, a large sample of observations would delay the decision, possibly
resulting in the production of many bad parts and risking a machine failure.
Thus, a variety of trade-offs must be carefully considered in modeling any given
machine.
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The model in consideration can be studied as a partially observable Markov
decision process (POMDP). A POMDP is a generalization of a Markov decision
process which permits uncertainty regarding the state of the Markov process and
allows for state information acquisition. Indeed, in our model it is supposed that
the states of the core process are not directly observable by the controller; rather
he has available a set of observable outputs (the inspection of recent products)
that are probabilistically related to the states of the machine. Furthermore,
inspection is potentially inaccurate, so that good parts may be identified as
defective, and vice versa.

At each time n, two decisions d ∈ {D, R} are available to the decision-maker:
d = D denotes that the machine is taken down for quality maintenance, while
d = R denotes that the machine is allowed to continue running and produc-
ing parts. Our objective is to use the POMDP structure to select, at every
point in time, the optimal action that minimizes the total expected cost over
the remaining lifetime of the system. This cost includes the cost per unit time
for operating the system in every possible state, as well as the cost of per-
forming maintenance to change the system state. We remind that most of the
work presented in this chapter is based on [Schick, Bertuglia, Gershwin 2006]
and [Schick and Gershwin 2005].

Figure 4.1: Model of representation of the machine.

4.2 Assessing the Costs

The issue of determining the various components of the costs for the purposes
of taking the optimal decision at any point in time, is not always an easy task.
Indeed, the costs of various situations (e.g. take the machine down or keep the
machine running) very much depend on the system’s state. Here, we present the
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principal components of the costs that must be considered for the decision-maker
to take the optimal decision. We remind that most of this Section is based on
[Schick and Gershwin 2005].

Each control policy can incur two kinds of costs:

• Fixed costs;

• Recurring costs.

Combining these two quantities into a single formulation, however, is not always
straight-forward. For example, suppose that at any given point in time, the
decision-maker has to compare the benefit of taking the machine down with
respect to keeping it running. The cost of letting the machine run, would be
a reccurrent cost, or a cost per cycle, that depends very much on the machine
state. On the other hand, performing maintenance would imply a fixed cost for
servicing the machine, that is a cost per outage, plus a recurring cost per cycle
for not being operational during the maintenance period (it would be therefore
necessary to multiply the recurring cost by the number of cycles in that period,
wich of course is random). By the way, suppose that we would be able to define
each one of the costs presented above, there is still the problem of comparing the
two actions. This, of course, requires the costs associated with the two actions to
be comparable. If the expected cost of taking a machine down for maintenance
is calculated on a per outage basis, what will be the analogous cost of allowing
the machine to keep operating?

As discussed later in this chapter, the temporal dimension of the costs asso-
ciated with various decisions can best be addressed by using Dynamic Program-
ming. In a Dynamic Programming formulation, actions are evaluated at any
given point in time, taking in consideration immediate costs and future costs
associated with choosing that particular action.

4.2.1 The Cost of Taking a Machine Down for Quality

Maintenance

The costs for taking a machine down for maintenance may include the following
components:

• Shut-down cost;

• Service cost;
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• Start-up cost;

• Cost of lost productivity.

Of these, the first three are fixed costs that incur each time maintenance is
performed. The last one is a recurrent cost.

The shut-down cost and start-up cost are likely to be independent of the
(true) state of the machine. They may involve, for example, raw or semi-
processed material wasted while the machine is going down and coming up.
On the other hand, service cost may be a function of the machine state. For
example, if the machine had not undergone a quality failure, and it was taken
down by mistake, the cost might only include a service call and some diagnostics.
By contrast, if the machine had undergone a quality failure and it was taken
down with cause, the cost might also include additional charges for repairing
the wore unit, and installing a new one. In either case, fixed costs are relatively
straight-forward to determine.

The cost of lost good productivity, or the benefit of averted bad productivity
are recurrent costs. They very much depend on the machine state and on the
time spent in maintenance that of course is random and for these reasons, they
are very difficult to define. In our analysis, they are not included as a direct
component of the costs for taking the machine down. Instead, their additive
inverses appear in the cost of allowing the machine to keep running. In other
words they are evaluated as an opportunity cost. This, of course, is one of the
advantages of using Dynamic Programming.

4.2.2 The Cost of Allowing a Machine to Remain Oper-

ational

It is reasonable to assume that allowing a machine to keep running does not
entail any fixed costs. However, since the machine remains operational and
continues to produce parts, there will be a recurring component to this cost.

The expected recurring cost of allowing the machine to continue producing
parts has several components:

• Expected benefit of good productivity, i.e. good parts inspected as good;

• Expected cost of bad productivity, i.e. bad parts inspected as bad, which
must be scrapped or re-worked;
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• Expected cost of false positives, i.e. mis-identifying a good part as defec-
tive, which must be scrapped or re-worked. Furthermore, an opportunity
cost for not selling a good part must be added;

• Expected cost of false negatives, i.e. mis-identifying a defective part as a
good part, which is allowed to reach the customer.

These quantities are pretty easy to determine for a machine in isolation. They
although depend very much on the machine state. We therefore define an occu-
pancy cost Ai for being in each state i = 1, 2, ..., N of the underlying Markov
process, as an expectation of the four components listed above. In doing this
we hypothesize that movements in the chain that characterize the underlying
process are followed by an observation. We could consider the case in which an
observation is taken and then the transition to the new state is made. Although
the formula may be slightly different, the two views are equivalent.

If at any given time t the machine finds itself in the internal state i, then
with a probability p it might reach state i + 1 and produce a good part with
probability yieldi+1 = 1−gi+1 , or it might remain at the state i with probability
1 − p and produce a good part with probability yieldi = 1 − gi. Each one
of the parts produced at any cycle, is immediately inspected by an unreliable
machine. A good part can therefore be identified as a bad one with probability
f p (false positive) and of course, a bad part can be identified as a good one with
probability fn (false negative).
The occupancy cost Ai associated with being in core state i is therefore itself an
expected cost and can be written as follows:

Ai = −Benefit of good productivity · (1 − f p) [yieldi+1p + yieldi(1 − p)] +

+Cost of false positive · (f p) [yieldi+1p + yieldi(1 − p)] + (4.2)

+Cost of false negative · (fn) [gi+1p + gi(1 − p)] +

+Cost of bad productivity · (1 − fn) [gi+1p + gi(1 − p)]

In Figure 4.2 is described the decision tree with which the occupancy cost Ai

has been defined.
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Figure 4.2: Decision tree for defining the occupancy cost Ai.

4.3 The Dynamic Programming

As seen so far, some costs are immediate, like the expected cost of producing
one more part during the next machine cycle, and some others are longer-term,
like the benefit of investing in quality maintenance. The issue of finding the
optimal rule is a very complicated task, and as a consequence results in a very
complicated trade-off. Intuitively, the decision-maker must keep in consideration
the following main variables: the cost for taking a machine down, the time
necessary for performing maintenance, the cost or the benefit for producing a
part. The Dynamic Programming Theory provides the means to deal with cost
that have different time horizons, making it possible to seek the optimal decision
rule by factoring in both immediate and future costs and benefits.

Futhermore, the uncertainty regarding the machine state very much con-
tributes in complicating even more the task, leading to the use of a POMDP
(partially observable Markov decision process) structure. In a POMDP formu-
lation, the state of the undelying process is carried on by a sufficient statistics:
the information vector. In the information vector, observations of the machine
behaviour are mixed up in a Bayesian formulation to represent the decision-
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maker’s state of knowledge of the system. In our formulation, the information
vector represents the state vector of the Dynamic Programming recursion.

In this work, a DP formulation is defined in details for the specific case in
consideration. However, we suppose the reader to be familiar with the general
theory of Dynamic Programming. For further details, we suggest to refer to
[Bertsekas 2005].

At each time n, the decision-maker must choose a decision d ∈ {D, R},
where:

d = D denotes taking the machine down for quality maintenance (4.3)

d = R denotes letting the machine continue to run (4.4)

Ideally, if the machine has produced many defective parts, then the odds are
better that it is in one of the low-yield state; if it has produced many good
parts, then the odds are better that the machine is in one of the high-yield
state. Furthermore, inspection is not perfectly accurate, so that good parts may
be identified as good and vice versa.

In view of the uncertainty in the system, the criterion of optimality is chosen
to be the expected loss, or Risk.

4.3.1 The Information Vector

In a POMDP problem it is good to distinguish between the internal dynamic of
the core process (in this case governed by the N + 1 - state Markov process),
and the external dynamic or the dynamic of the information vector.

The information vector encapsulates the current state of information or the
“prevailing conditions” about the internal state of the system which is unknown
to the decision-maker. In other words, at any time n the information vector
π(n) contains the probability πi of finding the machine in the internal state i.
It is well known (see [Monahan 1982] and [Smallwood and Sondik 1973]) that
for a POMDP, the dynamic behaviour of the information vector follows itself
a discrete-time, continuous-space Markov process. It will be shown that, if a
window size W of the most recent observations is pre-selected, the dynamic
of the information vector is governed by a discrete-time, discrete-state Markov
process. This result will obviously facilitate the search of an optimal policy
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for the maintenance control problem and will allow us to avoid most of the
complications related to a continuous space system. Obviously, the window size
W must be long enough in order to gathering all the information relevant to
the controller for the decision. Our first order of business now, is to create an
adequate state vector for the Dynamic Programming recursion.

Whether or not the machine has been taken down for maintenance by the
decision-maker is certainly known to the decision-maker himself. Let us zn be a
variable that indicates this system’s condition. Specifically:

zn = 0 indicates that the machine is currently down as a result

of the decision-maker’s action (4.5)

zn = 1 otherwise.

Note that zn = 0 does not necessarily mean that the machine has been taken
down at time n, indeed it could have been taken down at some time prior to n
and has not come back up yet.
The action history variable zn, together with the vector π, will constitute the
information vector of our DP recursion, which has the following form:

xn =




zn

......
π


 (4.6)

The vector π = [π1, π2, ...., πN ] contains the posterior probability of the machine
state given the all history, and in a standard POMDP formulation takes value
on the space1

δN ≡

{
x ∈ R

N :

N∑

i=1

xi = 1, xi ≥ 0, i = 1, ..., N

}
(4.7)

Each element πi(n) is therefore the probability that the current internal state
of the system is i. In other words, if the controller has available only the past
observations of the process outputs, then at any time the posterior probability
vector π is a sufficient statistics of the past sequence of observations.

1Note that the variable x in Equation (4.7) is not the same as that one that characterizes
the state vector in Equation (5.4).
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Let us yn be a variable denoting the result of the inspection performed on
a part at time n. Specifically, yn takes value on the set {0, 1} ,where yn = 1
indicates that the part has been identified as good; yn = 0 indicates that the
part has been identified as bad. The sequence of the most recent W observations
is denoted by:

Yn = {yn, yn−1, ...., yn−W+1} (4.8)

Let the state of the Markov model of the machine at time n, be denoted by Sn.
The information vector can be re-written as follows:

xn =




zn

........
P r(Sn = 1 | Yn)
Pr(Sn = 2 | Yn)

.

.

.
P r(Sn = N | Yn)




(4.9)

The posterior probabilities in Equation (4.9) can be calculated by using Bayes’
Theorem,

Pr(Sn = i | Yn) =
Pr(Yn |Sn = i)Pr(Sn = i)

∑N
j=1 Pr(Yn |Sn = j)Pr(Sn = j)

(4.10)

Equation (4.10) is expressed in terms of the conditional probability of the ob-
servations given the machine state Pr(Yn|Sn = i) and of the prior proba-
bilites Pr(Sn = i). The former is a likelihood, and its calculation is straight-
forward if we assume that the state Sn is unchanged during the windowing
t ∈ {n, n − 1, ..., n − W + 1}. This assumption has the merit of simplifying the
calculations, but it is likely to be violated when W is large. Assuming, then,
that Sn = s over the window t ∈ {n, n − 1, ..., n − W + 1}, the likelihood can
be written as

Pr(Yn|s) = Pr(yn|s) · Pr(yn−1|s) · · · ·Pr(yn−W+1|s) (4.11)

by virtue of the conditional independence of the observations given the machine
state. Since the inspection machine is potentially inaccurate, then we shall refer
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to ỹn as to the true state of a part, so that ỹn = 0 indicates that the part
processed at time n is truly a defect, and ỹn = 1 indicates the opposite, i.e. the
part is truly good. Each term in Equation (4.11) can be therefore determined
by use of the total probability theorem:

Pr(yn = 0|s) = Pr(yn = 0, ỹn = 0|s) + Pr(yn = 0, ỹn = 1|s)

= Pr(yn = 0|ỹn = 0, s)Pr(ỹn = 0|s) + (4.12)

+Pr(yn = 0|ỹn = 1, s)Pr(ỹn = 1|s)

Since given a part, the inspection process is independent of the machine state,
Equation (4.12) can be written as follows:

Pr(yn = 0|s) = Pr(yn = 0|ỹn = 0)Pr(ỹn = 0|s) +

+Pr(yn = 0|ỹn = 1)Pr(ỹn = 1|s) (4.13)

so that,

Pr(yn = 0 | s) = (1 − fn)gs + f p(1 − gs) (4.14)

where f p is the probability of a false positive (Type I error), i.e. that a good
part is identified as defective; fn the probability of detecting a part to be good
when it is bad, i.e. probability of false negative; gs indicates the percentage of
non-conformities when the machine finds itself in core state s.
Similarly it can be shown that:

Pr(yn = 1|s) = fngs + (1 − f p)(1 − gs) (4.15)

Note that the prior probabilities Pr(Sn = i) in equation (4.10) are unknown
and must be derived by iteration with an analytical model. Indeed, the prior
probabilities depend on the decision rule, but the decision rule itself depends
on the prior probability distribution. Here, we are analyzing an individual ma-
chine that is not embedded in a production line and therefore does not interact
with other machines or interstage buffers. Analytical techniques can therefore
easily be utilized to find the machine’s steady-state probability distribution. In
fact, the iterations alternate between Dynamic Programming and the analytical
calculation of the machine state probabilities (see Section 4.3.5 for more details).
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As already mentioned, past work has based decisions upon the entire history
of observations, {yn, yn−1, ..., y1}. As n gets larger, this results in a ever finer set
of distinct likelihoods, and as n → ∞ the set becomes dense. Here, however, we
only consider a moving window that includes the most recent W observations, i.e.
{yn, yn−1, ..., yn−W+1}. For finite W , this results in a finite number of distincts
likelihoods. As a result, the dynamic of the information vector is governed itself
by a discrete-time, discrete-state Markov process. Let us explain this concept
by means of an example.

Let us suppose that W = 2 and N = 3, with g1 = 1.0, g2 = 0.5, and g3 = 0.0.
Suppose, finally, that inspection is perfect, i.e. there are neither false negatives
nor false positives. Then, the four possible sequences of two observations and
the related likelihoods follow:

[
1
1

]
=⇒ Pr(Yn|Sn = i) = (fngi + (1 − f p)(1 − gi))

2 (4.16)

[
0
0

]
=⇒ Pr(Yn|Sn = i) = ((1 − fn)gi + f p(1 − gi))

2 (4.17)

[
1
0

]
=⇒ Pr(Yn|Sn = i) = (fngi+(1−f p)(1−gi))((1−fn)gi+f p(1−gi)) (4.18)

[
0
1

]
=⇒ Pr(Yn|Sn = i) = (fngi+(1−f p)(1−gi))((1−fn)gi+f p(1−gi)) (4.19)

These quantities can be used to calculate the posterior probabilities for the
machine state given a set of prior probabilities Pr(Sn = i). Note that for any
given gi there are only 3 distinct likelihoods above. Hence, the information vector
will assume only three distinct set of values. Indeed, the last two sequences of
observations are representative of the same information regarding the state of the
machine, i.e. determine the same posterior probability, since the order in which
observations arrive does not matter. For a generic dimension of the window W ,
it can be said that the cardinality of the set PN,W on which the information
vector takes value is at most W + 1 (refer to Subsection 4.3.2 for more details).
Substituting now the values of g1, g2, and g3 selected earlier, we get, for S = 1:

Pr(yn = 0, yn−1 = 0 |S = 1) = (1 − g1)
2 = 0 (4.20)
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Pr(yn = 0, yn−1 = 1 |S = 1) = (1 − g1)g1 = 0 (4.21)

Pr(yn = 1, yn−1 = 0 |S = 1) = g1(1 − g1) = 0 (4.22)

Pr(yn = 1, yn−1 = 1 |S = 1) = g2
1 = 1 (4.23)

for S = 2,

Pr(yn = 0, yn−1 = 0 |S = 2) = (1 − g2)
2 = 0.25 (4.24)

Pr(yn = 0, yn−1 = 1 |S = 2) = (1 − g2)g2 = 0.25 (4.25)

Pr(yn = 1, yn−1 = 0 |S = 2) = g2(1 − g2) = 0.25 (4.26)

Pr(yn = 1, yn−1 = 1 |S = 2) = g2
2 = 0.25 (4.27)

for S = 3,

Pr(yn = 0, yn−1 = 0 |S = 3) = (1 − g3)
2 = 1 (4.28)

Pr(yn = 0, yn−1 = 1 |S = 3) = (1 − g3)g3 = 0 (4.29)

Pr(yn = 1, yn−1 = 0 |S = 3) = g3(1 − g3) = 0 (4.30)

Pr(yn = 1, yn−1 = 1 |S = 3) = g2
3 = 0 (4.31)

Since the posterior probabilities are related to the above likelihoods through
Bayes’ formula (4.10), we see that there are only three distinct posterior proba-
bility vectors.

The basic modeling idea for the state vector in Equation 5.4 is taken from
[Schick, Bertuglia, Gershwin 2006].
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4.3.2 Dynamic Evolution of the Information Vector

To determine the optimal decision rule, it is necessary to solve a Dynamic Pro-
gramming problem. This solution requires specifications of how the information
vector evolves over time, since each optimal decision minimizes not the immedi-
ate expected cost but the total expected cost for the remainder of the optimization
horizon.

Let rQ denote the probability that maintenance is completed during any
given time period. Then, the evolution of the information vector from xn to
Xn+1 (capital letter denoting a random variable and not its realization) is given
by the following relationships:

Zn+1 =





{
0 with probability 1 − rQ

1 with probability rQ

}
if zn = 0

{
0 if d = D
1 if d = R

}
ifzn = 1

(4.32)

Π(Yn+1) =

{
π∗ if zn = 0
T (π(Yn), yn+1, d) if zn = 1

(4.33)

Equation (4.32) says that, if the machine is currently down for maintenance, then
the decision process is temporary stuck: the machine will be repaired during the
next cycle with probability rQ, or remain down with probability 1−rQ. Equation
(4.33) says instead that, if the machine is not currently down for maintenance,
then the information vector will take a value on the space of the probability
distribution vector π, through the operator T ; otherwise π = π∗ during the next
cycle with probability one, where π∗ denotes the vector [1, 0, ....., 0] that assigns
probability 1 to state 1 and probability 0 to all other states, since the machine
always begins in state 1 immediately following maintenance. Our task now
is to determine T (π(Yn), yn+1, d), that is the relationship between the current
posterior probability and the next one, given the latest observation and the
decision-maker’s action.

As shown in the previous section, for any finite W , there are only a finite
number of distinct posterior probability vectors conditioned on the window of
observations. Since the order of observations does not matter, the number of
distinct posterior probability vectors can be at most W + 1. Let

PN,W =
{
πi : i = 1, 2, ...., m

}
(4.34)
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denote the set of distinct posterior probability vectors, for some m ≤ W + 1.
Let, furthermore, the set of all possible observation windows Υ partitioned into
subsets

Υi =
{
Y : π(Y) = πi

s

}
(4.35)

for any i = 1, 2, ..., m. Recall that each πi is a vector of dimension N . The
transition from πi to πj is given by πj = T (πi, y, d), where y is the current
observation (we omitted the index n for ease of notation). Since the information
vector obeys a discrete-time, discrete-state Markov process, this relationship can
be expressed in terms of transition probabilities. Note that the Markov process
is homogeneous, and this relationship is independent of time.

The probability tij of transitioning from state πi to πj is the weighted sum
of the transition probabilities from all elements of Υi to all elements of Υj,
where the weights are the probabilities of the elements of Υi normalized by the
aggregate probability of Υi. In other words,

tij =

∑
Y∈Υi

∑
Y ′∈Υj

Pr(Y
′

|Y)Pr(Y)
∑

Y∈Υi
Pr(Y)

(4.36)

where everything is expressed in terms of the marginal probability Pr(Y), and
of the conditional probability Pr(Y ′|Y). The former can be evaluated by use of
the Total Probability Theorem, as follows

Pr(Y) =
N∑

s=1

Pr(Y, s) =
N∑

s=1

Pr(Y | s)Pr(s) (4.37)

Here, Pr(Y | s) is the likelihood and can be calculated as before, and Pr(s) is
the prior distribution of each state and it is supposed to be known.
Moving to the other term in the numerator of Equation (5.26), we have that
Pr(Y

′

| Y) = 0 if Y
′

and Y do not have the requisite elements in common.
Specifically, if Y = {y1, y2, ....yW} and Y

′

=
{
y

′

1, y
′

2, ....y
′

W

}
, then it must be

hold that y
′

2 = y1, y
′

3 = y2, and so forth until y
′

W = yW−1. Otherwise the
transition probability is identically zero. Assuming the above equalities to hold,
we have that

Pr(Y
′

|Y) = Pr(y
′

1 | Y) (4.38)
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=

N∑

s=1

Pr(y
′

1, s|Y)

=
N∑

s=1

Pr(y
′

1| s,Y)Pr(s | Y)

By conditional independence of observations given the machine state, this re-
duces to

Pr(Y
′

|Y) =
N∑

s=1

Pr(y
′

1| s)Pr(s | Y) (4.39)

In other words, the conditional probability Pr(Y
′

| Y) can be expressed in terms
of the“next cycle inspection probability”, since we are supposing that the window
of observations is moving one step at a time. The probability of transitioning
from the sequence Y at time n, to the sequence Y

′

at time n + 1, can be seen
as the the probability that the part inspected at the next cycle will be good
(y

′

1 = 1) or bad (y
′

1 = 0), conditionated to the observations Y. The first term in
(4.39) is a likelihood, and its calculation, as proved in Equation (4.12), is simply

Pr(y
′

1 | s) =

{
(1 − fn)gs + f p(1 − gs) if y

′

1 = 0
fngs + (1 − f p)(1 − gs) if y

′

1 = 1
(4.40)

The second term is just the posterior probability corresponding to an observation
Y ∈ Υi, so that by definition,

Pr(s | Y) = πi
s (4.41)

Finally, the probability of transitioning from the sequence Y, observed at time
n, to the sequence Y

′

, observed at time n+1, when the next inspected part will
be good is:

Pr(y
′

1 = 1|Y) = (1−f p)

(
N∑

s=1

(1 − gs)Pr(s | Y)

)
+fn

(
N∑

s=1

gsPr(s | Y)

)
(4.42)

Similarly the explicit formulation for the case in which the next part will be
inspected as bad can be derived:
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Pr(y
′

1 = 0|Y) = f p

(
N∑

s=1

(1 − gs)Pr(s | Y)

)
+(1−fn)

(
N∑

s=1

gsPr(s | Y)

)
(4.43)

Substituting everything into Equation (4.36), we obtain the transition probabil-
ity tij.

4.3.2.1 Numerical Example

For ease of notation we propose an example for which the size of the pre-selected
window is W = 2. All the possible sequences of observations Y i have already
been presented in Equations (4.16) - (4.19). Note that i is an index that we
use to distinguish each sequence. We therefore let sequence i = 1 correspond
to Equation (4.16), sequence i = 2 correspond to Equation (4.17) and so on.
We furthermore suppose that: N = 3; g = [g1, g2, g3] = [0.0, 0.5, 1.0]; the prior
probability Pr(s) = 1

3
for any s ∈ {1, 2, 3}; and fn = f p = 0, i.e. the inspection

machine is perfectly accurate.
As already mentioned the number of possible distinct information vectors is

m = W +1 = 3, since sequences Y3 and Y4 convey the same state of knowledge,
so that:

Υ1 = {Y1}
Υ2 = {Y2}

Υ3 = {Y3, Y4}
(4.44)

and

PN,W ≡
{
π1; π2; π3

}
=








0.8
0.2
0



 ;




0

0.2
0.8



 ;




0
1
0







 (4.45)

where for the calculation of the posterior probabilities we made use of Equation
(4.10). Now we want to calculate the probability tij of transitioning from πi to
πj. In order to do this we introduce the vectors NIG (next inspection probability
good) and NIB (next inspection probability bad), whose elements NIGi and
NIBi, with i = 1, 2, ...2W , are defined as follows:

NIGi = Pr(yn+1 = 1 | Y i) (4.46)
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NIBi = Pr(yn+1 = 0 | Y i) (4.47)

Each element of the vectors defined in Equation (4.46) and (4.47) corresponds
respectively to the conditional probability of the next inspected part to be good
or bad, given the history Y i. These probabilities have already been derived in
Equations (4.42) and (4.43), and their calculation leads to:

NIG = [0.9; 0.1; 0.5; 0.5] (4.48)

NIB = [0.1; 0.9; 0.5; 0.5] (4.49)

As a second thing, we need also to calculate the marginal probabilities Pr(Y i)
for each i. They can be derived as shown in Equation (4.37), so that:

Pr(Y1) = 0.41667
Pr(Y2) = 0.41667
Pr(Y3) = 0.08333
Pr(Y4) = 0.08333

(4.50)

We now dispose of all the elements necessary for the calculation of the transition
probability tij. For example, the probability of moving from π3 to π2 is

t32 =
Pr(Y3)Pr(Y2|Y3) + Pr(Y4)Pr(Y2|Y4)

Pr(Y3) + Pr(Y4)
=

=
Pr(Y3

n)Pr(y = 0|Y3
n)

Pr(Y3) + Pr(Y4)
= (4.51)

=
0.08333 ∗ 0.5

0.08333 + 0.08333
= 0.25

We leave to the reader the other calculations for the derivation of the transition
matrix T = (tij)

T =




0.9 0 0.1
0 0.9 0.1

0.25 0.25 0.5



 (4.52)

Figure 4.3 shows the controlled Markov chain that governs the dynamic of the
information vector xn at any time n for this particular example. As we can
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observe, whenever the controller decides to take the machine down, with prob-
ability 1, no matter the current state probability, the machine is taken to the
maintenance state M . Once the quality failure is repaired, the machine enters
core state 1 and the information vector is back up.

Figure 4.3: Controlled Markov chain of the dynamic of the state vector xn.

4.3.3 The Costs of the Dynamic Programming

As already said, our objective is to use the POMDP structure to select main-
tenance actions that minimize the total expected cost for operating the system.
This cost includes the cost per time unit for operating the system in each state
as well as the cost of taking the machine down in order to back up the machine
to the initial state. The DP formulation is based on [Schick and Gershwin 2005].

At each time n, if the machine is currently down for maintenance there’s no
further cost to consider, since no decisions are allowed. In fact the cost of lost
productivity is an opportunity cost that is accounted by the alternative choice
(let the machine run) as an absence of benefit. If the machine is operational,
then the decision-maker can choose a decision d ∈ {D, R}, and depending on
the decision, the system can incur a fixed immediate cost (for taking the machine
down) or a recurrent immediate cost (for letting the machine run). The finite
horizon value function C∗

n(xn) can be defined recursively as follows:
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C∗
n(xn) = min

d
Cn(xn, d) = min

d

{
K0 + C

∗

n+1(xn, d) if d = D

Kn+1(xn) + C
∗

n+1(xn, d) if d = R
(4.53)

where

• K0 is the immediate fixed cost for taking the machine down;

• Kn(xn) is the immediate expected recurrent cost for letting the machine
run;

• C
∗

n+1(xn, d) is the usual expected cost to go in a dynamic programming
formulation.

The expected cost-to-go denotes the expected aggregate cost from time n+1 to
time N , assuming that the optimal decision is chosen at every step.
Therefore, the optimal decision d(xn) to take at any given time period n, has to
be chosen in order to satisfy the following

d(xn) = arg min
d

{
K0 + C

∗

n+1(xn, D), Kn+1(xn) + C
∗

n+1(xn, R)
}

(4.54)

The immediate fixed cost of taking a machine down Ko includes, as already
shown, the following components:

• Shut-down cost;

• Service cost;

• Start-up cost.

The cost of allowing the machine running Kn+1(xn) is instead an expected im-
mediate recurrent cost and it is incurred under the condition that zn = 1 and
d = R. When zn = 0, the machine is down for maintenance and the machine will
not produce a part during the next cycle. If an occupancy cost Ai is considered
associated with being in each state i, then it can be written that:

Kn+1(xn) = Kn(π) = A · πT , (4.55)
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for any given π ∈ PN,W . Note that πT denotes the transpose of the information
vector π whose elements are πi = Pr(Sn = i | Yn), for any i = 1, 2, ..., N ; A =
[A1, A2, ...., AN ] is a vector whose elements are the occupancy costs Ai for any
state of the internal Markov Process, defined as in Section 4.2.2. The cost
for allowing the machine to run, is therefore the expectation of the occupancy
costs Ai over the state of the machine. Note that Ai was defined itself as an
expectation, so that Kn+1 is the expectation of the expectation.

The expected optimized cost-to-go at time n + 1 is given by:

C
∗

n+1(xn, d) = EXn+1|xn

[
C∗

n+1(Xn+1) | xn, d
]

(4.56)

where C∗
n+1(xn+1) is the optimized cost at time n+1, given the state xn+1. The

stochastic relation that relate Xn+1 to xn and d has already been presented in
Equations (4.32) - (4.33).

4.3.4 The Dynamic Programming Recursion

We have defined the state vector (information vector) and the costs. Let us
now focus on the Dynamic Programming recursion. Dynamic Programming is a
recursive approach that starts at the end of the optimization horizon, and works
toward the beginning. The information vector, has the function of emboding
the current “reality”. At each time, for each possible “reality” the decision that
minimizes the expected total cost is chosen.

The recursion is initialized at C
∗

N+1(xN , d) = 0 for all the possible states xN

and decisions d, although an additional cost for terminating in state i can be
easily considered.

At time n = N , since the system won’t be operating after this time step, the
expected cost-to-go will be zero. Furthermore, no more parts will be produced,
so that the immediate expected recurrent cost Kn+1(xn) will also be zero. Thus,
we have that:

dN(xn) = arg min
d

{K0, 0} (4.57)

For any K0 > 0, the optimal decision is to let the machine run dN(xn) = R, for
any state xN . The corresponding optimal cost is then (for any xN )

C∗
N(xN ) = CN(xN , d(xn)) = CN(xN , R) = 0 (4.58)
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At the time n = N − 1 we have a meaningful choice. If the first element of the
state vector zN−1 = 0, then the machine is already down for maintenance and
no decisions are allowed to the controller. This means that no immediate costs
associated with any decision have to be considered. In other words, if zN−1 = 0,

C∗
N−1(xN−1) = C

∗

N(xN−1, d) = EXN |xN−1
[C∗

N(XN) | xN−1, d] = 0 (4.59)

regardless of d where the expectation is over all possible values of the state XN .
In fact the machine will stay down with probability 1 − rQ, and come back up
with probability rQ. In both cases C∗

N(·) is zero.
If zN−1 = 1, then the machine is not currently down for maintenance and a

decision d ∈ {D, R} must be taken. Specifically the optimal decision is:

dN−1(xN−1) = arg min
d

{
K0 + C

∗

N(xN−1, D), KN(xN−1) + C
∗

N(xN−1, R)
}

= arg min
d

{
K0, KN(xN−1)

}
(4.60)

since the cost-to-go at the next cycle was found to be zero. We remind that
KN(xN−1) is a function of the state vector at each period n, that is a function
of the information vector π. In correspondence to sequences of observations
for which the posterior probabilities (information vector) strongly suggest that
the system is operating in one of the high yield states, the immediate recurrent
expected cost will approach a benefit. That is, more weight is given to the occu-
pancy costs Ai associated with the high yield core states of the process. In this
cases, let the machine run will probably be the best choice. For sequences of
observations for which the posterior probabilities strongly suggest that the sys-
tem is operating in one of the low yield states, the immediate recurrent expected
cost will approach a high risk. That is, more weight is given to the occupancy
costs Ai associated with the low yield core states of the process. In this cases,
take the machine down will probably be the best choice.

More generally, at each time period n = N + 1, N, N − 1, ...., 2, 1, the
Dynamic Programming recursion can be written in this way:

if zn = 1 and hence a decision is available to the controller:

dn(xn) = arg min
d

{
K0 + C

∗

n+1(xn, D), Kn+1(xn) + C
∗

n+1(xn, R)
}

(4.61)
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C∗
n(xn) = min

d
Cn(xn, d) = min

d

{
K0 + C

∗

n+1(xn, d) if d = D

Kn+1(xn) + C
∗

n+1(xn, d) if d = R
(4.62)

The expected cost-to-go C
∗

n+1(xn, d) can be rewritten in this way:

C
∗

n+1(xn, d) =
∑

xn+1

C∗
n+1(xn+1)Pr(Xn+1 = xn+1 | xn, d) (4.63)

If a decision is not available to the decision-maker, i.e. zn = 0, then no
immediate costs must be considered and Equations (4.61) - (4.63) are replaced
by

C∗
n(xn) =

∑

xn+1

C∗
n+1(xn+1)Pr(Xn+1 = xn+1 | xn, d) (4.64)

that can be rewritten in the following way

C∗
n






0
......
π




 = C∗

n+1






0
......
π∗




 (1 − rQ) + C∗

n+1






1
......
π∗




 rQ (4.65)

where π∗ = [1, 0, 0, ..., 0] assigns probability 1 to state 1 and 0 to all the other
states, since the machine comes back up after a quality repair.

In Section 4.4 some numerical results are shown. The Dynamic Programming
recursion is run for a given set of parameters and for a large enough time horizon.
It will be shown how the optimal decision rule will become a static rule, so that
it will depend only on the state vector xn and not on the index time n.

4.3.5 Derivation of the Prior Distribution

As already mentioned the distribution of the prior probabilities is obtained ana-
lytically. Since the analytical model must embody the decision rule obtained as
an output of the Dynamic Programming, and the prior probabilities constitute a
necessary input for obtaining this decision rule, it might be necessary to iterate
a few times until these probabilities stabilize.
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The analytical model (AM) is represented by a discrete-time, discrete-state
Markov chain like in Figure 4.4. Basically the AM corresponds to the Markov
process of Figure 4.1 used for modeling the machine dynamics, in which some
additive arcs α(i) connecting each one of the core states i to the maintenance
state M , have been added. The function of the additive arcs α(i) is to embody
the decision rule obtained by means of Dynamic Programming in order to get
a new “conditionated” prior distribution. In practice we need to determine the
probabilities of the sequences of observations that result in a decision to take
the machine down for maintenance, for each machine state.
So, let

Υ∗ = {Y : d∗(Y) = D} (4.66)

denote the set of all observation windows such that the optimal decision is to
take the machine down. Then, the probability α(i) that the system will be taken
down for maintenance when it is in state i is simply

α(i) =
∑

Y∈Υ∗

Pr(Y |Sn = i) (4.67)

for any given state i = 1, 2, ..., N . The probability Pr(Y |Sn = i) is a likelihood
that can be calculated by use of Bayes’ formula and by conditional indepen-
dence of the observations given the machine state, as shown in Equation (4.11).
Remind that during the observation process t ∈ {n, n − 1, ..., n − W + 1} the
machine state is unchanged. This hypothesis has the merit of reducing the
complexity of the calculations but it is likely to be violated when W is large.

Given all the control arcs probabilities {α(i)}, as well as the transition prob-
abilities associated with the original model, we just need to calculate the steady-
state probabilities for the controlled model. These, conveniently normalized, are
the prior probabilities that are fed into the Dynamic Programming recursion.
Once the DP problem is solved, a new decision rule may emerge with a new
set Υ∗. As above, that set would then yield a new prior distribution, and the
iterations would continue until convergence. The algorithm is characterized by
the following simple steps:

1. Initialize the prior probabilities for each internal state i: Pr(Sn = i) = 1
N

for each i = 1, 2...N ;

2. Run the Dynamic programming recursion to obtain a decision rule d(xn)
and a set Υ∗;
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Figure 4.4: Markov chain used for the calculation of the prior probabilities.

3. Define the α−coefficients, and calculate the steady state probabilities of
the AM for any given state i;

4. Use this steady state probabilities as the new input for the DP recursion
in order to get a new decision rule d(xn) and therefore a new set Υ∗;

5. Stop iterating if the decision rule at the iteration time t = t∗ is equal to
the decision rule at time t = t∗ − 1.

Note that this algorithm is quite simple to apply since the optimal decision rule
is a static rule. It means that it is only function of the posterior probability
state vector, and not of the index time n, allowing therefore for the calculation
of the steady-state probabilities.

4.4 Numerical Results

In this section we will present some of the result applied to a machine for which
the number of operating states (level of degradation) is N = 3, 4, and 5.

The set of parameters for the nominal model (costs and probabilities) is given
in Table 4.1.
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r 0.40

fn 0.01

fp 0.01

λ 0.01

Ko 75

Benefit of good production 100

Cost of bad production 10

Cost of false positive 10

Cost of false negative 200

Table 4.1: Costs and Probabilities

Note that λ in Table 4.1 denotes the mean tool life, in other words the
inverse of the mean time to failure. Each transition from state i to state i + 1 is
therefore geometrically distributed with mean p = λN . The yield (percentage of
conformities) is supposed to change linearly as a function of the machine state,
in order to keep constant total production rate PT and effective production rate
PE as shown in Chapter 3,

Y ield(i) = 1 −
i − 1

N − 1
for i = 1, 2, ..., N (4.68)

The distribution of the prior probability is obtained by iteration with an analyt-
ical model, as described in Section 4.3.5. Results are shown either for a perfect
and imperfect inspection machine. When inspections on the parts are supposed
to be imperfect, the probabilities of false positives and false negatives are those
ones shown in Table 4.1.

Results for a machine modeled with 3-levels of degradation, a pre-selected
window size W = 2 and perfectly accurate inspection machine are given in
Tables 4.2 - 4.3. In Table 4.2, are shown: the prior probabilities Pr(S = i)
(once stabilized) where i = 1, 2, 3; all the possible distinct values of the posterior
probability vector (π1, π2, π3); the static rule that must be taken in order to
optimize the system dynamic; the different sets of sequences of observations Y j

from which are derived the posterior probabilities. As we observe, the events
Y2 = [1, 0] and Y3 = [0, 1] are grouped into the same set (Υ2) since the state
of knowledge that the controller can get from them is the same. In Table 4.3
are shown: the transition matrix T = (tij) that governs the dynamic of the
information vector from πi at time n to πj at time n + 1, when the first element
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of the state vector zn = 1, i.e. the machine is not already down for quality repair;
and the α- coefficients, required for stabilizing the prior probabilities during the
iteration process.

For the given set of cost and parameters, the optimal decisions and expected
costs-to-go at selected times n are given in Figure 4.5. For these parameters
the results show that when the window is of size W = 2, taking the machine
down for quality maintenance is only optimal (at the steady state) when two
defects are detected in an observation window. The optimal decision when only
one defect is detected is to continue to run. Note that the optimal decision is
denoted by the colored columns.

Figure 4.5 shows a number of results that are intuitive. For example, towards
the end of the run (n = 90, 91, ..., 100), the optimal decision even when two
defects are observed in a window, is to let the machine continue running. This
is because the certain cost of maintenance exceeds the expected cost of making
some bad parts, particularly since the cost the controller incurs in taking the
machine down will not be ammortized by processing good parts once it would
be repaired. Indeed, after time period n = N , the system will shut down and
there is no reason to repair the machine if there is no need for more production.
In other words, the decision process suffers the terminating condition, towards
the end of the run. Note that the purpose of this exercise is to find a static rule,
in order to use steady state probability as a priori distribution.

Figure 4.5 also shows that the expected aggregate cost-to-go for decision
d = D is the same regardless of the information vector. This is because the
decision process is re-initialized each time the machine is taken down for quality
maintenance, so that the machine state prior to maintenance will not condition-
ate its future behaviour.

As already said, the optimal decision-rule becomes static over the index time
n, and it is only function of the posterior probability vector π(Yn).

As it can be observed in Table 4.2, when two defects are observed in a row,
the information vector π1 strongly suggests that the machine is operating in core
states 2 and 3. On the other hand, when zero defects are observed the posterior
probabilities π3 strongly suggest that the machine is operating in core state 1.
Finally, when only one defect is observed in a window of two observations, the
machine with probability one finds itself in core state 2. This result seems to be
misleading but in reality it can be easily justified.

In fact, we remind that the machine is modeled as 3-level degrading system,
where both the probability of false positive and false negative is zero and the

99



CHAPTER 4. IMPERFECT INFORMATION CASE: STATIC POLICY

Core state Prior π1 π2 π3

1 0,89882 0 0 0,97

2 0,098953 0,91743 1 0,03

3 0.0022264 0,082567 0 0

Rule D R R

# of defects in a window 2/2 1/2 0/2

Sets yn yn−1 # of defects in a window

Υ1 0 0 2/2

Υ2
1
0

0
1

1/2

Υ3 1 1 0/2

Table 4.2: Results for a machine modeled with 3-levels of degradation; a window
size W = 2 and perfect inspection.

yield is Y ield = [1, 0.5, 0] respectively for core state 1, 2 and 3. Since all the
likelihoods are calculated supposing that the machine state is unchanged during
the observation period, then the only possibility of observing either a defect
followed by a conform or a conform followed by a defect is when the machine is
processing parts in core state 2.

The main purpose now is to verify if the same results are confirmed by a larger
window. In Tables 4.4 - 4.5 are shown the results for the case in which the pre-
selected window size is W = 3, given the same set of parameters. The optimal

T Υ1 Υ2 Υ3

Υ1 0,51 0,49 0

Υ2 0,25 0,5 0,25

Υ3 0 0 1

α1 α2 α3

0 0.25 1

Table 4.3: Results for a machine modeled with 3-levels of degradation; a window
size W = 2 and perfect inspection.
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Figure 4.5: Results of the Dynamic Programming recursion
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decision rule suggests to take the machine down for quality repair as soon as we
observe only one bad part in a window. As we can observe the optimal policy
is not confirmed. This could be justified by the fact that a window size W = 2
is not long enough to catch changes in the yield. The difference between the
two situations is on the decision rule associated with the posterior probability
vector π2. Although the posterior probabilities are the same for both W = 2
and W = 3, the rule is different. The only thing that can make the difference is
therefore the transition matrix T , that regulates the dynamic of the information
vector. Note in fact that the second row of the matrix T is very different. Indeed,
when W = 2 the probability of transitioning from π2 to π3 is very high (0.25)
if compared to the case in which W = 3 (0.0833). This means that in the first
case there is a high probability to get two good observations in a window after
reaching core state 2, for which the information vector strongly suggests that
the machine is operating in core state 1. Naturally this situation does not reflect
faithfully the real situation.
Indeed the deterioration process is a one way process: once the machine has
reached state 2, it will never go back to state 1, that is of course a higher yield
state then the second one. This does not mean that the probability to get a
sequence of two good parts in a window cannot be so high, rather than two
consecutives “good”, observed after the machine has already entered state 2,
should be considered as “riskier” than two good parts in a window observed
when the odds suggest that the machine has not left state 1 yet. This situation
is not contemplated in the Dynamic Programming recursion, that at each period
n calculates the pay-off function only on the base of the state vector value, which
is the same each time two good parts are observed, independently of the history
of the system.

One of the solutions to this problem would be to modify the dynamic of the
information vector π in the DP recursion in order to keep track of the history of
the system. The other one, would be to take larger window sizes which for sure
will provide more reliability about the results.

In Tables 4.6 - 4.7 are shown results for the same case, when the window size
is respectively W = 4 and W = 5. The optimal decision rule for both situations
is to take the machine down for quality repair as soon as one defect is detected
in a window. In other words, the optimal policy is to take the machine down
once the machine has left core state 1 to enter core state 2. As we can observe
the values of the prior probabilities, the information vectors and the transition
matrix are pretty similar for W = 3, 4, 5 and the difference becomes smaller as
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Core state Prior π1 π2 π3

1 0,96687 0 0 0.9957

2 0,033088 0,97 1 0.0042

3 0 0,03 0 0

Rule D D R

# of defects in a window 3/3
2/3
1/3

0/3

Sets yn yn−1 yn−2 # of defects in a window

Υ1 0 0 0 3/3

Υ2

1
0
1
0
1
0

0
1
1
0
0
1

0
0
0
1
1
1

2/3
1/3

Υ3 1 1 1 0/3

Table 4.4: Results for a machine modeled with 3-levels of degradation; a window
size W = 3 and perfect inspection.

T Υ1 Υ2 Υ3

Υ1 0,51456 0,48544 0

Υ2 0,08333 0,83333 0,08333

Υ3 0 0,002125 0,99788

α1 α2 α3

0 0.875 1

Table 4.5: Results for a machine modeled with 3-levels of degradation; a window
size W = 3 and perfect inspection.
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Core state Prior π1 π2 π3

1 0,969 0 0 0.99801

2 0,030946 0,97087 1 0.001992

3 0 0,029126 0 0

Rule D D R

# of defects in a window 4/4
3/4
2/4
1/4

0/4

T Υ1 Υ2 Υ3

Υ1 0,51456 0,48544 0

Υ2 0,035714 0,92857 0,035714

Υ3 0 0.000996 0.999

α1 α2 α3

0 0.9375 1

Table 4.6: Results for a machine modeled with 3-levels of degradation; a window
size 4 and perfect inspection.

we enlarge W . Although it is not explicitely reported here, the optimal policy
does not change for values of W larger than five, like six, seven or eight. All this,
confirms the fact that from enlarging the window size the controller can gather
more information, but exceeding a certain level will not considerably improve
his state of knowledge.

On the other hand, using very large winodws might not be very reliable.
In fact we do expect that there will be a threshold after which the optimal
policy starts to change again. The explanation to this phenomenon has to be
assigned to the way the likelihoods are derived. Indeed it has been supposed
that no changes of the internal state are allowed within a pre-selected window.
Obviously, this assumption gets stronger as long as the window size and the
number of core states get larger.

Tables 4.8-4.11 show numerical results obtained for a 3-level degrading ma-
chine when the inspection is not perfectly accurate. When W = 5, 6, 7 (and
even more), taking the machine down for quality repair is optimal when at least
three defects in a window are detected.
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Core state Prior π1 π2 π3

1 0,969 0 0 0.99903

2 0,030946 0,97087 1 0.00966

3 0 0,029126 0 0

Rule D D R

# of defects in a window 5/5

4/5
3/5
2/5
1/5

0/5

T Υ1 Υ2 Υ3

Υ1 0,51456 0,48544 0

Υ2 0,016667 0,96667 0,016667

Υ3 0 0.000483 0.99952

α1 α2 α3

0 0.96875 1

Table 4.7: Results for a machine modeled with 3-levels of degradation; a window
size 5 and perfect inspection.

Prior π1 π2 π3 π4 π5 π6

0,94418 0 0,00001 0,00054 0,05061 0,84069 0,99809

0,055 0,68659 0,99540 0,99942 0,94939 0,15931 0,00191

0 0,31341 0,00459 0,00005 0 0 0

Rule D D D R R R

# of defects 5/5 4/5 3/5 2/5 1/5 0/5

Table 4.8: Results for a machine modeled with 3-levels of degradation; a window
size 5 and imperfect inspection.
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Prior π1 π2 π3 π4 π5 π6 π7 π8

0,96 1,84E-11 3,27E-09 3,26E-07 3,23E-05 0 0,24 0,97 1

0,04 0,55 0,99 1 1 1 0,76 0,03 0

0 0,45 0,01 8,27E-05 8,36E-07 8,41E-09 6,48E-11 2,66E-14 2,80E-18

Rule D D D D D R R R

# of defects 7/7 6/7 5/7 4/7 3/7 2/7 1/7 0/7

Table 4.10: Results for a machine modeled with 3-levels of degradation; a window
size W = 7 and imperfect inspection.

W α1 α2 α3

5 9.85E-06 0.5 0.9999

6 1,96E-05 0,66 1

7 3,40E-05 0,77 1

Table 4.11: α- coefficients for a 3 - levels degrading machine, with imperfect
inspection.

Prior π1 π2 π3 π4 π5 π6 π7

0,95651 8,77E-10 1,40E-07 1,39E-05 0 0,12 0,93 1

0,043049 0,62 0,99 1 1 0,88 0,07 0

0.00044394 0,38 0,01 6,34E-05 6,40E-07 5,69E-09 4,50E-12 4,93E-16

Rule D D D D R R R

# of defects 6/6 5/6 4/6 3/6 2/6 1/6 0/6

Table 4.9: Results for a machine modeled with 3-levels of degradation; a window
size W = 6 and imperfect inspection.

The decision rule is therefore getting more conservative due to the unrelia-
bility of the inspection machine, so that before taking the machine down, more
defects must be observed in comparison with the perfect inspection case.

The increased uncertainty of the system due to the inaccuracy of the the
inspection machine has also the effect of decreasing the capability of the model
to catch a stabilized prior distribution for smaller window sizes. As already
said, the prior probabilities are obtained after a few iterations with an analitycal
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model that embody the decision rule. This process is intended to converge at
the steady state in order to obtain a stabilized prior distribution and hence a
stabilized decision rule.

In the end we can say that, the level of uncertainty of the system grows with
the number of levels of degradation that represent the machine dynamic and
with the error of the inspection machine. The way the model responds to this
increased level of uncertainty is its decreasing capability: larger window sizes
are required before convergence is achieved in the effort of stabilizing the prior
distribution; larger window sizes are required before the policy starts to stabilize,
i.e. the threshold after which the information gathered by the controller starts
to be redundant.

In Figure 4.6 are shown some of the numerical results for a 4-level degrading
machine, for both the case of perfect and imperfect inspection. All the consid-
erations made above are confirmed.

For the case in which the inspection machine is perfectly accurate it can be
observed that the convergence of the prior distribution is achieved for values of
W = 3. The optimal decision rule for this case is “take the machine down when
three defects on a window are detected”. Larger windows (W = 4, 5, 6) do not
confirm this result: the optimal policy suggests taking the machine down when
at least two defects in a window are observed, so that W = 4 seems to be the
threshold after which the policy also starts to stabilize.

For the case in which the inspection machine is not perfectly accurate, the
system will suffer this further source of uncertainty and the model will respond
requiring larger values for the window size. Both the prior distribution and the
optimal policy stabilize for W ≥ 4. The optimal policy corresponds to “take
the machine down” when at least three defects are detected in an observation
window.

In Figure 4.7 are shown some of the numerical results for a 5-level degrading
machine. There is no need for further comments to explain them.

4.5 Remarks

This chapter provides a model for dealing with the preventive maintenance con-
trol policy issue when the internal states of the process are not directly observable
by the controller.

The model presents an innovative contribution to the POMDP theory since
it makes use of a finite moving window W of the most recent observations. This
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Figure 4.6: Optimal policy for a 4-levels degrading machine.

Figure 4.7: Optimal policy for a 5-levels degrading machine.
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expedient allowed us to enumerate the space in which the information vector
takes on value and then to facilitate the search of the optimal control policy.
We showed in fact that, contrarily to what happens in a standard POMDP for-
mulation, the dynamic of the information vector is governed by a discrete-time,
discrete-state Markov process, reducing considerably the complexity related to a
continuous state space. Research to date has been limited to find some structural
property for solving unrealistic problem modeled by no more than three levels of
degradation. The model here presented provides an expedient for dealing with
N - level degrading systems.

The chapter presents also some numerical results for the cases in which the
machine is modeled as a 3, 4 and 5-level degrading system. Results showed that,
when the uncertainty of the system increases, due to the increasing number of
levels of degradation or to the inaccuracy of the inspection machine, the model
responds requiring larger values of the window size in order to get a stabilized
prior distribution and a stabilized decision rule. This phenomenon is absolutely
intuitive, in fact the window of the most recent observations provides the in-
formation vector, that is the state of knowledge upon which the decision-maker
has to take his decision. Naturally, the information required by the controller
increases as long as the uncertainty that characterize the system grows up.

On the other hand, using larger window sizes might not be very reliable, since
we have supposed that the machine state is unchanged during the observation
window. Obviously, this assumption is more likely to be violated when N and
W get larger.

Since the only limitation to this model seems to be the impossibility in using
a very large window of the most recent observations, this limitation has therefore
to be seen as a clue for the next future extensions. In the next chapter a model
allowing for the possibility of state changes during the observation process is
presented.
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Chapter 5

Imperfect Information Case:

Dynamic Policy

5.1 Description and Model Assumptions

The purpose of this chapter is to derive an optimal control rule for when to take
a machine down, based upon the inspection of recent products and the time
elapsed since the end of the last maintenance cycle, by means of Dynamic Pro-
gramming. The model is an extension of the previous one, described in Chapter
4 and it considers a moving window W made of the most recent observations;
the possibility of state changes in the underlying Markov chain during the ob-
servation process; a time based scheduled maintenance rule. The costs incurred
include state occupancy costs and the costs of preventive maintenance. It will
be shown how the optimal policy turns to be static as a function of the DP index
time n, and to be dependent only on the posterior probability vectors and on
the time elapsed since the end of the most recent maintenance cycle.

We concentrate upon a maintenance model for a single system represented as
a discrete-state, discrete-time Markov process under the following assumptions:

1. The system can be observed in N states, where state 1 describes a new
system, states 2, 3, ..., N − 1 represent degrees of increased deterioration
caused by wear, and state N is the final state. State N is not necessar-
ily a complete failure, but may just be a malfunction that causes highly
inefficient operating conditions.

2. The system’s holding time in state i before making a transition to state
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j is geometrically distributed. It is assumed that j ≥ i, i.e. the aging
process is a one way process and state N is an absorbing state.

3. Quality repairs are not istantaneous. The time spent in maintenance cycle
is geometrically distributed with Mean Time to Repair (MTTR) 1

rQ
.

4. When the system is in state i, i = 1, 2, ..., N , a state occupancy cost Ai

per time unit is considered.

5. If a preventive maintenance cycle is performed, the system incurs a fixed
cost K0.

6. A penalty cost K1 � K0 may incur each time the machine enters the state
of malfunction N .

7. The inspection machine is considered to be not perfectly accurate, so that
good parts might be identified as bad (probability of false posistive fp)
and vice versa (probabilty of false negative fn).

8. A pre-selected moving window made of the most recent W observations is
considered for the calculation of the posterior probability vectors.

9. A joint preventive maintenance and time based scheduled maintenance
policy is considered. If t ≥ H time units have passed since the last quality
failure was fixed, the system is taken down regardless of what the controller
has been observing. H is a parameter known to the decision-maker.

The objective is to minimize the total expected costs by means of Dynamic
Programming. At any time n of the DP recursion, two actions are available to
the decision-maker: “taking the machine down” or “letting the machine run”.

5.2 Assessing the Costs

As for the model described in Chapter 4, the costs incurred by choosing each
control policy are:

• Fixed costs;

• Recurring costs.
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More specifically, the costs incurred for taking a machine down for quality main-
tenance include:

• Shut-down cost;

• Service cost;

• Start-up cost;

• Cost of lost productivity.

Of these, the first three are fixed costs that incur each time maintenance is
performed. The last one is a per cycle cost that depends on the machine state
and on the time spent in quality repair.
The expected recurrent or occupancy cost Ai of allowing a machine to remain
operational include:

• Expected benefit of good productivity, i.e. good parts inspected as good;

• Expected cost of bad productivity, i.e. bad parts inspected as bad, which
must be scrapped or re-worked;

• Expected cost of false positives, i.e. mis-identifying a good part as defec-
tive, which must be scrapped or re-worked. Furthermore, an opportunity
cost for not selling a good part must be considered;

• Expected cost of false negatives, i.e. mis-identifying a defective part as a
good part, which is allowed to reach the customer.

For more details about the costs, we send to Section 4.2.

5.3 The Dynamic Programming

5.3.1 The Information Vector

As well known, the information vector has to convey the state of knowledge
upon which to take the decision at any time n of the DP recursion. For this
new model, the information vector will be comprised of a variable zn, denoting
whether or not the machine is currently down for maintenance; the posterior
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probability vector π; and a variable tn denoting the amount of time elapsed
since the end of the most recent maintenance cycle. We therefore define the
information vector as:

xn =




zn

........
π(Yn, tn)

........
tn




(5.1)

where the variable tn has to convey all the information prior to n − W + 1, i.e.
prior to the observation process; and Yn = {yn, yn−1, .....yn−W+1} conveys the
information upon the most recent W time steps, i.e. the observation process.
Since the machine will be taken down for scheduled maintenance, if it has been
running without interruption during the last H time steps, then

tn ∈ {1, 2, ....,H} if n ≥ H (5.2)

tn ∈ {1, 2, ...., n} if n < H (5.3)

The posterior probability vector is, of course, dependent on the variable tn

through the prior distribution, and represents the probability that at time n,
the state of the internal process is Sn, given that Yn has been observed and
tn time steps has passed since the maintenance state was left. The posterior
probability vector can be represented therefore as

π(Yn, tn) =




Pr(Sn = 1 | Yn, tn)
Pr(Sn = 2 | Yn, tn)

...

...
P r(Sn = N | Yn, tn)




(5.4)

In Chapter 4, the posterior probabilities were derived by use of Bayes’ Theorem
in the following way:

Pr(Sn = i | Yn) =
Pr(Yn|Sn = i)Pr(Sn = i)

∑N
j=1 Pr(Yn|Sn = j)Pr(Sn = j)

(5.5)

where, assuming that Sn = s during the window t ∈ {n, n − 1, n − W + 1}, the
likelihood can be derived as
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Pr(Yn|s) = Pr(yn|s)Pr(yn−1|s) · · · Pr(yn−w+1|s) (5.6)

Our first order of business now, is to derive a formulation for calculating the
posterior probabilities, relaxing the hypothesis of no state changes during the
observation window. What we want is therefore:

Pr(Sn = i|yn, yn−1, ...., yn−w+1, tn) (5.7)

that is, the probability that at time n, the state of the underlying Markov process
is i, given that the decision-maker has been observing Yn, and tn time units have
passed since the end of the last maintenance cycle. Making use of Bayes rule,
we can write therefore that

Pr(Sn = i|Yn) =
Pr(Sn = i, yn|yn−1, ...., yn−w+1, tn)

Pr(yn|yn−1, ...., yn−w+1, tn)
(5.8)

The numerator of Equation (5.8), can be derived as follows:

Pr(Sn, yn|yn−1..., yn−w+1, tn) = (5.9)

= Pr(yn|Sn, yn−1..., yn−w+1, tn) · Pr(Sn|yn−1..., yn−w+1, tn)

where we omitted the index i for ease of notation. The first term of Equation
(5.9) can be derived by conditional independence of the observations given the
machine state, so that

Pr(yn|Sn, yn−1..., yn−w+1, tn) = Pr(yn|Sn) (5.10)

in other words, the probability of observing a defective or a good part is de-
pendent only on the machine state, and not on the observations or the time tn.
More specifically,

Pr(yn|Sn = i) =

{
(1 − fn)gi + f p(1 − gi) if yn = 0
fngi + (1 − f p)(1 − gi) if yn = 1

(5.11)

where fn denotes the probability of false negatives; f p the probability of false
positives; and gi the percentage of non-conformities when the state is i. The
last term of Equation (5.9) can be derived making use of the Total Probability
Theorem, expanding all over the states at time n − 1, so that
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Pr(Sn = i|yn−1, ..., yn−w+1, tn) = (5.12)

=

N∑

j=1

Pr(Sn = i, Sn−1 = j|yn−1, ...., yn−w+1, tn)

=
N∑

j=1

Pr(Sn = i|Sn−1 = j)Pr(Sn−1 = j|yn−1, ...., yn−w+1, tn)

In the end, substituting everything into Equation (5.9) we obtain the numerator
of Equation (5.8) as follows

Pr(Sn = i, yn|yn−1, ...., yn−w+1, tn) = (5.13)

= Pr(yn|Sn = i)
N∑

j=1

Pr(Sn = i|Sn−1 = j)Pr(Sn−1 = j|yn−1, ...., yn−w+1, tn)

= Pr(yn|Sn = i)
N∑

j=1

pjiPr(Sn−1 = j|yn−1, ...., yn−w+1, tn)

The denominator of equation (5.8) is the numerator expanded over all the in-
ternal states, so that:

Pr(Sn = i|Yn, tn) =
Pr(yn|Sn = i)

∑N
j=1 pjiPr(Sn−1 = j|yn−1, ...., yn−w+1, tn)

∑N
k=1 Pr(yn|Sn = k)

∑N
j=1 pjkPr(Sn−1 = j|yn−1, ...., yn−w+1, tn)

(5.14)

where Pr(Sn = i | Yn, tn) is the probability that at time n the internal state is
i, conditioned to the observations Yn and to the time tn; Pr(yn|Sn = i) is the
conditional probability of observing output yn given that the core state is i; pji

is as usual the transition probability from state j to state i of the underlying
Markov process; Pr(Sn−1 = j|yn−1, ...., yn−W+1, tn) is the probability that at
time n − 1 the machine was in state j, given that the sequence Yn−1 had been
observed and tn − 1 time units ago the machine left the maintenance state.
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Since we are still making use of a finite window, the posterior probability
can be calculated recursively. Let’s suppose in fact that a window size W = 3
is preselected and that the history at time n is denoted by the vector

Yn = {yn, yn−1, yn−2} = {1, 1, 0} (5.15)

then, for any given internal state i, the posterior state probabilities at time n,
n − 1, and n − 2 is:

Pr(Sn = i|1, 1, 0) =
Pr(yn = 1|Sn = i)

∑N
j=1 pjiPr(Sn−1 = j| 1, 0, tn − 1)

∑N
k=1 Pr(yn = 1|Sn = k)

∑N
j=1 pjkPr(Sn−1 = j| 1, 0, tn − 1)

(5.16)

Pr(Sn−1 = i|1, 0) =
Pr(yn−1 = 1|Sn−1 = i)

∑N
j=1 pjiPr(Sn−2 = j| 0, tn − 2)

∑N
k=1 Pr(yn−1 = 1|Sn−1 = k)

∑N
j=1 pjkPr(Sn−2 = j| 0, tn − 2)

(5.17)

Pr(Sn−2 = i| 0) =
Pr(yn−2 = 0|Sn−2 = i)

∑N
j=1 pjiPr(Sn−3 = j | tn − 3)

∑N
k=1 Pr(yn−2 = 0|Sn−2 = k)

∑N
j=1 pjkPr(Sn−3 = j | tn − 3)

(5.18)

where Pr(Sn−3 | tn − 3) is the prior probability at time n − 3, conditioned to
the fact that tn − 3 time units ago the machine was repaired. In this way we
just need to calculate Equation (5.18), and put the result into Equation (5.17)
to finally derive Equation (5.16). Everything, of course, for any given state
i = 1, 2, ..., N .

The advantage is that we update the posterior probability step by step over
the window t ∈ {n, n − 1, n − W + 1}, keeping in consideration the possibility
of state changes, and therefore keeping track of the dynamic of the internal
process through the transition probabilities pij.

The prior distribution in Equation (5.18) is known and has not to be derived
by iteration with an analytical model. In fact,

Pr(Sn−W |tn − W ) = π∗ · P tn−W (5.19)

where P = {pij} is the transition matrix that governs the underlying Markov
chain, and π∗ = [1, 0, ...0] is the information vector right after leaving the main-
tenance state that assigns probability 1 to the first operating state and 0 to all
the other states.
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Figure 5.1: Deriving the posterior probability vector

Figure 5.1 illustrates the procedure for deriving the posterior probability vec-
tor. Given that the DP index time is n, and that the window Yn = {0, 0, 1, 0}
has been observed, the decision-maker only needs to calculate the prior proba-
bilities up to time n − W , and to update this “knowledge” recursively by use of
Bayes rule to obtain the posterior probabilities at time n. Note that the calcu-
lation of the prior distribution has to be made for any possible tn, and that only
the history after the “Run” point has to be taken in consideration.

As already mentioned, past work has based decisions upon the entire history
of observations, {yn, yn−1, ....., y1}. As n gets larger, this results in ever finer
set of distinct posterior probabilities, and as n → ∞ the set becomes dense.
Here, however, we only consider a posterior distribution that is derived upon
a moving window that includes the most recent W observations and a prior
distribution that has to convey the information up to n − W . The calculation
of the posterior probabilities at time n, is therefore the result of an updating
process of the knowledge a priori that the controller has before observing the
output Yn = {yn−W+1, .....yn−1, yn}. Since W is finite, and both zn and tn take
values on a countable space, this results in a finite number of distinct information
vector xn for each n. Specifically for n ≥ H, the number of distinct xn is
2 ×H×2W ; for n < H is 2 × n × 2W . Remind that the Dynamic Programming
recursion is going backward, and that at any time n, it is not known how much
time has elapsed since the system left the maintenance state, so that we need to
enumerate all the possibilities through the variable tn.

5.3.2 Dynamic Evolution of the Information Vector

Once again, we need to specify how the information vector evolves over time.
In fact, in a Dynamic Programming problem, each optimal decision minimizes
not the immediate expected cost but the total expected cost for the remainder
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of the optimization horizon.
The purpose is therefore to determine the evolution from xn to Xn+1 (cap-

ital letters denoting a random variable and not its realization) as expressed in
Equation (5.20):

xn =




zn

........
π(Yn, tn)

........
tn




→ Xn+1 =




Zn+1

........
Π(Yn+1, tn+1)

........
Tn+1




(5.20)

Let rQ denote the probabilty that maintenance is completed during any given
time period, then:

Zn+1 =






{
0 with probability 1 − rQ

1 with probability rQ

}
if zn = 0





0 if d = D
1 if d = R
0 if tn = H



 if zn = 1

(5.21)

Π(Yn+1, tn+1) =

{
π∗ if zn = 0
T (π(Yn, tn), yn+1, d) if zn = 1

(5.22)

Tn+1 =






1 if zn = 0
1 if tn = H
tn + 1 if zn = 1

(5.23)

Equation (5.21) says that if the machine is currently down for maintenance, then
it will come up during the current cycle with probability rQ or remain down
with probability 1−rQ. Otherwise, if the machine is currently operational, then
the decision-maker has the option of taking it down for maintenance or letting it
continue to run, unless tn = H and it is time to perform a scheduled maintenance
cycle. In Equation (5.22) the posterior distribution is set to be π∗ = [1, 0, ..., 0]
when zn = 0 so that the state vector is properly initialized when the machine
comes back up. Equation (5.23) says that, if the machine is currently down then
when it will come back up only 1 time unit has passed since the maintenance
state was left; if it is currently operational then tn is augmented by one unit,
unless tn = H and the machine is abruptely taken down for scheduled maintence.

For the case in which tn < W , the system of equations that follows must be
added to the set of equations in (5.21)-(5.23):
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Xn+1 =





Zn+1 = 1
Π(Yn+1, tn+1) = T (π(Yn, tn), yn+1, R)
Tn+1 = tn + 1

(5.24)

In fact, when tn < W the first window of the most recent observations has
not been taken yet, and the controller is forced to let the machine run until
W observations are available for a meaningful choice. During all this period,
for 1 ≤ tn ≤ W , the posterior probabilities are obtained updating step by step
the prior probability vector π = π∗, like shown in Equations (5.16)-(5.18). At
any time, since the output of the process is a boolean variable (good/bad), the
number of posterior vectors increases as 2tn . An example will clarify this issue.

Let us suppose that a window of size W = 3 is preselected and that at
time n = n∗ the machine has just come back up from maintenance, so that
tn∗ = 1. Then, the action chosen at n = n∗ is by default d = R, and the
posterior probability vectors are based on the prior π∗ = [1, 0, ..., 0], updated by
the observation of one good or one bad part. Since tn∗ < W , then Zn∗+1 = 1
and Tn∗+1 = tn∗ + 1 = 2. At this point one more observation is available to the
controller, so that four possible sequences could have been observed and therefore
four distinct posterior probability vectors are determined. Each one of this
vectors is calculated, updating the posterior probabilities of the previous time
step by the fact that one more observation is available. Since tn∗+1 = 2 is still less
than W , the action is d = R, and as a result Zn∗+2 = 1 and Tn∗+2 = tn∗+1+1 = 3.
This time, since 3 observations are available to the decision-maker, a meaningful
choice can be taken.

Our task now is to determine T (π(Yn, tn), yn+1, d), i.e. the relationship be-
tween the current posterior probability and the next one, given the latest obser-
vation and the decision-maker’s action. Obviously, if the action chosen by the
controller is d = D, then Π(Yn+1, tn+1) = π∗ for any tn and Yn . If the decision
is d = R, then we need to make some more considerations.

As mentioned earlier, for any finite W and any value of tn, there is only a
finite number of distinct posterior probability vectors conditioned on the window
of observations and on the prior distribution. The number of distinct posterior
probability vectors is therefore for each value of tn, m = 2W . Let

PN,W (tn) =
{
πi(tn) : i = 1, 2, ....., m

}
(5.25)

denote the set of distinct posterior probability vectors, when tn time units have
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elapsed since the last maintence cycle was left. Then, the transition from πi(tn)
to πj(tn+1) is given by πj(tn+1) = T (πi(tn), y, d) where y is the current observa-
tion. Since the information vector obeys a discrete-time, discrete-state Markov
process, this relationship can be expressed in terms of transition probabilities.
Note that, this time, the Markov process is not anymore homogeneous, and this
relationship is therefore dependent on time. The probability tij(tn) of transi-
tioning from πi(tn) to πj(tn+1) is given by:

tij(tn) = Pr(Y
′

|Y, tn) (5.26)

Note that Pr(Y
′

|Y, tn) = 0 if Y
′

and Y do not have the requisite element in
common. Specifically, if Y = {y1, y2, ....yW} and Y

′

=
{
y

′

1, y
′

2, ....y
′

W

}
, then it

must be hold that y
′

2 = y1, y
′

3 = y2, and so forth until y
′

W = yW−1. Otherwise
the transition probability is identically zero. Otherwise,

Pr(Y
′

|Y, tn) = Pr(yn+1|yn, yn−1, ....yn−w+1, tn)

=
N∑

i=1

Pr(yn+1, Sn+1 = i|Y, tn)

=

N∑

i=1

Pr(yn+1|Sn+1 = i,Y, tn)Pr(Sn+1 = i|Y, tn) (5.27)

=
N∑

i,j=1

Pr(yn+1|Sn+1 = i)Pr(Sn+1 = i, Sn = j | Y, tn)

=
N∑

i,j=1

Pr(yn+1|Sn+1 = i)Pr(Sn+1 = i|Sn = j)Pr(Sn = j|Y, tn)

=

N∑

i,j=1

Pr(yn+1|Sn+1 = i)pjiPr(Sn = j|Y, tn)

where we made use of the Total Probability Theorem and of the conditional
independence of the observations given the machine state. The last term in
Equation (5.27) is the posterior probability, that is the element j of the vector
πi(tn); pji is the element of the transition matrix that governs the internal pro-
cess; and Pr(yn+1|Sn+1 = i) is the probability of observing a good part or a bad
part given the machine state and, as already shown, it is simply
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Pr(yn+1|Sn+1 = i) =

{
(1 − fn)gi + f p(1 − gi) if yn+1 = 0
fngi + (1 − f p)(1 − gi) if yn+1 = 1

(5.28)

Substituting everything into Equation (5.26), we obtain the transition probabil-
ity tij(tn).

5.3.3 The Dynamic Programming Recursion

The recursion is initialized at C
∗

N+1(xN , d) = 0 for all the possible states xN and
decisions d, although an additional cost for terminating in state i can be easily
considered. We remind that xn indicates the state vector of the DP recursion
that is function of the variable zn, the posterior probability vector π(Yn, tn) and
of course the variable tn.

At each time period n = N+1, N, N−1, ...., 2, 1, the Dynamic Programming
recursion can be written in this way:

if zn = 1 and tn ≥ W , a meaningful choice is available to the controller:

dn(xn) = arg min
d

{
K0 + C

∗

n+1(xn, D); Kn+1(xn) + C
∗

n+1(xn, R)
}

(5.29)

C∗
n(xn) = min

d
Cn(xn, d) = min

d

{
K0 + C

∗

n+1(xn, d) if d = D

Kn+1(xn) + C
∗

n+1(xn, d) if d = R
(5.30)

The expected cost-to-go C
∗

n+1(xn, d) can be rewritten in this way:

C
∗

n+1(xn, d) =
∑

xn+1

C∗
n+1(xn+1)Pr(Xn+1 = xn+1 | xn, d) (5.31)

If zn = 1 and tn < W , then the decision is by default d = R, since a whole
window of observations must be available for a decision:

dn(xn) = R ∀ xn (5.32)

C∗
n(xn) = Kn+1(xn) + C

∗

n+1(xn, R) (5.33)
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C
∗

n+1(xn, d) = C
∗

n+1(xn, R) =
∑

xn+1

C∗
n+1(xn+1)Pr(Xn+1 = xn+1 | xn, R) (5.34)

If a decision is not available to the decision-maker, i.e. zn = 0, then no immediate
costs must be considered and Equations (5.29)-(5.31) are replaced by:

C∗
n(xn) =

∑

xn+1

C∗
n+1(xn+1)Pr(Xn+1 = xn+1 | xn, d) (5.35)

that can be rewritten as follows:

C∗
n







zn = 0
....

π ∈ PN,W (tn)
....
tn







= C∗
n+1







zn+1 = 0
....
π∗

....
tn+1 = 1







(1−rQ)+C∗
n+1







zn+1 = 1
....
π∗

....
tn+1 = 1







rQ

(5.36)

Some numerical results are shown in the next section. The Dynamic Pro-
gramming recursion is run for a given set of parameters and for a large enough
time horizon. It will be shown how the optimal decision rule will become a static
rule, so that it will depend only on the posterior probability vector π and on the
time elapsed since the end of the last maintenance t.

5.4 A Numerical Example

In this Section some numerical results are shown. The Dynamic Programming
recursion is run for a given set of parameters (see Tables 5.1 and 5.2)1 and for a
large enough time horizon. It will be shown how the optimal decision rule will
become a static rule, so that it will depend only on the state vector xn and not
on the time index n.

Figures from 5.2 to 5.6 show how prior and posterior state probabilities
change as a function of the time since last maintenance cycle was completed.

1Note that in Table 1, λ represents the aging factor, i.e. the mean system life. Each
transition pij from state i to state j of the Markov chain is therefore pij = Nλ.
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r 0.40

fn 0.01

fp 0.01

λ 0.05

Ko 75

Benefit of good production 100

Cost of bad production 10

Cost of false positive 10

Cost of false negative 200

Number of operational State 3

Observation window size 2

H (Scheduled Maint.) 50

Length of DP 200

Table 5.1: Set of parameters for the nominal model.

Internal State Yield

1 1.00

2 0.50

3 0

Table 5.2: Percentage of conformities as a function of the internal state.
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Figure 5.2: Prior state probabilities as a function of time

More specifically, Figure 5.2 represents the prior state probabilities, while Fig-
ures 5.3 - 5.6 represent the posterior state probabilities calculated in correspon-
dence with each possible sequence of observations. Note that a good observation
is represented by a 1, a bad one by a 0. As it can be observed, both prior and
posterior probabilities associated with state 1 decrease geometrically as a func-
tion of time. The probability associated with being in state 2 initially increases
and then decreases, while the probability state 3 increases monolitically over
the time as a consequence of the aging effect and regardless of the sequence ob-
served. An exception to this behaviour is present in Figures 5.3 and 5.4, where
the sequences observed are respectively Y = {0, 0} and Y = {1, 0}. In fact, in
correspondence to those sequences the probability of being in state 1 is negligible
even for very small values of t.

All the figures by the way, show pretty well how the aging process is a one
way process, and the last operating state is an absorbing state.

Tables 5.3 and 5.4 show some of the results of the DP recursion, where
the decisions “let run” or “take down” correspond respectively to the boolean
values 1 or 2. The optimal decision is shown as a function of the variable t, of
the DP time index n, and of course, of the distinct sequences of observations.
As already mentioned, the decision rule becomes a static rule for decreasing
values of n, so that it depends only on t, i.e. a factor of aging, and on what
we have been observing during the last W time steps. As would have been
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Figure 5.3: Posterior state probabilities as a function of time, when sequence
{0, 0} is observed

Figure 5.4: Posterior state probabilities as a function of time, when sequence
{1, 0} is observed
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Figure 5.5: Posterior state probabilities as a function of time, when sequence
{0, 1} is observed

Figure 5.6: Posterior state probabilities as a function of time, when sequence
{1, 1} is observed
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expected, towards the end of the run, the optimal decision rule is always to
allow the machine continue to run. This is because the cost that the controller
incurs in taking the machine down will not be ammortized by processing good
parts once it will be repaired (remind that after time period n = N the system
will shut down). Observe that, for ease of notation, only the progressions in
correspondence to values of t for which there is a change of the policy are shown.
So that, for t ∈ {2, 3, 4} the policy is the same as in correspondence to t = 1;
for t ∈ {6, 7, ...., 16} the policy is the same as in correpondence to t = 5 and so
on.

In Figure 5.7 is represented a decision diagram that synthesize the structure
of the optimal policy. The vertical axis is time (since the system left the main-
tenance state), and the horizontal axis is the window of observations in the form
Yn = {yn−W+1, ..., yn−1, yn}, i.e. the most recent observation is to the right. A
defective part is 0, a good part is 1. Grey means that a decision is taken to
bring the machine down. White means a decision is taken to let the machine
keep running.

For small values of t, the decision is always to allow the machine continue
to run regardless of what we observe. In fact, even if two consecutive bad parts
are inspected, the machine is very likely to be in core state 1 or 2. Observing
two bad parts could have been the effect of a not accurate inspection or just
misfortune. When t gets larger, the policy becomes more conservative and the
situation in this case is overturned: observing good parts is just lucky or it is the
effect of an unreliable inspection. Note that, observing a bad part followed by
a good one implies a less conservative rule than observing a good part followed
by a bad one.

5.5 The Pre-Posterior Analysis

In a Bayesian theoritical framework it is good to distinguish between

• Posterior Analysis: the optimal action to choose in order to minimize the
total expected risk if a given data point is observed;

• Pre-Posterior Analysis: how much the decision-maker would be willed to
pay for a new data point.

Obviously, the results of pre-posterior analysis very much depend on how valu-
able is the information that a new data point will convey and how risky it is
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Table 5.3: Results of the DP recursion for the nominal model. 1 represents
“Run”; 2 represents “Down”.

128



CHAPTER 5. IMPERFECT INFORMATION CASE: DYNAMIC POLICY

Table 5.4: Results of the DP recursion for the nominal model. 1 represents
“Run”; 2 represents “Down”.
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Figure 5.7: Decision diagram for the nominal model with N = 3.
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Figure 5.8: Optimized expected total cost-to-go as a function of time

to wait for a new data point. Since the future is affected by uncertainty, the
decision-maker will compare the cost of getting a new data point with respect
to the expected revenue if a new data point is collected. In other words, pre-
posterior analysis is strictly correlated to posterior analysis, since the expected
revenue is nothing but the expectation of the posterior analysis over all the
possible outcomes of the new data point.

In our case, it would be very useful to calculate the expected total cost of
operating the equipment before actually observing a single data point. In other
words, it could be possible to use pre-posterior analysis to evaluate the optimal
decision rule before it is actually applied. In this way, the optimal expected cost
for each sequence of observations characterizing the DP state vector, is weighted
by the probability of observing that given sequence.

More specifically, for any tn ∈ {1, 2, ..., H},

TC∗(tn) =
∑

Yn

C∗
n(Yn)Pr(Yn) (5.37)

where TC∗(tn) represents the Optimized Expected Total Cost-to-Go for running
the equipment from time n to the end of the DP horizon, if tn time units ago the
maintenance cycle was left; Pr(Yn) is the marginal probability of observing the
sequence Yn; and C∗

n(Yn) is the common pay-off function of the DP recursion
defined as follows
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C∗
n(Yn) = min

d
Cn(Yn, d) = min

d

{
K0 + C

∗

n+1(Yn, d) if d = D

Kn+1(Yn) + C
∗

n+1(Yn, d) if d = R
(5.38)

Since we run the DP recursion for an arbitrarily long enough horizon, we take
the values of the expression in (5.37) in correspondence to n = 1, that is at the
end of the horizon where for sure the optimal policy has become static.

Figure 5.8 shows the optimized expected total cost-to-go for the case studied
in Section 5.4. The values are taken in correspondence to n = 1, for a DP
horizon N = 200. As would have been expected the risk increases as a function
of time and becomes pretty stable after t = 20. This behaviour is absolutely
justifiable, since the mean system life is 1

λ
= 20 and the last operating state is

an absorbing state. Indeed, once the system reaches the absorbing state the risk
can not get worse, since the tool can not wear out anymore.

The optimized total expected cost-to-go function can be integrated over the
time to get the average profit/risk per outage:

profit/risk =

∫ H

1
TC∗(t)dt

N
(5.39)

The average profit/risk per outage, devided by H is a measure of the Expected
Average Cost per Cycle.

5.5.1 Choosing the Observation Window

We developed our formulation always supposing to use a pre-selected window
size W . As frequently emphasized along the last two chapters, using a finite
moving window has the advantage of allowing the discretization of the dynamic
programming state space. Indeed, we showed that, contrarily to what happens
for a a standard POMDP formulation, the dynamic of the state vector is gov-
erned by a discrete-time, discrete- state Markov process. This expedient allowed
us to reduce considerably the complexity related to a continuous state space.

Our first order of business now, is to figure out what the optimal window
size to use. An easy way would be to run the dynamic programming recursion
for different window sizes and to evaluate by means of pre-posterior analysis the
expected average cost per cycle. The optimal window size would be that one
which minimizes the costs.
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Figure 5.9: Expected average cost per cycle by window size

In Figure 5.9 is shown a progression of the average cost per cycle in corre-
spondence to distinct window sizes. The cost decreases for larger values of W
until it gets an optimum point in W = 5 and W = 6. Then, contrarily to what
would have been expected, the cost starts to increase.

Increasing the window size has of course the advantage of taking account of
more data and therefore making a decision with more confidence. On the other
hand, using a larger window size implies to carry around “ancient history” and
then to make the model less reactive to state changes. Furthermore we remind
that, each time the machine is taken down for maintenance a complete window
must be filled in order to take a meaningful choice. As already explained in
Section 5.3.2, during all the period in which tn < W , the decision is by default
“Run”. This of course implies that, enlarging too much the window leads to
worse results. This effect is particularly emphasized (like in this situation) for
the cases in which the aging process is quite fast. In other words, larger values
of the optimal window size are in correspondence to systems characterized by
a long average life; smaller values, instead, are in correpondence to systems
characterized by a short average life.
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Chapter 6

A Case Study

6.1 Introduction

The analysis of this case is conducted in a more detailed manner. Obviously,
some of the results shown for the previous case are still valid: the decision rule is
only dependent on time since the last maintenance cycle was completed and on
the posterior probability vector. The set of parameters for the nominal model
are given in Table 6.1 and 6.2.

The decision diagram for the nominal model is shown in Figure 6.1. On the
vertical axis is time. The horizontal axis shows the contents of the observation
window. Note that the horizontal axis does not imply any kind of ordering. Like
in the previous example, the figure shows, for any given observation window, how
long after the previous maintenance is completed it would first be optimal to
take the machine down for maintenance.

As observable, the earliest time for taking the machine down depends on
the number of defects in a window as well as on the order with which bad and
good parts are observed. So that, observing a good followed by two successive
bads, or a good preceded by two consecutive bad parts, results in a different
rule. Indeed, the former case results in a more conservative rule than the latter,
since observing a good part at the end of the window makes the controller more
confident on the possibility that the machine is operating in one of the upper
stages of the internal process.

In the next paragraphs, a sensitivity analysis obtained by varying one of the
many parameters and keeping the rest constant will follow up. All the plots
that will be shown have the time of the earliest decision to take the machine
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r 0.04

fn 0.001

fp 0.01

λ 0.01

Ko 1500

Benefit of good production 100

Cost of bad production 25

Cost of false positive 15

Cost of false negative 10000

Number of operational State 4

Observation window size 4

H (Scheuled Maint.) 250

Length of DP 800

Table 6.1: Set of parameters for the nominal model.

Internal State Yield

1 0.99

2 0.666

3 0.333

4 0.20

Table 6.2: Percentage of conformities as a function of the internal state.
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Figure 6.1: Earliest time of decision to perform maintenance, given the set of
parameters of the nominal model.

down for maintenance on the vertical axis, and the contents of the observation
window on the horizontal axis. For all the cases, the progression is monotone as
a function of the parameters.

6.2 Sensitivity to the Fixed Cost of Mainte-

nance

The fixed cost of maintenance is the cost incurred each time a maintenance cycle
is performed. As can be observed in Figure 6.2, larger values of K0 result in a less
conservative rule. In other words, given a sequence of observations, the earliest
time for taking the machine down is postponed. The controller is therefore
disposed to pay the risk for a larger amount of expected bad production, as long
as he can earn by the reduction of the frequency at which the maintenance state
is entered.

The optimal stopping policy is therefore the result of a trade-off between the
cost of the expected bad production that increases as the system gets older, and
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Figure 6.2: Earliest time of decision to perform maintenance as a function of
the fixed cost of maintenance.

the total cost of performing maintenance that decreases as a function of time.

6.3 Sensitivity to the Cost of a Bad Part Iden-

tified as Bad

The cost of a bad part identified as bad corresponds to the cost of real bad
production. We remind that the cost of a real bad part includes the cost for
scrapping and/or reworking a part as well as the variable costs of production. As
can be observed in Figure 6.3, an increment of the cost of bad production results
in a more conservative rule. In other words, given a sequence of observations,
the earliest time for taking the machine down is anticipated as the cost gets
larger. The controller therefore wants to avoid that the system gets older and
starts producing bad parts with a higher probability as a consequence of the
aging effect.
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Figure 6.3: Earliest time of decision to perform maintenance as a function of
the cost of a bad part identified as bad.

6.4 Sensitivity to the Benefit of a Good Part

Identified as Good

The benefit of a good part identified as good corresponds to the benefit for
producing real good parts that will reach the customer. This is the only term of
profit in our formulation. As shown in Figure 6.4, when the benefit for producing
real good parts increases the decision rule becomes more conservative. We need
to make some more considerations in order to explain this behaviour.

When the benefit from selling one good part is zero, there is no profit at all
in producing (the risk is always positive). It means that in any case, and for any
value of the other parameters the system will incur a positive global cost (or a
positive risk). The only way for reducing the mentioned risk is:

- doing maintenance as least frequently as possible, i.e. postponing the ear-
liest time for taking the machine down;

- try to produce as many real good parts as possible. In fact, even if the
profit is zero, we can always try to minimize the cost by avoiding the realization
of bad parts.
The first term is a force that tries to postpone maintenance the most possi-
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Figure 6.4: Earliest time of decision to perform maintenance as a function of
the benefit of a good part identified as good.

ble. The second term is a force opposite to the first one, since there is more
probability that the system produces good parts over the upper states of the in-
ternal Markov process. The resultant of this two opposites forces is a trade-off,
at which the costs for performing maintenance are ammortized even when the
benefit from selling one part is zero.

When the benefit of good production is augmented (keeping constant all
the other parameters), it is evident that there is no reason to postpone the
decision of taking the machine down with respect to the case for which there is
no benefit at all. On the other hand, since we are making some profit, the costs
for performing maintenance can be ammortized with a more conservative rule,
allowing for the possibility to keep the system younger and producing a higher
percentage of conformities.

6.5 Sensitivity to the Mean System Life

In this example it is supposed that the system’s life follows a Pascal distribution
with mean time to fail 1

λ
. The transition time from state i to state i + 1 before

reaching the malfunction state i = N is therefore geometrically distributed with
mean time 1

λN
. Increasing λ corresponds therefore to decreasing the mean sys-
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Figure 6.5: Earliest time of decision to perform maintenance as a function of
the mean life of the system.

tem’s life and to become more conservative. Indeed, the system is aging faster
and for fixed values of t, the probability of producing a bad part is higher when
λ gets larger.

6.6 Sensitivity to the Cost of a Bad Part iden-

tified as Good

Identifying a bad part as a good one could be troublesome for a company. Gen-
erally manufacturers try to minimize as much as possible the probability of false
negatives: bad parts that reach the market could imply very high cost for a
firm, not always quantifiable as customer dissatisfaction. As shown in Figure
6.6, when the cost of mis-identifying a bad part as a good one increases, the
policy becomes more conservative, since the decision-maker wants to avoid that
with a high probability bad parts are produced. The policy seems to be not very
sensitive to the variations of the cost, since the probability of false negative is
supposed to be very small (see Table 6.1).
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Figure 6.6: Earliest time of decision to perform maintenance as a function of
the cost of making a bad part identified as good.

6.7 Sensitivity to the Probability of False Pos-

itive

The probability of false positive f p, is the probability that a good part is iden-
tified as bad by the inspection machine. The cost for a false positive are the
costs incurred for producing a bad part as well as the opportunity cost incurred
for not selling a good part. As shown in Figure 6.7, when the probability of
mis-ideintifying a good part as bad gets higher, the optimal policy becomes less
conservative, since the controller wants to be more confident that a real bad part
has been produced. Also in this case, the optimal rule seems to be non-sensitive
to the probability of false positive. The cost of mis-identifying a good part as a
bad one is very small indeed (see Table 6.1).
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Figure 6.7: Earliest time of decision to perform maintenance as a function of
the Type I error probability.

6.8 Sensitivity to the Quality Repair Probabil-

ity

The quality repair probability is the probability that the machine comes back up
during the next unit time. Note that, each time the machine enters the mainte-
nance state, the system incurs a fixed cost of maintenance and an expected cost
for the lost production. The cost of the lost production is not directly quantifi-
able and it is taken in consideration by the dynamic programming recursion as
a benefit (opportunity cost) in the opposite action: “letting the machine run”.
Maintenance actions, such as repairs or replacements, interrupt production and
increase downtime and total maintenance cost. On the other hand, operating a
system after it has deteriorated can be very expensive. When the speed at which
the maintenance is performed increases, the total downtime decreases allowing
for the possibility to perform maintenance more frequently and at the same time
keeping the system younger.
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Figure 6.8: Earliest time of decision to perform maintenance as a function of
the quality repair probability.

6.9 Interaction between Parameters

In this Section we analyze the effect of simultaneously changing some of the
parameters taken in consideration. The following figures show the effect of
variation of two parameters only in correspondence to the observation sequence
Y = {0, 0, 0}. The purpose of this exercise is in fact to verify the general
behaviour of the optimal solution that of course is the same for any observation
sequence.

6.9.1 Interaction between Lambda and Repair Probabil-

ity

Figure 6.9 describes the interaction between the inverse of the Mean Time to
Failure λ and the repair probability rQ. The horizontal axis represents the
variation of λ. The vertical axis represents time. In other words, when it would
first be optimal to take the machine down for maintenance for any given value of
λ. Each line is derived in correspondence to a fix value of the repair probability
rQ.

As already said in a previuos section, λ is the element that characterizes
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Figure 6.9: Interaction between λ and rQ

the speed at which the system ages. Larger values of λ result therefore in a
more conservative rule. The repair probability represents the speed at which
the maintenance cycle is performed. Increasing rQ corresponds to decrease the
total downtime.

As would have been expected, increasing the repair probability leads to a
drop of the line characterizing the optimal policy. This effect vanishes as rQ

gets larger, so that each line gets closer to the next one. In fact, performing
maintenance faster has the only effect of reducing the downtime while performing
maintenance earlier in the time, has the effect of increasing the frequency at
which the machine is repaired and therefore increasing the total maintenance
costs.

The effect of jointly varying λ and rQ is also shown in Figure 6.10, where
the contour lines are represented as a function of the two parameters. As ob-
servable, in correspondence to small value of rQ, even a modest variation of λ
leads to a considerable shift of the optimal rule. As long as rQ gets larger, the
effects of varying λ are mitigated. Furthermore, when rQ varyies in the interval
[0.11, 0.21], the optimal policy does not change for any fixed λ, since the effect
of rQ becomes negligible.
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Figure 6.10: Contour lines as a function of λ and rQ.

6.9.2 Interaction between Cost of Maintenance and Re-

pair Probability

Figures 6.11 and 6.12 show the interaction between the fixed cost of maintenance
that is incurred each time the machine is taken down, and the quality repair
probability.

Each line in Figure 6.12 represents the value of the optimal policy for taking
the machine down as a function of the fixed cost of maintenance, for any given
value of rQ. Increasing the fixed cost of maintenance leads to postpone the
earliest time for performing a quality repair and therefore doing maintenance
less frequently. Increasing the repair probability leads to a drop of each line.
The effect of increasing rQ also in this case vanishes after a while. Indeed, each
line gets closer to the next one since the repair probability does not affect very
much the optimal solution.

In Figure 6.12 is well shown how in correspondence to small values of rQ the
optimal solution is pretty sensitive to changes of Ko. When the repair probability
increases, this effect decreases until it stabilizes. In fact, each line in Figure 6.11
not only gets closer to each other but also starts to change quite linearly as a
function of the cost.
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Figure 6.11: Interaction between K0 and rQ

Figure 6.12: Contour lines as a function of K0 and rQ
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6.9.3 Interaction between Cost of False Negatives and

Probability of False Negatives

Figures 6.13 and 6.14 show the interaction between the cost of mis-identifying
a bad part as a good one, and the probability of false negatives. The horizontal
axis in Figure 6.13 represents the variation of the cost, while the vertical axis
says, as usual, when it would first be optimal to take the machine down for
maintenance. As observable, the optimal policy decreases almost linearly as a
function of the cost. Increasing the Type II error probability leads to a drop of
each line.

As observable also in Figure 6.14, the effects of varying the probability of
false negatives are more appreciable in correpondence to larger values of the
cost, where the counter lines are closer to each other. When the cost is low,
changing sensibly the repair probability does not affect very much the optimal
rule. The picture can also be read in the opposite way. In correspondence to
high values of the repair probability, the policy is more sensitive to variations of
the cost. Indeed, in Figure 6.13 each line changes pretty linearly as a function
of the cost, but with increasing slope in correspondence to higher values of the
probability.

6.9.4 Interaction between Cost of False Positives and Prob-

ability of False Positives

Contour lines in Figure 6.15 represent the effects, on the optimal policy, of
jointly changing the probability of false positive and the cost of mis-identifying
a good as a bad. As already explained in previous section, increasing the cost
of a false positive as well as the probability of mis-identifying a good part as a
bad one, result in postponing the optimal timing for performing maintenance.
As observable, when the probability is low, the effect (on the optimal policy) of
varying the cost is quite negligible. On the other hand, in correspondence with
high values of the probability, the rule becomes much more sensitive to variation
of the cost.

6.10 Pre-Posterior Analysis

Once again we propose the use of Pre-Posterior analysis to calculate the expected
total cost of operating the equipment. In other words, pre-posterior analysis is
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Figure 6.13: Interaction between cost of mis-identifying a bad part and f n

Figure 6.14: Contour lines as a function of the cost of mis-identifying a bad part
and fn
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Figure 6.15: Contour lines as function of the cost of mis-identifying a good part
and f p

used to evaluate the optimal decision rule at any point in time before it is actually
applied.

Figure 6.16 shows the optimized expected total cost-to-go for running the
machine. The values of the function are taken in correspondence to n = 1, i.e.
the end of the DP horizon. As would have been expected, when the machine
has been operating for a short time, it is very profitable to run the equipment.
On the contrary, when the system has aged and the tool is worn out, running
the equipment is not as advantageous as before. The risk therefore, increases
as a function of time and becomes quite stable after t = 100. This behaviour is
absolutely justifiable, since the mean system life is 1

λ
= 100 and the last operating

state is an absorbing state. Indeed, once the system reaches the absorbing state,
the risk can not get worse, since the tool can not wear out anymore.
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Figure 6.16: Optimized expected total cost-to-go as a function of time

6.10.1 Sensitivity of the Expected Average Cost per Cy-

cle to the Window Size

In Figure 6.17 is shown a progression of the average cost per cycle in correspon-
dence to distinct window sizes. The cost decreases for larger values of W until
it becomes stable.

Increasing the window size has of course the advantage of taking account of
more data and therefore making a decision with more confidence. On the other
hand, using a larger window size implies to carry around “ancient history” and
then to make the model less reactive to state changes as well as increasing the
computational time.

6.10.2 Interaction between Cost of mis-identifying a Good

as a Bad and Probability of False Positive

Figures 6.18 and 6.19 show the effect of jointly varying the cost of identifying a
good part as a bad and the probability of false positive. As observable in Figure
6.18, either increasing the probability of false positive or increasing the cost of
mis-identifying a good part leads to a loss of revenue.

As it can be noticed in Figure 6.19, when the inspection machine is quite

150



CHAPTER 6. A CASE STUDY

2 3 4 5 6 7 8 9
−30

−25

−20

−15

−10

−5

0

Window Size

E
xp

ec
te

d 
A

ve
ra

ge
 C

os
t p

er
 C

yc
le

Expected Average Cost per Cycle
(by window size)

Figure 6.17: Expected average cost per cycle by window size

reliable, and the Type I error probability is not very high, the cost per cycle is
not almost sensible to variations of the cost of a false positive. The decision-
maker therefore, should not care very much about reducing the cost of scrapping
or reworking, if the Type I error probability is kept under 0.1. Of course, the
opposite is also true, in the sense that a firm should not care very much about the
reliability of the inspection machine if the cost of mis-identifying a part is very
low. This result might not be true, if for instance the machine was embedded
in a production line and a minimum throughput was required. In that case,
the reliability of the inspection machine would be much more important, even
if reworking or scrapping a part would be ideally profitable.

6.10.3 Interaction between Cost of mis-identifying a Bad

as a Good and Probability of False Negative

Figures 6.20 and 6.21 show the effect of jointly varying the cost of identifying a
bad part as a good and the probability of false negative. As observable in Figure
6.20, either increasing the probability of false negative or increasing the cost of
mis-identifying a bad part leads to a loss of revenue.

Figure 6.21 describes results that are mostly intuitive. When the inspection
machine is very efficient in detecting bad parts, the expected average cost per
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Figure 6.20: Interaction between cost of mis-identifying a bad part and f n

cycle is almost not sensitive to variation of the cost of identifying a bad as a
good. Similarly, if the cost of idetifying a bad as a good is quite low, then any
effort for trying to keep the inspection machine more reliable is almost useless.

6.10.4 Interaction between Cost of performing Mainte-

nance and Repair Probability

Figures that follow, show the effect of jointly varying the speed at which a
quality repair is performed and the fixed cost for performing maintenance. As
observable in Figure 6.22, when maintenance is performed pretty fast, the total
downtime is reduced and the expected average cost per cycle decreases. Indeed,
increasing rQ allows for doing maintenance more frequently and keeping the
system younger, which is a condition for maintaining a higher percentage of
good parts produced. This effect vanishes as long as the repair probability gets
higher and the fixed cost of maintenance increases.

In Figure 6.23 contour lines represent well how reducing the fixed cost for
performing maintenance is not something efficient to work on, if maintenance is
not performed fastly. Any effort in this direction is indeed almost useless, since
the average cost per cycle stays high. On the contrary, if a quality repair is fixed
quite quickly, then trying to reduce the fixed cost of maintenance is a good way
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Figure 6.21: Contour lines of the expected cost per cycle as a function of the
cost of mis-identifying a bad part and fn

of increasing the profit.

6.10.5 Interaction between Repair Probability and the

Aging Factor

Figures 6.24 and 6.25 describe the interaction between the repair probability
and the aging factor λ. It is rather intuitive how increasing the speed at which
a system ages leads to drop of the revenues. Indeed, a system that deteriorates
faster must be repaired more frequently. As a matter of fact, the average cost
per cycle decreases as the repair probability gets higher, while increases when
tools wear out faster.

Contour lines in Figure 6.25 show how increasing speed at which maintenance
is performed is something good to work on if the mean system life is long. On
the contrary, if aging is fast, then improving the efficiency of the maintenance
cycle does not affect almost at all the revenues.
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Conclusions

This thesis describes work done at the Laboratory for Manufacturing and Pro-
ductivity of the Massachusetts Institute of Technology. The research makes
part of an ongoing project [Schick, Gershwin, Kim 2005], partially sponsored by
General Motors, that concerns itself with the interrelation among production
system design, quality, and productivity in manufacturing networks. There was
very little quantitative analytical literature in this area, and this project takes
an essential early research step in analyzing it.

Throughout the thesis, we identify important differences among types of
quality failures and we develop a Markov process model for dealing with the
effects of aging and deterioration. Indeed, this phenomenon is anything but
unusual in manufacturing processes, since systems naturally tend to wear, de-
teriorate or break. Maintenance of such systems is therefore a crucial practice
that could make the success of a firm.

In this thesis, analytical models are developed to make optimal decisions as
when to perform maintenance on a machine by means of Dynamic Programming.
To achieve the goal decribed above, a deteriorating machine is modeled as a
Markov chain composed of states, with progressively decreasing yield. It is
assumed that the condition of the machine is not directly observable by the
decision-maker, and must be inferred from the results of quality inspections
performed on parts produced by the machine itself. If preventive maintenance
is performed late in the system’s life time, machine degrades excessively, which
is often reflected in higher production costs and lower products quality. On the
contrary, frequent inspections, repairs or replacements may interrupt production,
and increase downtime and total maintenance costs. The manager’s goal is
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therefore to optimally decide upon this trade-off.
The model under consideration can be studied as a Partially Observable

Markov Decision Process (POMDP). A POMDP is a generalization of a Markov
Decision Process (MDP) which permits uncertainty regarding the state of the
Markov process governing the machine’s dynamics. In a POMDP formulation,
state information acquisition is carried on by means of Bayesian statistics. In
a Bayesian Theoretical framework, a prior state of knowledge of the machine
condition is updated into a posterior state of knowledge, after each single data
point is observed.

The costs entailed by the decision process, include state occupancy costs, and
the costs of preventive maintenance. As shown throughout the thesis, some costs
are immediate, like the cost for operating the equipment during the next machine
cycle, and some others are longer-term, like the benefit of investing in quality
maintenance. Dynamic Programming Theory provides means to deal with costs
that have different time horizons, making it possible to seek the optimal decision
rule by factoring in both immediate and future costs and benefits.

In the last four decades, there has been a large interest in the study of main-
tenance models for items with stochastic failures. This interest is rooted in many
military and industrial applications but examples of the theory of maintenability
can be found in different areas such as health, ecology, and the environment. The
contribution of this thesis differs, by the way, from past research in several ways.

Past work has based decisions upon the entire history of observations, {yn, yn−1, .., y1}.
As n gets larger, this results in a ever finer set of distinct states of the dynamic
programming recursion, and as n → ∞ the set becomes dense. Although, many
researchers and practitioners addressed this issue, the complexity of approacch-
ing a dense state-space problem oriented their efforts in finding some structural
property under several assumptions. As a consequence, very few has been done
for dealing with machine’s models characterized by more than two states of de-
terioration. This, of course, considerably curbed the applicability of such models
to the industrial field. Here, however, we only consider a moving window that
includes the most recent W observations, i.e. {yn, yn−1, ..., yn−W+1}. For finite
W , this approach results in a finite number of states. Consequently, the dy-
namic of the information vector characterizing the DP recursion, is governed by
a discrete-time, discrete-state Markov process. This windowing approach not
only reduces the computational difficulties related to a dense state-space, but
also allows for the applicability of a POMDP formulation to more realistic cases,
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composed by an arbitrary number of states of deterioration. Furthermore, Pre-
Posterior Analysis is used as an innovative practice, to evaluate the amount of
information lost by neglecting old observations with the windowing approach,
and find the optimal window size that minimizes the expected average cost per
cycle.

Finally, the model here presented, considers for the possibility of taking
optimal decisions not only upon products quality but also upon time. This was
allowed by opportunely modifying the state vector of the dynamic programming
recursion and jointly using two time indexes. This kind of modeling, for the
first time addressed in the literature, allows to scan the time characterizing
the optimization horizon, and at the same time, to keep track of how long the
machine has been in operation since the last maintenance was completed. In this
way, it is possible to derive a time dependent posterior probability distribution
of the machine, and to account for the fact that the observed quality of a part
might lead to different decisions in regard to the machine’s lifetime.

7.1 Future Research

As seen so far, this thesis contributes considerably in approaching the theory of
maintenability for systems subject to aging or deterioration. However, further
research opportunities still remain to enable the method to better handle real
world cases and to ensure a broad applicability. Some of these opportunities are
identified and promising research strategies are described.

Modeling Operational Failures This work considers for the possibility that
a machine can incur only quality failures. However, in real world situations,
systems not only tend to wear and therefore require a quality repair, but they
can also undergo operational failures, for example due to motor burnout or
blowing of a fuse.

Figure 7.1 shows how such a kind of deteriorating machine can be modeled
with a Markov chain. The machine has therefore two different failure modes,
i.e. transitions to failure states from operational states:

• Quality failures: transitions from any given operational state i = 1, 2, ..., N
to maintenance state M . Dotted lines indicate control arcs, i.e. commands
of the operator for performing maintenance on the machine.
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Figure 7.1: Markov model for a deteriorating machine with operational failures.

• Operational failures: transitions from any given operational state i =
1, 2, ..., N to down states Di, in which the machine stops producing parts.

Modeling Delay due to Inspection Time In this thesis we assumed that
inspection does not consume time or at least inspection process is much faster
than machine’s production rate. In many cases, inspection is time consuming
and tends to delay the decision process. Such a system can be modeled as in
Figure 7.2, in which the machine M is separated from the inspection station I
by a buffer storage B. Hence, at any point in time of the decision process, the
following should be considered:

• the expected number of parts produced by the machine during the inspec-
tion process;

• prediction of the current machine state, based upon the current posterior
probability distribution.

In addition to the above, costs must be calculated for such performance measures
as in-process inventory and production lead time, in order to make it possible
to compare the risks of alternative control policies.
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Figure 7.2: Modeling delay due to inspection time

Constrained Optimization Methods proposed so far do not take in consid-
eration any constraints. However, in manufacturing industries is not unusual
that values of such performance measures as throughput, lead time and work in
progress are pre-defined.

The model proposed could, therefore, result more suitable with the industrial
reality, if cost terms and performance measures were jointly taken into account
in the objective function, in order to guarantee the production requirements.

Large Systems The opportunities shown above are short-term ones. Cer-
tainly, this research can be improved and extended in various directions and in
a longer term more challeging research topics could be addressed. One of them
might be considering optimal control policies for a deteriorating machine embed-
ded in a production line. This problem may result rather complex since many
variables could have a remarkable effect on the optimal solution, such as the
location of the inspection stations, the inspection domains, the buffer capacities
or the machine production rates.
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