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Me, me, me

� I'm an undergrad at MIT
� My real work is building a static type inferencer 

for Python
� I.e., I'm not an expert
� I convinced my Artificial Intelligence TA to 

make spam filtering the final class project



This talk

� Experiments on tokenization, stemming, feature 
selection

� Lies my conference organizer told me: Statistical 
NLP in 30 seconds

� Integrating heuristics into Bayesian framework
� Using EE magic to optimally combine heuristics
� Random thoughts



Tokenization Matters

� When the tokenizer splits punctuation, accuracy 
goes down

� When the tokenizer builds tokens that include any 
adjacent punctuation, accuracy goes way up

� Stemming neither helps nor hurts
� This is weird
� Is this just an artifact of unigram language 

models?



Beware naked constants

� Problem: when you encounter tokens unseen 
during training, probabilities go to zero

� PG's paper included default spam probabilities for 
unseen tokens of 0.01 and 0.99

� Naked constants scare me
� I replaced them with 1/tokenCount and 1 – 

1/tokenCount
� Accuracy went way up



Literacy helps

� Due to the statistics of natural languages, you 
can't get around this with a larger corpus; it'll 
never be big enough

� The Stat NLP people have been dealing with this 
forever

� They call it Discounting or Smoothing
� Reserve some probability mass for unseen tokens
� You need to reduce probabilities for seen tokens
� Flesh-eating monster math



Heuristics I've known and loved

� RBLs
� forward/reverse DNS
� DCC
� Malformed message 

ID
� Hopcount
� Time travel

� Path distance estimate
� Country count
� Return path lookup
� Non alphanumeric 

percentage in subject
� Non alphanumeric 

percentage in body



Are you insane?

� These heuristics suck!
� They're supposed to suck. I worked really hard 

optimizing suckage. I even took a class in 
suckage.

� For example, no sane admin would toss RBLs 
like this into their postfix/sendmail config

� Kill -9 em all and let root@localhost sort it out



Just Pretend...

� Heuristics are just like tokens
� Heuristic scores are just like spam probabilities
� Results: heuristics improve accuracy, but...
� Heuristics by themselves, with no word 

frequencies at all perform best of all!
� So why bother with frequencies?



Combining Heuristics

� If token frequencies don't matter anymore, why 
bother with Bayes?

� SpamAssassin is amazing! Its written in Perl, so it 
must be perfect!

� Says the Python coder
� SpamAssassin uses GAs to figure out heuristic 

weights for everyone
� Genetic Algorithms suck. Boulders through a 

straw. They are the technique of last resort.



LMMSE for dummies

� EE communications magic
� LMMSE finds optimal weights for a linear 

combination of heuristic tests
� Example: A transmitter sends Y over noisy 

channel
� Receiver views a noise-corrupted signal X
� We want an estimator Z that approximates Y 

given X



LMMSE example

� But what if we know nothing?
� Then the optimal estimator is  
� If you know X, then the optimal estimator is          

      
� C is a function of the correlation coefficient 

between X and Y as well as the variance of X and 
Y

Z = � Y

Z = � Y � C X � � X



LMMSE for Engineers

� What happens if we want to condition on several 
associated random variables?

�

�

Z = � Y � a0 x0� a1 x1 � a2 x2 � ...

E x0Y
E x1 Y
E x2 Y

...

=

E x0 x0 E x0 x1 E x0 x2 ...
E x1 x0 E x1 x1 E x1 x2 ...
E x2 x0 E x2 x1 E x2 x3 ...

... ... ... ...

a0

a1

a2

...



LMMSE for spam detection

� For each spam in the training corpus, assign Y=1
� For each ham in the training corpus, assign Y=-1
� Generate coefficient weight vector A using 

standard matrix math
� Yay LINPACK and LAPACK
� For new messages, run the heuristics, sum their 

scores weighted by a0, a1, a2, etc.
� If the resulting score is > 0, guess spam. If its < 0, 

guess ham.



Why LMMSE matters

� Because its fast, the user can run it on their box
� That means weights are customized to individual 

users
� If you do a lot of business with Asia, you'll end 

up with a really low weight for hopcount and path 
distance heuristics

� If your SO's ISP has been blacklisted, you'll end 
up with a really low weight for the RBL heuristic



LMMSE Results

� Small Corpus (200)
� Both SpamAssassin 

and LMMSE get same 
false positive rate

� LMMSE catches 93% 
of spam. SA catches 
31%.

� Large Corpus (6000)
� Both SA and LMMSE 

get same false positive 
rate

� LMMSE catches 50% 
while SA catches 58%



LMMSE Analysis

� Um, er, um...that's interesting
� Guess: More messages make it harder to see the 

forest through the trees
� Perhaps we should try conditioning on feature 

pairs as well?
� Perhaps we get better results by focusing on 

messages the user has gotten recently



Random thoughts

� Bayes makes me nervous
� Reduce false positives
� But not too much
� Customized messages are a victory
� Read more books!



Why Bayes worries me

� Recently, domain name registrars started 
accepting Unicode names

� This led to a new attack
� The attacker buys the domain name 

bankofamerica.com where some of the characters 
are replaced with similar looking ones from other 
alphabets (crylic for example)

� Its trivial to do the same thing in HTML mail



Increasing confidence

� Reduce false positives by improving detection of 
legitimate email

� For example, send outgoing mail with a message 
ID composed of the sending user address and 
time stamp encrypted with a site wide key

� When new messages come in, check the “ in 
response to”  message ID and try to decrypt it

� If you see the user name the message is addressed 
to, odds are good that this is legitimate email



Zero false positives

� If you think we can filter email with zero false 
positives, you understand neither filtering or 
email

� The internet is a house of cards
� People are dumb; they lose info constantly
� Even without filtering, we lose a surprising 

amount of mail...and yet the world hasn't ended
� As long as the false positive rate is much lower 

than the background loss rate, we're OK



Customized messages rule!

� When spammers send personalized messages, 
they foil simple hashing schemes

� But they also dramatically increase their cost
� By using (or threatening to use) hash based 

filters, we've forced the bad guys to screw 
themselves

� Yay us!



Read Books!

� Foundations of Statistical Natural Language 
Processing by Chris Manning and Hinrich 
Schutze. MIT Press 1999. See chapters 6, 15, 16

� Pattern Classification by Duda et al
� Make new mistakes, not old ones!



Software tricks

� PyStemmer: snowball stemmers
� Numeric Python: fast matrix math
� GeoIP: countries from IPs
� MxNumber: infinite precision arithmatic



Conclusions

� Tokenization matters
� Heuristics are nice
� LMMSE may be a better way of combining them
� Reading is good
� You should hire me


