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INTRODUCTION TO ALE

• Two neural networks, a generator and a discriminator, 
compete against each other

• Through many iterations, the discriminator becomes 
better at distinguishing real images from fake ones, 
while the generator becomes better at creating fake 
images

• The status of a GAN as a generative model leads to 
several possible uses relevant to HYDRA ALE 
simulations:

• Create artificial training data for another 
machine learning algorithm to use

• Given a particular image, modify one feature of 
it while keeping everything else the same

So far we have made gradual progress and have 
produced frames that look somewhat like real 
HYDRA frames. However, there are still concerns 
that will likely make the generated frames unusable:

RESULTS CONCLUSIONS

• General neural network features (e.g. number of nodes
per layer) don’t seem to matter much, as long as they are 
kept in reasonable range

• Preconditioning of data seems to be the most important 
variable in whether the GAN functions as intended

• Features should not have significant tails
• All features should occupy similar ranges

• Lack of data is a serious problem that likely cannot be 
avoided

• MNIST contains 60,000 handwritten digits,
whereas we currently have only about 5000 
HYDRA frames

• GAN is susceptible to extreme overfitting

FUTURE WORK

• Return to less powerful ideas (e.g. autoencoders) to 
reduce likelihood of overfitting

• Compare performance of networks trained on generated 
frames to that of networks trained on actual frames

• Use Conditional GAN to attempt to get GAN to 
recognize time as important feature

• Could be used to take a frame and approximate
its upcoming time evolution

• Lagrangian 
parametrization: mesh grid 
follows the motion of the 
fluid

• Eulerian parametrization: 
mesh grid stays still, fluid 
moves between the cells

• Lagrangian parametrization 
provides better resolution 
but risks crashing the 
simulation if mesh becomes 
tangled

• Arbitrary Lagrangian-
Eulerian (ALE) can choose 
one of the two, or even 
some compromise between 
them, for each cell
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WHAT IS A GAN?
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METHODS

1. Downloaded many standard GANs from the 
PyTorch-GAN repository on GitHub.
2. Ran a number of HYDRA ALE simulations.
3. Tested the GAN on simplified tasks (learning 
only a few frames, learning a single feature, etc.).
4. Experimented with preconditioning of data.
5. Once suitable preconditioning found, returned the 
GAN to more difficult task of learning several 
features over all of the frames of a simulation.

(1) Generator frames have a lot of static:

(2) Learning sometimes fails inexplicably:

(3) Learning curves are often erratic (even 
for GANs that yield good images):

Figure 4: A generator attempts to learn ion temperature feature over just five 
frames. On the right, the frames that the generator attempted to learn. On the 
left, the final images produced on three different runs. They show varying 
degrees of learning, but none capture the crisp features of the real image.

Example MNIST learning curves:
(1) steady changes in loss functions
(2) understandable trends in loss 

functions over time

Example HYDRA learning curves:
(1) rapid oscillations
(2) no evident trends
(3) total collapse for no apparent reason

Figure 5: This color map shows 
three features represented as red, 
green, and blue color channels 
(xdot, zdot, and volmin, 
respectively). In eight attempts to 
replicate the frames shown to the 
left, the generator produced 
frames resembling the one on the 
immediate right in seven of them, 
while producing the frame on the 
far right on the eighth one.Figure 3: A generator in a GAN learns MNIST handwritten digits. 

Generated images are shown at various stages of training, progressing left 
to right across the top row, and then left to right across the bottom row.
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Feature Good Transform
xdot tanh(xdot/20) + 1
zdot tanh(zdot/10) + 1
volmin volmin*10
remap remap*2

• Inertial confinement fusion (ICF) processes at the 
National Ignition Facility (NIF) are simulated using 
HYDRA, which incorporates ALE methods

• Currently, parametrization choices are made manually 
based on features computed within the simulation

Figure 6: Typical learning curves for GAN on MNIST handwritten digits (left) versus typical 
learning curves for GAN on HYDRA data (right). The HYDRA example shown was a 
successful attempt at learning four features (xdot, zdot, volmin, remap).

Figure 1: A simple example of the different parametrizations.

Figure 2: Two parameters, scaled Jacobian and condition number, that 
tend to be useful for choosing parametrizations, along with the resulting
parametrization decisions.

• However, the process of choosing the relaxations and 
associated conditions can be quite tedious and involves 
much trial and error to find the right conditions

• Machine learning algorithms could automate this 
process and be more robust by allowing real-time 
adjustments, thus easing the aforementioned burden

MOTIVATION


