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1 - Abstract

Using a violet corona of ionized air, a plasma tweeter creates a massless, omni-directional speaker that allows for high-fidelity reproduction of high frequency audio.  The goal of this project is to create a low-power, low-cost version of one of the most ideal speakers ever invented.

2 - Introduction
2.1 - Advantage of plasma speakers over conventional high-frequency speakers


Conventional high frequency speakers have a number of drawbacks.  One of the most difficult issues to address is the mass of the speaker.  The voice coil, suspension system, and cone or dome of a conventional speaker all move to generate sound.  Together, they add up to much more mass than that of the air the speaker drives.  Due to the inertia of this mass, the speaker can’t respond quickly enough to rapidly changing input signals.  Since a significant amount of music consists of rapid starting and stopping signals, the transient response, the ability of speaker to reproduce quick changes, suffers.  This is especially true of high-frequency signal, which involve quicker changes in the signal.  

Another drawback is that high-frequency speakers are very directional.  They act almost as a spotlight and direct sound in a narrow beam.  This creates a “sweet spot” for the speaker, outside of which the frequency response deteriorates.  Although for certain applications this directionality is desirable, it means that only one listener or a small group would be able to hear the audio signals reproduced faithfully. 


The plasma tweeter provides a solution to both of these problems.  Plasma tweeters create sound by modulating the radius of a sphere of ionized air called a corona.  Changing the size of the corona causes oscillations in the air around it and creates sound.  Since the corona is a plasma flame instead of metal and fabric, it does not suffer to nearly the same extent from inertial effects as conventional speakers.  Its transient response is nearly perfect.  Additionally, the corona act as an omni-directional point source when generating sound (Joye, p12).  Wherever you stand around the speaker, in all three dimensions, you receive the optimal frequency response of the speaker.

2.2 - Our plasma tweeter vs. other plasma tweeters produced


Given the advantages of the plasma tweeter, it is no surprise that many production models exist.  However, the reason that the technology has not been widely utilized is a combination of its prohibitive cost and high maintenance.  Most production plasma tweeters to date use vacuum tube technology which adds to the expense, maintenance requirements, and power consumption of the speaker.


Our goal in this project was to make a plasma tweeter out of solid-state components.  This maintains the idealities of the speaker while reducing the costs dramatically.  The lower power consumption and reduced heat generation afforded by the use of solid-state components is another advantage.

2.3 - Overview of our design with block diagram
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Figure 1 – Block diagram of system

Our tweeter system consists of four main units (Figure 1).  The flame control unit controls the flow of current into the corona.  The flame modulation unit determines the frequency at which power is supplied to the corona.  Getting the right frequency is a critical step in making plasma.  A high potential gradient is needed to make plasma.  To create this gradient, we use a resonant coil with high Q.  The coil acts similarly to a tesla coil and plasma is created at a sharpened tip at one end. When we hit the resonant frequency, the tip is at a potential of between 20 and 30 kV and the plasma is created.  To determine the right frequency, the flame modulation unit has feedback coming from the corona.  A half circle of wire surrounds and is capacitively coupled to the corona.  The signal from the feedback loop lets us know the frequency at which the corona oscillates, which is the resonant frequency of the coil.  When the tweeter is turned on, a sudden impulse enters the coil and the coil naturally oscillates at it the resonant frequency for a small period of time.  During this time, the flame modulation unit picks up the signal and communicates the resonant frequency to the flame control unit, oscillating the plasma at the correct frequency and keeping it going.  In addition to maintaining the correct frequency for the coil, the flame modulation unit also modulates the size of the flame based on a signal input.  This input may be connected to an audio device that may or may not be passed through a pre-amp stage.  The pre-amp stage  amplifies the current from audio devices and has a high pass filter that selects the higher frequencies at which the plasma works best.  The power supply unit powers the coil and as well as the circuitry in the other units.

3 - Power Supply

The power supply for the plasma tweeter serves as a high voltage supply for the resonant coil, and low voltage rails for the IC’s and logic level circuitry. Both supplies use a similar bridge rectifier system (Figure 2). For the low voltage supplies, the center tap of the transformer output was tied to ground, to allow both positive and negative rails. To achieve a higher voltage on the positive high voltage rail, the negative rail was tied to ground. The isolation transformer outputs the same voltage as the wall outlets, but allows us to reference an arbitrary ground. With an input of 120V RMS, this rectifier allows us a DC voltage of 170V, sufficiently large to produce the plasma corona. 
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Figure 2 – Power supply schematics

4 - Corona Control


The center of the plasma tweeter is the corona, a small flame of ionized air. Its oscillations produce the sound, so being able to sustain a corona is the first step in building the tweeter.  The flame control system ensures that the coil is oscillating at the proper frequencies to produce plasma.


The most striking thing about the corona system is the resonant coil. The coil is connected only at one end, with the other end left free in the air. The corona flame is emitted from the free end, a single point spark arcing into the air. The flame is the result of the high voltage at the coil tip, which causes the surrounding air to break down into ions, forming a path to ground, where ground is a point of zero potential with regard to the tip, and not necessarily an earth ground. 


To reach such a high potential, we need a very high-Q filter. For the plasma tweeter, the self-resonance of the coil is this filter. The coil can be considered as a series RLC circuit (Figure 3):  
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Figure 3 – RLC model of coil

The inductance is the inductance of the coil, and the resistance is the resistance in the wire of the coil. The capacitance, however, is the result of multiple factors. In small coils, the self-resonance is due to capacitance between adjacent turns of wire. However, this capacitance would better be modeled by having the capacitor in parallel with the inductor and resistor (Figure 4):
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Figure 4 – RLC model of small coil

This system does not display the self-resonant properties that the actual coil does. The capacitance, instead, can be attributed to the capacitance between the tip of the coil and the rest of the universe. At the tip of the coil, there are a large number of paths to ground through the air, and these paths create a certain capacitance between the tip of the coil and the surroundings. This capacitance to ground causes the coil to resonate, with a large amplified output at the resonant frequency.

The transfer function of this system from Vin to Vout can be written as:
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The following graph is the Bode (magnitude and phase) plot for this system (using reasonably-typical values):
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From the Bode plot, it is clear that the coil has a very tall, sharp resonance peak. This peak is dependent on the capacitance of the tip, and so is not at a fixed value. Moreover, once the plasma has started, the capacitance is changed, which changes the frequency of resonance. This makes it impossible to drive the coil with a fixed frequency oscillator.


A feedback system was used to drive the coil at its resonant frequency:
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Figure 5 – Flame control schematics

The loop around the coil tip (Figure 5, upper right) is a simple loop of wire, going around the coil tip and disconnected at one end, which is capacitively coupled to the tip (shown above as dotted). The FQQ2N90 is a power MOSFET, rated for 900V maximum VDS, 85 W power dissipation (when used with a heatsink), and a gate charge of 12 nC. A small gate charge is required for fast switching, as the resonant frequency of the coil is in the range of 5 – 10 MHz.


When the speaker is turned on, the coil receives a 170V step, causing it to resonate at its natural frequency. Without the feedback system, this oscillation would decay until the coil reached a steady voltage of 170 V. Instead, the feedback loop picks up the oscillations, causing the gate driver to drive the MOSFET. The gate driver, which can supply up to 9A, is required to quickly charge the gate of the MOSFET, overcoming the gate capacitance. When the MOSFET is switched on, it shorts the input of the coil to ground. When switching at the resonant frequency, the input to the coil becomes a square wave at the resonant frequency. As a highly selective filter, the coil passes only the first fundamental frequency, its resonant frequency. The output is a highly amplified sinusoid, which can reach amplitudes on the order of 10,000V. It is difficult to measure this voltage directly, as any probe provides an additional path to ground, bypassing the capacitance of the tip. However, the voltage of the feedback wire can reach amplitudes of over 500V. The voltage at the tip is enough to cause the surrounding air to break down into ions, forming the corona of plasma.


There are times when the speaker will turn on, yet the flame will not form. In such a case, the coil is still resonating at high voltages, but the tip is not a high enough voltage to initiate the plasma corona. This can be due to varying conditions in the air, a poor point on the coil tip, or being slightly off the resonant frequency. In such a case, it is required to start the flame manually by touching the tip of the coil briefly with screwdriver. At 5MHz, the screwdriver acts as a path to ground that is easier to arc to than the surrounding air. The plasma arcs to the tip of the screwdriver, forming a path for the plasma to extend from. This initial barrier could be overcome by using an impulse of voltage through the coil, raising the tip voltage enough to initiate the corona. Once started, the voltage required to sustain the corona is lower, such that the initial oscillations are enough to keep the plasma going.

5 - Making Sound


Once a steady corona is formed, the next step is to oscillate it to make sound. By changing the height of the corona, it exerts pressure on the surrounding air, resulting in a point source of sound. The sound radiates in all directions, in contrast to conventional tweeters, which use a cone, producing a highly directional sound. The flame is also essentially massless, having the same density of the air it is moving. This creates a very clear, pure sound, without the directionality of standard tweeters.


All methods of producing sound revolve around changing the height of the flame. This is done by changing the voltage at the tip of the coil. By changing the voltage, we change the potential at the tip, and thus the distance of the path that must be ionized to reach a ground potential. There are several ways to change the voltage at the tip, some more practical and successful than others.


In Colin Joye’s FET-based plasma tweeter, he overlaid the audio signal with the high voltage rail driving the coil. By amplifying his audio and overlaying it onto the DC rail with a transformer, he was able to vary his high voltage rail at audio frequencies. This varied the amplitude of the square wave driving the coil. The amplitude modulation was at a much lower frequency than the frequency of the square wave, so that it did not disrupt the resonant peak of the coil. This method, although successful, requires large amplification of the audio signal, as well as coupling through a transformer, which is an added expense for the speaker.


Another possible method that was suggested was to modulate the Faraday cage around the tip of the coil. Since the Faraday cage is acting as a ground to the tip of the coil, changing its voltage would change the potential between the tip and ground. This would require modulating the cage at high voltages, on the order of 1,000 V. The idea of having a supposedly grounded shield oscillating with audio frequency at that high a voltage did not appeal to us, both for safety concerns and noise emissions. 


The first attempt to oscillate the plasma involved using pulse width modulation to drive the MOSFET gate. By varying the duty cycle of the signal driving the gate, we could vary the voltage input to the coil. This system involved synchronizing the feedback signal with the gate signal by using a PLL, to compensate for the delay through the circuit. While conceptually sound, the implementation seemed close to impossible due to interference from the oscillating coil.


The final system used involved manipulating the delay inherent in the feedback loop, instead of trying to remove it. By passing the signal through a buffer, we could change the delay through the buffer, and thereby change slightly the oscillating frequency that drove the coil. This system is the one that was finally implemented to produce sound in our speaker.

5.1 - Flame Modulations Using PLL and PWM


In this design of the plasma tweeter, the flame modulation unit is composed of a PLL stage and a PWM stage.  The audio signal is inputted through the PWM stage where the amplitude of the signal is translated into the duty cycle of the current powering the corona.  The higher the amplitude, the larger the duty cycle, the bigger the flame.  However, to compensate for the phase changes involves in the circuitry, a PLL stage is used.  The PLL takes input from the corona and from the flame control unit.
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Figure 6 – Block diagram of PLL/PWM modulation system

5.1.1 - Phase Locked Loop

Our first idea was to use a phase-locked loop (PLL) to drive the oscillator at a fixed phase (thus a fixed frequency).  We would also modulate the width of the driving pulses to adjust the timing of the class-E switching waveform.  This pulse-width modulation (PWM) would change the amplitude of the fundamental frequency at the input to the coil.  The flame height would thus be changed dynamically.
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Figure 7 – Schematic of PLL/PWM modulation system

The PLL circuitry consists of a phase comparator, a compensator network, and a voltage-controlled oscillator (VCO).  The phase comparator is typically an XOR gate or a similar circuit.  It outputs a square wave with a duty ratio proportional to the phase difference between the two inputs.  The comparator network is primarily a low-pass filter to filter the pulses from the phase comparator to give a slowly-changing signal that represents phase.  The compensator also sets the dynamics and stability of the feedback loop.  The compensator can be either passive (resistors and capacitors) or active (op-amps plus passive components).  Finally, the VCO takes the output of the compensator network and produces a square-wave with a frequency directly related to the input voltage.  We restrict the range of the VCO to include only a small frequency band around the natural frequency of the coil.  Thus, we are able to avoid locking on to rational multiples of the natural frequency.  The output from the VCO is fed to the PWM system to add in the audio.

However, in our implementation, we had too much difficulty getting a clean signal from the phase comparator. The nature of the XOR gate made the output have 50% duty ratio if the input is 90 degrees out of phase, or if one input is always zero.  Thus, it is difficult to lock on to the 90 degrees phase difference.

5.1.2 - Pulse Width Modulation

The square wave input to the gate driver determines the frequency at which the MOSFET switches and the amount of time per cycle that is on.  When the FET is on, the resonant coil receives no current.  Therefore the duty cycle of the FET determines how much power is going to the coil and, as a result, how big the plasma flame is. Changing the size of the plasma flame is the mechanism by which the tweeter produces sound.  By modulating the duty cycle of the square wave input to the gate driver we can control the sound output of the tweeter.  To do this we used pulse width modulation (PWM).  
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Figure 8 – Pulse Width Modulation using a comparator

A comparator compares the audio input to a triangle wave.  The frequency of the triangle wave determines the frequency of the square wave output and must be the same frequency as the resonant coil.  Since the resonant frequency is about 5 MHz, a fast comparator is needed.  In our case, we used the AD8561.

The audio input is at the much lower frequency.  When the audio signal is high, it is at a higher voltage than the triangle wave for a greater percentage of the cycle and results in a square wave output with a large duty cycle.  When the audio signal is low, the duty cycle of the output is smaller.  Both inputs to the comparator are biased to 2.5V, so that a grounded input will produce a 50% duty cycle. Note that even though the plasma flame flickering at a frequency of about 5MHz, this is far beyond the range of hearing.  What we can expect to hear are the audio frequency modulations of the plasma that are caused by the changes in the duty cycle of the PWM output. 

The next step after we had decided on which comparator to use was to find a way to create the triangle wave input.  The triangle wave is created using the square wave output of the PLL that is already matched to the resonant frequency of the coil.

The simplest and most conventional choice is to use an op amp integrator to create the triangle wave.  This was implemented as shown in the diagram below.

Unfortunately this circuit did not live up to expectations.  The op amp would not work well at high frequencies.  The triangle wave generated at 5 MHz was not pretty.  Also, it was prone to being disturbed by the interference created by the plasma tweeter.  The output was almost all noise when used in the tweeter circuit, and though better shielding might have helped, even the best case result from the op amp triangle wave generator was not ideal.
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Figure 9 – PWM circuit using an op-amp integrator to create the triangle wave


We decided we needed another way to generate triangle waves.  The method we decided on relies on a PNP and an NPN transistor and a capacitor connected as shown in the diagram.  
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Figure 10 – PWM circuit using PNP and NPN transistors to create the triangle wave

The PNP transistor has its base connected to ground through a potentiometer.  The potentiometer determines the amount of current that passes through the collector of the PNP.  When the NPN below is off, the current charges up the capacitor, creating the linear, positive slope ramp that makes up half of the triangle wave.


The NPN transistor is off when the output of the PLL section is low.  When it’s high, current from the PNP’s collector and the capacitor pass through the NPN’s emitter to ground.  The critical part of this circuit is to make sure that the current passing through the NPN when it’s on is equal to twice the current passing through the PNP.  When that happens, all of the current from the PNP passes through the NPN and the capacitor discharges completely.  Again, since the current is flowing from the capacitor at a constant rate, a linear, negative slope ramp is created, forming the other half of the triangle wave.  The current that flows through the NPN transistor when it is on is controlled by another potentiometer connected between its base and the PLL output.  This is adjusted until a triangle wave is created.  Using this method, we made a reasonably clean waveform that works at the high frequencies required and tolerates the high levels of interference from the tweeter.


Nonetheless, we were not able to modulate flame using the PLL/PWM design.  The system is complex for the high frequency and high Q demands we put on it.  It is more susceptible to noise than a simpler system.  Due to all of these factors, it was not able to work in the plasma tweeter system and it was too complex to debug in the time available. Another method of flame modulation was needed.

5.2 - Delay Modulation

With the difficulty in using the phase-locked loop to drive the gate with a pulse width modulated signal, we needed to find an alternative solution. In our meeting with Joe Sousa, an engineer for Linear Technologies, he noticed that the gate driver added a significant delay to the feedback loop. He suggested that we try varying the delay through the feedback loop, to change slightly the frequency that was driving the coil. 

Consider the Bode plot of the frequency response of the resonant coil. At low frequencies, the capacitor is an open circuit, so the output is equal to the input with zero phase delay.  At higher frequencies, the system becomes a second-order low-pass filter with -180 degrees phase, corresponding to a 180 degree lag.  At resonance, the phase shift is -90 degrees.  Thus, the voltage at the tip (output) is 90 degrees (or ¼ period) behind the input voltage.  Figure 11 is a graph of the magnitude of the transfer function (the gain through the coil) versus the phase:
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Figure 11 – Coil tip gain vs. tip to drain phase lag

The magnitude of the response at the coil tip changes in response to the phase.  However, unlike the narrow peak in the bode plot, this curve is more well-behaved -- the response changes slowly with a change in phase.   In addition, this curve only scales vertically as the parasitic resistance (also Q, the quality factor) changes.
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Figure 12 – Schematic of delay modulation

The above schematic illustrates the coil driving topology with all the control elements grouped into the “delay” block.  Neglecting the feedback loop, this is the topology of a class-E RF-type amplifier.  For a typical class-E amplifier, the approximate switching waveforms (for one period) are shown below (Figure 13):
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Figure 13 – Graph of switching waveform for MOSFET gate

The Vx waveform is not exactly 180 degrees apart from the gate drive voltage due to the peculiarities of this circuit, but for this analysis, we will assume that it is 180 degrees off. 

Since the gate is driven by a signal based on feedback, there is a relationship relating the overall phase delay of the system.  Regardless of the delay in the feedback loop, the gate drive pulse is always 180 degrees away from the Vx pulse.  There is a 180 degree delay between a pulse in Vx and the following gate pulse.  This delay comes from the sum of the delay through the resonant coil and the delay through the feedback loop circuitry (the delay block).  Thus, if the feedback circuitry and gate driver have no delay, the resonant coil must operate at -180 degrees.  From the above gain-phase plot, the gain of the system is very low at -180 degrees.  If the circuitry adds a delay of 90 degrees, the coil would operate at a phase shift of -90 degrees, its resonant point.  A delay of 90 degrees corresponds to 50 ns at 5 MHz.  Varying the delay around this operating point would change the operating phase of the coil, thus modulate the output amplitude.

We want to modulate the delay through the feedback loop to dynamically change the phase in the coil.  Thus, we want a component with a small but highly-variable delay.  Joe Sousa suggested using a high-speed CMOS inverter (such as a 74HC04 or 74HCU04) as this delay.  The delay through the gate is directly related to the supply voltage on the gate.  Here are the delays from TI’s CD74HCU04 inverter:

	Vdd:
	2 V
	4.5 V
	6 V

	tpd, max
	70 ns
	14 ns
	12 ns


CMOS inverters consist of a complementary MOSFET pair, where the P and N-channel MOSFETs are in a series totem-pole configuration.  In multiple-stage inverter chains, delay is caused by the charging of the gate capacitance through the on-state resistance of the MOSFETs in the previous stage.  At lower supply voltages, less current flows through the on-state resistance, so the capacitance of the next stage takes longer to charge up.  Thus, the delay through the chain increases as supply voltage drops.

Joe Sousa suggested the following circuit to use to modulate the supply voltage on the inverter:
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Figure 14 – Schematics of variable delay buffer

The 100 ohm resistor is used to provide a DC current to the inverter, and is also used to bias the input signal.  A large (4.7 uF) capacitor is used to couple the audio signal to the power rail of the inverter.  A smaller 2.2nF capacitor is used to bypass the supply at the switching frequency of 5 Mhz.

When testing this circuit (originally without the diode chain), it would work fine without an audio input.  However, when a low-impedance output was connected to the audio input, the coil wouldn’t oscillate.  We attributed the problem to the long RC delay due to the 100 ohm resistor and the large coupling capacitor.  This RC time constant meant the inverter took a long time to start up, disabling the feedback loop until long after the initial oscillation died out.

We added the diode chain to bypass the 100 ohm resistor when the supply of the inverter was sufficiently below 5 Volts.  When the supply reached 5V minus three diode drops, the diodes shut off, and the supply could be modulated normally by the input signal.  

The pair of inverters was used, instead of a single inverter, to allow us to continue to use the non-inverting input of the gate driver. When using the single inverter and the inverting terminal of the gate driver, we frequently destroyed our MOSFET. This occurred when the inverters did not receive enough power initially, causing the inverter to output low regardless of input, because it did not have a higher rail to output. The low signal to the inverting input of the gate driver forced it to turn on the MOSFET, shorting the high voltage rail through the MOSFET. The large current flowing to ground would turn on the light bulb (a sign that something was wrong), as well as overheating and destroying the MOSFET. This could be remedied by a MOSFET capable of passing higher currents, or more simply by using the dual inverter stage as a buffer, such that if it did not receive power, the MOSFET would simply remain off.

6 - Shielding and Interference

<picture of Faraday cage, will take tonight (5/14/03) - SK>


The resonant coil and corona together create a lot of interference.  The potential gradient created by the tweeter is strong enough to power a fluorescent light bulb two or three feet away. The signal is strong enough to be make a CD player stop working and to be picked up by floating oscilloscope leads many meters away from the tweeter.


Shielding and designing circuitry that is not affected strongly by interference was an essential element of our project, though we had many setbacks on the way.  The flame control and flame modulation circuits were shielded in a grounded metal box, which seemed to be sufficient in our final design.  Other elements of the plasma tweeter like the pre-amp circuitry and one of the iterations of the PWM stage suffered from interference issues even when placed in the shielded container.


One solution we tried was to make a faraday cage to place around the corona.  We made a spherical cage out of two vegetable strainers.  However, when placed around the cage, the flame made undesirable hissing sounds.  This size and proximity of the grounded cage to the plasma was most likely the cause of the hissing.


Another solution was to shield the coil itself.  However, when the shield was in place, no plasma could be created.  This was perhaps because the shield was drawing power from the coil and not enough remained to start the flame.


Our time constraints limited us to shielding the plasma tweeter enough so that it could generate sound based on audio signal input.  More effective shielding is a simple addition to our project that would likely lead to improved sound quality.  A large metal grating could be used as a faraday shield for both the coil and the plasma.  Making sure that it does not get too close to either the flame for the coil is the key and will not detract from its ability to shield the components.  As well, shielded wiring going to the input audio device would cut down on some of the noise.

7 - Conclusion


Our goal for this project was to create a solid-state plasma tweeter that played audio sounds and this we accomplished.  The main theme behind our designs was to make circuits that compensate for and even use the non-idealities of our components and that are able to handle the demanding frequencies and power levels at which they operate.


Our final design created a plasma flame about 0.5 cm in diameter.  It plays audio signals from 1 kHz to frequencies past our range of hearing.  Given input signals from a signal generator, it creates a clean sound with good high frequency response.  The maximum volume level was reasonable though not loud.  With input directly from a CD player the plasma tweeter played the high frequency components of the audio at low volumes.

8 – Future Improvements

Although are initial model was able to produce sounds, there are a large number of improvements that could be made. Our main goal was to produce a speaker that could be connected to an audio source and produce audio with its own amplification. To this extent, there are several improvements to attain such performance:

· Create a pre-amp that uses balanced audio, such that there are two cables, + and -, which carry opposite signals. This would improve noise-immunity, as any noise picked up by both cables is ignored by common-mode rejection of the pre-amp.

· Replace the isolation transformer in the power supply with a variac, allowing a controllable flame height.

· Attempt to stabilize and shield the PLL/PWM unit, to produce sound via our original method.

· Use a MOSFET with a faster switching time to increase the driving frequency, to drive a coil of higher frequency. This would eliminate some of the static produced by the flame.

· Better shield the flame and coil, to reduce interference, both within our circuit and to outside devices.
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