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Right-Protected Data Publishing
with Provable Distance-based Mining

Spyros I. Zoumpoulis, Michail Vlachos, Nikolaos M. Freris, Claudio Lucchese

Abstract—Protection of one’s intellectual property is a topic with important technological and legal facets. We provide mechanisms
for establishing the ownership of a dataset consisting of multiple objects. The algorithms also preserve important properties of the
dataset, which are important for mining operations, and so guarantee both right protection and utility preservation. We consider a right-
protection scheme based on watermarking. Watermarking may distort the original distance graph. Our watermarking methodology
preserves important distance relationships, such as: the Nearest Neighbors (NN) of each object and the Minimum Spanning Tree
(MST) of the original dataset. This leads to preservation of any mining operation that depends on the ordering of distances between
objects, such as NN-search and classification, as well as many visualization techniques. We prove fundamental lower and upper bounds
on the distance between objects post-watermarking. In particular, we establish a restricted isometry property, i.e., tight bounds on the
contraction/expansion of the original distances. We use this analysis to design fast algorithms for NN-preserving and MST-preserving
watermarking that drastically prune the vast search space. We observe two orders of magnitude speedup over the exhaustive schemes,
without any sacrifice in NN or MST preservation.

Index Terms—Watermarking, Nearest Neighbors (NN) , Minimum Spanning Tree (MST), Restricted Isometry Property (RIP)
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1 INTRODUCTION

Data exchange and data publishing are becoming an inherent
part of business and academic practices. Data owners, nonethe-
less, also need to maintain the principal rights over the datasets
that they share, which in many cases have been obtained
after expensive and laborious procedures. This work presents
a right-protection mechanism that can provide detectable ev-
idence for the legal ownership of a shared dataset, without
compromising its usability under a wide range of machine
learning, mining, and search operations. We accomplish this,
by guaranteeing that order relations between object distances
remain unaltered.

To right protect we use watermarking. Watermarking allows
the user to hide innocuous pieces of information inside the
data. The value of watermarking becomes increasingly impor-
tant because of the proliferation of digital content, and because
of the ease of data sharing particularly through data clouds.
Watermarking has many applications such as: a) ownership
identification (to whom do I pay royalties?), b) proof of
ownership (how can I provide evidence at a legal dispute?),
c) tamper detection (has the original content been modified?),
d) leak identification (which source leaked the data?). Here
we adapt on a robust spread-spectrum approach that can
recover the embedded information even under malicious data
transformations. However, traditional multimedia watermark-
ing techniques considered only a single object and did not
analyze distortions in the object relationships when dealing
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with watermarking multiple objects. Watermarking essentially
adds noise to a given dataset, and so it may distort the original
object distances. Therefore, our goal is two-fold: not onlyto
provide right protection, but also to preserve important parts
of the original object topology. We focus on the preservation
of the following properties on the original distance graph:
a) preservation of Nearest-Neighbor (NN) distances for every
object, and b) preservation of the dataset’s Minimum Spanning
Tree (MST). By doing so, any mining or search task that
depends on the previous properties will remain undistorted
post-watermarking.

There exist many mining and learning algorithms that
depend on the objects’ NN’s or the MST of the dataset. Using
the proposed right-protection methodology, the executionof
these algorithms will remain the same before and after water-
marking. We provide some concrete examples:

• Instance-based classifiers [1], [2] search for the NN’s of a
given query and assign the label based on a majority vote
of the neighborhood. Any classification scheme based on
NN’s will operate in the same way as on the original
data.

• Many clustering algorithms utilize the MST, such as [3],
[4]. Our technique also guarantees preservation of the
MST post-watermarking.

• There exist many visualization methods and embedding
techniques that use either the neighborhood or the MST.
As one example, the popular ISOMAP dimensionality
reduction technique [5] first creates the k-neighborhood
of every object, and then projects the Minimum Spanning
Tree distance relationships on a lower-dimensional space.

This paper represents an extension of [6]. The emphasis
of the current work is on the comprehensivetheoretical
analysis of the distance distortion due to watermarking. We
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provide tight bounds on the expansion/contraction of distances
caused by multiplicative watermarking techniques, and estab-
lish a restricted isometry propertyas defined in the setting
of compressed sensing. We leverage this analysis to provide
guarantees on the preservation of distance relations and also
drastically prune the search space. Our experiments suggest
that we can substantially reduce the search space and the
distance computations by many orders of magnitude compared
to exhaustive algorithms of [6].

2 OVERVIEW OF OUR APPROACH

Our goal is to discover how to right-protect a dataset, but atthe
same time guarantee preservation of the outcome of important
distance-based mining operations. We provide two variants:
one that preserves Nearest-Neighbors (NN) and another that
preserves the Minimum Spanning Tree (MST). Therefore, the
output of any algorithm based on these two properties will be
preserved after right protection. To guarantee this, we study
the critical watermarkintensityto both protect the dataset, as
well as ensure that important parts of the object distance graph
are not distorted.

It is essential to discover the maximum watermark inten-
sity for right protection. This provides assurances of better
detectability and hence better security for the right-protection
scheme. We first study how (Euclidean) distances between the
objects are distorted as a function of the watermark embedding
strength. This gives us insight on how to design fast variants of
our algorithms that still guarantee preservation of the NN and
the MST, but operate significantly faster than the exhaustive
algorithms.

The paper is structured as follows: We commence by
presenting our right-protection scheme via watermarking in
Section 3. In Section 4 we derive tight bounds on the con-
traction/expansion of distances between dataset objects due to
watermarking. In Sections 5 and 6 we formulate and solve
the NN- and MST-preserving watermarking problems: how
to derive the maximum watermark embedding power such
that either the NN or the MST or both are preserved after
watermarking. Section 7 leverages our theoretical analysis to
design fast algorithms without compromising accuracy. The
experimental section demonstrates the speedup obtained by
fast variants. Finally, section 9 reviews related work.

During the course of this paper, we demonstrate our findings
primarily on image contour data from anthropology and the
natural sciences. This is mainly for reasons of illustration, so
that the effect of right protection can be more easily visualized.
However, our approaches are applicable on any sequential
numerical datasets (e.g., time series).

3 RIGHT PROTECTION VIA WATERMARKING

We describe first how watermarking mechanisms can embed
a secret key (watermark) on a collection of objects. We
demonstrate the techniques for 2D sequence data (image
contours, trajectories, etc). We later demonstrate how to detect
the watermark using a correlation filter.

The embedded watermark should satisfy the following
properties: 1) Imperceptible: it introduces no apparent visual

distortion; 2) Detectable: the correlation distribution of the
watermarked data with the correct key is sufficiently dis-
tinct from the distribution with a random key, thus allow-
ing the conclusive determination of the watermark’s pres-
ence; 3) Preservation of the NN and the MST: the power of
the watermark is tuned in such a way so that the Nearest
Neighbor of each object and the Minimum Spanning Tree
of the distance graph of all objects does not change. 4)
Robust to malicious attacks: the watermark is detectable even
after data transformations (attacks). In the following sections
we explain how the above requirements are satisfied by the
proposed watermarking scheme.

3.1 Threat Model

We consider the following threat model: an attacker may
modify the watermarked data so that the watermark cannot be
detected. However the attacker may only modify the data to
an extent such that the utility of the data is not sacrificed. We
assume that an attacker: a) is knowledgeable of the algorithm
but not of the secret key; b) may distort the data using
geometric transformations, noise addition (in both time and
frequency domains), data transcription (e.g., upsamplingor
downsampling); c) can also deploy other types of attacks, such
as double-watermarking.

3.2 Watermark Embedding

Assume an object represented as a vector of complex numbers
x = {x1, . . . , xn}, wherexk = ak + bki (i is the imaginary
unit, i2 = −1), and where the real and imaginary parts,ak and
bk respectively, describe the coordinates of thek-th point of
object x on the imaginary plain. Such a model can describe
data trajectories or even image contour data which capture
coordinates of a shape perimeter, as shown in Figure 7.

We use a spread-spectrum approach [7]. This embeds the
watermark across multiple frequencies of each object and
across multiple objects of the dataset. As such, it renders
the removal of the watermark particularly difficult without
substantially compromising the data utility. An objectx is
mapped into the frequency domain using its complex Fourier
descriptorsX = {X1, . . . , Xn}. The mapping from the space
domain to the frequency domain is described by the nor-
malized discrete Fourier transform,DFT (x), and its inverse,
IDFT (X).

Xj =
1√
n

n∑

k=1

xke
−i 2π

n
(j−1)(k−1) j = 1, . . . , n

xk =
1√
n

n∑

j=1

Xje
i 2π

n
(j−1)(k−1) k = 1, . . . , n.

Every coefficientXj can be expressed as a function of its
magnitudeδj and phaseφj , asXj = δje

φji. The watermark
constitutes a piece ofsecret informationto be hidden inside
each sequence. In our approach, we consider the watermark
to be a given vectorW ∈ {−1, 0,+1}n, which is embedded
in all objects of the dataset.
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Definition 3.1. (Multiplicative Watermark Embedding (W,p))
Assume a sequencex ∈ C

n with corresponding set of
Fourier descriptorsX, a watermarkW ∈ R

n and power
p ∈ [0, 1] which specifies the intensity of the watermark.
A multiplicative watermark embedding(W,p) generates a
watermarked sequencêx by replacing the magnitudes of each
Fourier descriptor ofx with the watermarked magnitudêδj
while not altering the phases, specifically:

δ̂j = δj · (1 + pWj) , and φ̂j = φj

In the sequel, we use the notation̂D, x̂, X̂, δ̂j to refer,
respectively, to the watermarked versions of datasetD, object
x, set of Fourier descriptorsX of an object, and magnitude
δj of the jth Fourier descriptor of an object.

Using the modified magnitudeŝδj and the original phases
φj , we can revert from the frequency domain back to the space
domain and obtain the watermarked sequence using the inverse
discrete Fourier transform.

Frequency Domain

ft ift
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watermarked 
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Magnitude
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modified
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Fig. 1. Overview of the proposed watermarking method

The robustness of the watermark embedding depends on
the choice of coefficients. We embed the watermark in the
coefficients that exhibit, on average over the dataset, the
largest Fourier magnitudes. This makes the removal of the
watermark difficult; in order for it to be masked out (e.g., by
noise addition) it would mean that the dominant frequencies
of the dataset have to be distorted. Thus, the dataset utility
would have to be undermined. Fig. 2 shows the reconstruction
of a shape from a dataset, when approximated using the
highest energy coefficients. It is apparent that the high energy
coefficients capture important characteristics of the dataset.

When embedding the watermark, we exclude the first
Fourier descriptor (the DC component)X1 from consideration,
and leave it intact. The DC component captures the center
of mass of objectx and is therefore highly susceptible to
translational attacks. For example, if a part of the watermark
was embedded on the DC component of an object, then a
simple translation would shift the center of mass of the object,
thus erasing this part of the watermark without affecting the
object’s shape.

Given a datasetD = {x(1), . . . , x(|D|)}, we use δx
(i)

j

to denote the magnitude of thejth Fourier descriptor of
objectx(i). The average of the magnitudes of thejth Fourier
descriptor across all objects inD, denoted byµj(D), is given
by

µj(D) :=
1

|D|

|D|∑

i=1

δx
(i)

j . (1)

Given datasetD and an even integer2 ≤ l ≤ n, we restrict
attention to the following class of watermarks:

Definition 3.2. (Class of watermarks withl non-zero elements,
compatible with datasetD (Wl(D))) Theclass of watermarks
with l non-zero elements, compatible with datasetD, denoted
by Wl(D), is the set of allW ∈ {−1, 0,+1}n that satisfy:

Wj =






0 if j = 1 (DC component)
{−1, 1} if µj(D) is among thel largestµi 6=1(D)

0 otherwise
(2)

as well as
∑n

j=1 Wj = 0. Let us also define the set of indices
where the watermark is allowed to have non-zero entries by

L(D) := {j : µj(D) is among thel largestµi6=1(D)}(3)

By definition, it follows that ifW ∈ Wl(D), then−W ∈
Wl(D).

In summary, we embed the watermark in the magnitudes
of the Fourier descriptors and leave the phases unchanged; we
leave the DC component intact; and we watermark the Fourier
descriptors with the largest average magnitudes. An overview
of the described methodology is illustrated in Fig. 1.

3.3 Error Introduced by the Watermark

Watermarking is in essence a noise-adding operation. We
quantify the noise as the relative errorǫ introduced in a given
objectx. We define

ǫ(x, x̂) :=
‖x− x̂‖
‖x‖ . (4)

Owing to Parseval’s theorem, we have

‖x− x̂‖2 = ‖X − X̂‖2

=
n∑

j=1

(
δje

φji − δ̂je
φji
)(

δjeφji − δ̂jeφji

)

= ‖δ − δ̂‖2. (5)

By Definition 3.1, it follows that

‖x− x̂‖ = p‖δ ·W‖, (6)

where multiplication of vectorsδ,W is taken to be element-
wise, andz denotes the complex conjugate of complex number
z. Note that‖x‖2 = ‖δ‖2 and therefore, by (6), we can bound
the distortion by

‖x− x̂‖ ≤ p‖δ‖ = p‖x‖, (7)

as long asW is compatible with some datasetD.
We can now write

ǫ(x, x̂) =
‖x− x̂‖
‖x‖ = p

‖δ ·W‖
‖x‖ ≤ p. (8)

This means that the watermark embedding introduces an
error which is proportional to the embedding power and to
the norm of those descriptors for whichWj 6= 0. Given this
immediate relation between power and error, we will often
refer to the relative error introduced by the watermark to
quantify the amount of power used during the embedding
process.
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Fig. 2. Shape reconstruction for different number of Fourier coefficients that contain the highest energy

3.4 Watermark Detection

The detection process aims at discovering the presence of a
particular watermark in a watermarked dataset. This involves
measuring the correlation between a tested watermark and the
watermarked dataset. The higher the correlation between the
two, the higher the probability that the embedded watermark
was the one tested. Because the watermark is embedded in all
objects of a dataset, one option is to measure the correlation
between the watermark and the average of the magnitudes of
Fourier descriptors across all objects of the dataset. However,
directly measuring the correlation may not be very effective
under multiplicative embedding. The reason is that since we
want to minimize distortion, a small embedding power is
preferred, whence the magnitudes of the Fourier descriptors
are dominated by the original level of the average.

To overcome this, we record the biasµ(D) before em-
bedding the watermark, and remove it before the detection.
Denoting the vector of the averages of the Fourier descriptor
magnitudes across all objects of a datasetD by µ(D) :=
(µ1(D), . . . , µn(D)), we define the correlation between wa-
termarked dataset̂D and watermarkW as follows:

Definition 3.3 (Detection Correlation). Let D be the original
dataset,D̂ the watermarked dataset, andW a watermark
(to be tested). ThecorrelationbetweenW and D̂ given the
average magnitudes in the original datasetµ(D) is

χ(W, D̂) :=

(
µ(D̂)− µ(D)

µ(D)

)T

W,

where the division is element-wise, excluding elements for
which µj(D) = 0, and where all vectors are taken to be
column vectors.

This improved scheme can be thought of as an inversion
of the multiplicative embedding, and allows for effective
detection of the watermark. As long as the number of non-
zero elements ofµ 6=1(D) is at leastl, the detection correlation
between watermarkW ′ and a dataset watermarked withW is

χ(W ′, D̂) =
∑

j∈L(D)

∑|D|
i=1 δ̂

x(i)

j −∑|D|
i=1 δ

x(i)

j∑|D|
i=1 δ

x(i)

j

W ′
j

=
∑

j∈L(D)

∑|D|
i=1 δ

x(i)

j pWj

∑|D|
i=1 δ

x(i)

j

W ′
j

= pWTW ′.

This is maximized forW ′ = W , in which caseχ(W ′, D̂) =
pl. For anyW ′ 6= W , χ(W ′, D̂) < χ(W, D̂).

In addition to the watermarkW , vector µ(D) is also
recorded, and they are used jointly as the key. The additional

storage cost is minor in the face of enhanced security. A
malicious attacker with an incentive to remove the watermark
may try to detect it by searching through different watermarks
for the correct one. To identify the one that attains the highest
correlation, the malicious third party would need to compute
the correlations of different watermarks, which depend on
the unknownµ(D). It becomes clear that it is hard for the
attacker to measure correlations and therefore discover the
correct watermark.

3.5 Effectiveness under Attacks

We consider here various attacks, and discuss the efficiency
of our scheme:

Geometric attack: In an effort to remove the watermark an
adversary may perform:

1) Rotation: By globally rotating all objects by the same
angle, the points change, but the pairwise distances between
objects remain the same. A rotational transformation is an
effective attack since it can be easily performed with the
purpose of destroying all the original values (and possiblythe
secret watermark), without affecting any of the relative object
positions. Global rotations, nevertheless, only affect the phases
in the frequency domain and not the magnitudes. Since our
watermark is embedded in the magnitude, it is invariant to
rotational attacks.

2) Translation: Global translations change the objects’ co-
ordinates but not their pairwise distances. Global translations,
however, only affect the first frequency component (DC),
where we don’t embed any part of the watermark; our scheme
is therefore resilient to translational attacks.

3) Scaling: In a scaling attack, the attacker would scale
all objects by a factor. This results in scaling the magnitudes
of the Fourier descriptors, which can be accounted for by a
normalization in the detection process.

Cryptographic attack: This attack resorts to an exhaustive
key search, which attempts to identify the key used for the
embedding. This would mean searching over all possibleW ’s;
yet there are as many as2l of them, when assuming knowledge
of the l watermarked frequencies, and

(
n

l

)
2l without such

knowledge. Actually, this is the premise of all cryptographic
systems; the encoding algorithm is known, the secret key
unknown, but brute-force computation would simply take too
long for anyone to break it within a realistic time frame.

Oracle attack: Here, the attacker tries to reconstruct the
non-watermarked data from the watermarked data when the
watermarking detector device is also available (which is a big
security breach on its own). See [8] for one example of this,
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which however does not apply to our case, because the detector
is not publicly available.

Another potential attack could be thecollusion attack,
where the attacker obtains more than one watermarked ver-
sions and averages them in an attempt to diminish the effec-
tiveness of detection.

In Section 8, we provide empirical ROC curves that show
the resilience of our technique under geometric transformation,
as well as other types of attacks. We also refer the interested
reader to [9], [10] for a more in-depth analysis of the em-
bedding effectiveness for spread-spectrum watermarking under
various types of attacks.

4 DISTANCE DISTORTION DUE TO WATER-
MARKING

Here, we study analytically the distortion of object distances
due to watermarking. We provide closed-form expressions for
the Euclidean distance between two objects before and after
the watermark embedding. Then, we derive tight lower and
upper bounds on the distortion of distances due to watermark-
ing, which hold uniformly for any watermark compatible with
the given dataset. Our analysis gives crisp insight about the
effect of watermarking on object distances and forms the basis
for the fast algorithms for NN and MST preservation proposed
in Section 7.

4.1 Distance Between Objects
Given objectsx, y, we denote their Euclidean distance in the
original dataset byD(x, y). We have

D2(x, y) = ‖x− y‖2 = ‖X − Y ‖2

=
n∑

j=1

(
δxj e

φx
j i − δyj e

φ
y

j
i
)(

δxj e
φx
j
i − δyj e

φ
y

j
i

)

=
n∑

j=1

(
δxj
)2

+
(
δyj
)2

− 2δxj δ
y
j cos(φx

j − φy
j ). (9)

Given objectsx, y, we denote their Euclidean distance after
the embedding of a watermarkW with powerp by D̂p(x, y).
Note that D̂p(x, y) depends onW , but we suppress this
dependence for ease of notation. We have

D̂2
p(x, y) = ‖x̂− ŷ‖2 = ‖X̂ − Ŷ ‖2

=
n∑

j=1

(
δ̂xj e

φx
j i − δ̂yj e

φ
y

j
i
)(

δ̂xj e
φx
j
i − δ̂yj e

φ
y

j
i

)

=
n∑

j=1

(
δ̂xj

)2
+
(
δ̂yj

)2
− 2δ̂xj δ̂

y
j cos(φx

j − φy
j )

= p2
n∑

j=1

W 2
j

((
δxj
)2

+
(
δyj
)2

− 2δxj δ
y
j cos(φx

j − φy
j )
)

+2p
n∑

j=1

Wj

((
δxj
)2

+
(
δyj
)2

− 2δxj δ
y
j cos(φx

j − φy
j )
)

+D2(x, y). (10)

Consider a datasetD and fix an even integerl, with
2 ≤ l ≤ n (recall that l is the number of non-zero entries

in the watermark). We limit our attention to watermarks
W ∈ Wl(D). In the sequel, we suppress the dependence
of the class of compatible watermarks onl in our notation
when adopting thatl has been specified. For given objects
x, y ∈ D, the expression for the squared distance after
the watermark embedding (10) is a quadratic function of
the embedding powerp. We use the auxiliary definition
Rj(x, y) :=

(
δxj
)2

+
(
δyj
)2 − 2δxj δ

y
j cos(φ

x
j − φy

j ) ≥ 0; note
thatD2(x, y) =

∑n

j=1 Rj(x, y). The coefficient of the second-
order term is constant for any watermarkW ∈ W(D) and
is equal to

∑
j∈L(D) Rj(x, y), while the constant term of the

quadratic is the original distance between the objectsD2(x, y).
The only coefficient that can vary with the choice of the
watermarkW is the coefficient of the first-order term. We
derive a lower and an upper bound on that coefficient, and
therefore a lower and upper bound on the squared distance
between the objects, for fixedp, valid for anyW ∈ W(D).

We defineL1(D, x, y) to be the set of indicesi such
that Ri(x, y) is among thel/2 smallest values of the set
{Ri(x, y)}i∈L(D) and L2(D, x, y) to be the set of indicesi
such thatRi(x, y) is among thel/2 largest values of the same
set. We define

WU
j (x, y) :=






0 if j = 1 (DC component)
−1 if j ∈ L1(D, x, y)
+1 if j ∈ L2(D, x, y)
0 otherwise

(11)

which is the compatible watermark that maximizes the
first-order term. SinceWU

j (x, y) ∈ W(D), we have that
−WU

j (x, y) ∈ W(D) and this is the compatible watermark
that minimizes the first-order term. Setting

Lp(x, y) := p2
∑

j∈L(D)

Rj(x, y)−

2p
n∑

j=1

WU
j (x, y)Rj(x, y) +D2(x, y),

Up(x, y) := p2
∑

j∈L(D)

Rj(x, y) +

2p
n∑

j=1

WU
j (x, y)Rj(x, y) +D2(x, y),

we have

Lp(x, y) ≤ D̂2
p(x, y) ≤ Up(x, y), ∀W ∈ W(D).

The interval defined by the bounds has length that is propor-
tional to the embedding powerp:

Up(x, y)−Lp(x, y) = 4p
n∑

j=1

WU
j (x, y)Rj(x, y) ≤ 4pD2(x, y).

4.2 Lower and Upper Bounds on Distance Distortion

We derive tight lower and upper bounds of the distance
expansion/contraction due to watermarking. We show that
two objects that lie at a given distance before the watermark
embedding cannot get arbitrarily close or arbitrarily far apart
after the watermark embedding, irrespective of the embedded
watermark. In particular, we establish arestricted isometry
property: allowing the watermark embedding power to lie in
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the interval [pmin, pmax] ⊆ [0, 1], we prove the minimum
contraction factor to be1−pmax and the maximum expansion
factor to be1 + pmax for any dataset-compatible watermark.

Theorem 4.1. (Tight Lower and Upper Bound on the
Distance of Watermarked Sequences) Given two objects
x, y ∈ D, for any compatible watermarkW ∈ W(D) and
any embedding power[pmin, pmax] ⊆ [0, 1] we have the
restricted isometry property:

(1− pmax)D(x, y) ≤ D̂p(x, y) ≤ (1 + pmax)D(x, y). (12)

These bounds are tight, i.e., they can be achieved by a
particular setup of relative positions betweenx, y, some com-
patible watermark and some embedding power in the interval
[pmin, pmax].

Proof: Formally we seek to solve

(min) max
p,W,x,y

D̂2
p(x, y)

s.t. p ∈ [pmin, pmax]

W ∈ W(D)

D(x, y) known

This is equivalent to solving three nested optimization prob-
lems: we first consider fixed objectsx, y ∈ D and embedding
power p ∈ [pmin, pmax], and optimize with respect to the
watermarkW ∈ W(D); we then optimize with respect to
objects x, y ∈ D with fixed distanceD(x, y); we finally
optimize with respect to the powerp ∈ [pmin, pmax]. We
derive the lower bound, the proof for the upper bound being
analogous. Calculating a lower bound amounts to solving

min
p∈[pmin,pmax]

min
x,y:D(x,y) known

min
W∈W(D)

D̂2
p(x, y),

which can be written as

Lp(x, y) = p2




∑

j∈L1(D,x,y)

Rj(x, y) +
∑

j∈L2(D,x,y)

Rj(x, y)





−2p




∑

j∈L2(D,x,y)

Rj(x, y)−
∑

j∈L1(D,x,y)

Rj(x, y)





+D2(x, y)

= (p2 − 2p)
∑

j∈L2(D,x,y)

Rj(x, y)

+(p2 + 2p)
∑

j∈L1(D,x,y)

Rj(x, y)

+D2(x, y). (14)

For p ∈ [pmin, pmax] ⊆ [0, 1] we have thatp2 − 2p ≤ 0 ≤
p2 + 2p, therefore minimizing (14) subject to the constraint∑n

j=1 Rj(x, y) = D2(x, y), yields
∑

j∈L1(D,x,y)

Rj(x, y) = 0, (15a)

∑

j∈L2(D,x,y)

Rj(x, y) = D2(x, y). (15b)

For this particular selection, we have

Lp(x, y) = (p2 − 2p)D2(x, y) +D2(x, y)

= (1− p)2D2(x, y). (16)

For the third minimization problem, settingp = pmax is
clearly optimal. The fact that the bound is tight follows by
consideringx, y satisfying (15), using the compatible water-
mark W = −WU

j (x, y), and embedding powerp = pmax.
�

Fig. 3 illustrates.

Fig. 3. Two objects cannot get arbitrarily close or arbitrar-
ily far after the watermark embedding. In this figure we
represent objects as points for presentational purposes.
To better illustrate the distortion bounds, objects x̂, ŷ are
globally translated so that x and x̂ coincide.

Remark 4.2. Given two objectsx, y, and assuming watermark
embedding powerp, we can also derive a lower/upper bound
based solely on (7), which implies thatx̂ and ŷ lie in a ball
of radius p‖x‖ and p‖y‖ around x and y, respectively. If
D(x, y) is sufficiently small, the balls overlap, and one might
be tempted to think that̂Dp(x, y) may be arbitrarily small.
We prove this is not the case:̂Dp(x, y) cannot be less than
(1− pmax)D(x, y), regardless of the watermarkW ∈ W(D)
and the embedding powerp ∈ [pmin, pmax]. The bounds
we derive hold uniformlyfor all compatible watermarks and
legitimate embedding powers; they are tight, as scenaria exist
in which they can be achieved; and they are fundamental, in
the sense that all available descriptive information is utilized
to derive them.

We leverage this result to propose fast algorithms for NN-
and MST-preserving watermarking in Section 7.

5 PRESERVATION OF NN AND MST
Our right-protection scheme can guarantee preservation of
the NN and the MST post watermarking. These are two
important properties of the distance graph, because a number
of mining, learning, and visualization algorithms are based
on them. For example, preservation of the NN will result
in preservation of search operations based on a query-by-
example paradigm (e.g., multimedia search); instance-based
classification tasks based on the Nearest-Neighbors will also
be retained. Computation of the MST is also a fundamental
operation in many data analysis tasks; applications using the
MST can be found in logistics [11], data clustering [12],
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visualization [13], and phylogeny construction in biological
applications [14]. In addition, many classes of dimensionality
reduction techniques exploit MST-based distances to discover
a good low-dimensional data projection; a popular example is
ISOMAP [5], which uses the MST of the distance graph in
order to estimate the intrinsic data dimensionality.

De Brazza Monkey Male
De Brazza Monkey Juvenile Male

Juvenile Baboon

Mandrill2 male

Orangutan juvenile

Orangutan2 male

Gray-necked Owl 

Monkey Male

Gray-necked Owl 

Monkey Female

Red Howler 

Monkey Male

Mandrill male

Mantled Howler

Monkey

Common Chimpanzee male

Common Chimpanzee 

Male 2

Fig. 4. A visualization algorithm based on the MST

As an example, Fig. 4 shows the output of the visualization
algorithm of [13], which is based on the Minimum Spanning
Tree. The technique maps objects on the two-dimensional
plane while preserving exactly the MST distances. Using the
2D perimeter of a dataset containing skulls of primates, one
can easily visualize the evolutionary path between the different
species. Our technique will guarantee that this (and any other
algorithm) based on the MST will produce same outputs,
before and after watermarking.

The algorithms that we put forward will properly tune the
watermark embedding powerp so that the NN of each object
or the MST of the entire dataset are not distorted. Our analysis
in Section 4 suggests that for a given datasetD and watermark
W ∈ W(D), for all objectsx, y ∈ D, the distance between
watermarked objectŝDp(x, y) is continuous in the embedding
power p (and alsoD̂0(x, y) = D(x, y)). This implies that
for p sufficiently small, the ordering of all pairwise distances
in D will be preserved after the watermarking (assuming
these are all distinct). This, in turn, hints that the outcome
of any algorithm that depends on the ordering of distances
will be preserved. Now, we define formally the NN and MST
preservation problems.

Definition 5.1. (NN Preservation) Given a datasetD and an
object x ∈ D with Nearest NeighborNN(x) 6= x in the
distance graph ofD, we say that objectx preserves its Nearest
Neighbor after the watermark embedding with watermarkW
and powerp if

D̂p(x,NN(x)) ≤ D̂p(x, y), ∀y ∈ D, y 6= x. (17)

We say thatNearest Neighbors are preservedif this holds for
all x ∈ D.

Definition 5.2. (MST Preservation) Given a datasetD and
two objectsx, y ∈ D such that the edge(x, y) is an edge
of a Minimum Spanning TreeT of the distance graph ofD,
we say that the edge(x, y) is preserved in the MST after the

watermark embedding with watermarkW and powerp if

D̂p(x, y) ≤ D̂p(u, v), ∀u ∈ U(x,y), ∀v ∈ V(x,y), (18)

whereU(x,y), V(x,y) are the two connected componentsT is
split into after edge(x, y) has been removed. We say thatthe
MST T is preservedif all of its edges are preserved.

It is important to note that preservation of the MST after the
watermark embedding does not necessarily imply preservation
of Nearest Neighbors, and vice versa. This is because the MST
edges do not necessarily involve the NN of each object; the
MST edges includes only those nearest neighbors that do not
introduce a circle on the final MST graph.

6 NN- AND MST-PRESERVING WATERMARK-
ING

Our right-protection scheme watermarks datasets so that im-
portant object distances (NN or MST structures) are preserved.
It is paramount to optimize for maximal security, i.e., de-
tectability of the watermark, and at the same time minimize
visual distortion of objects. Therefore, we seek to find the
maximum embedding powerp∗, so that the desired properties
are maintained.

In certain cases, it may be possible to embed the watermark
very strongly and still maintain the original distance relations,
but this may lead to a visible distortion of an object’s ap-
pearance. In Figure 5 we depict how an object is distorted
for gradually larger watermark embedding powers. Therefore,
in practice we set an upper limit on the maximum allowed
power, i.e.,p∗ ∈ [pmin, pmax]. In our experiments we used
pmax = 0.01, allowing up to 1% relative distortion. This
assures that objects before and after watermarking will be
virtually indistinguishable.

Leaves

10
-5

5x10
-2Error - Larger Distortion

Distortion�
Visible

Fig. 5. Visual distortions for different watermark embed-
ding powers, for the leaves dataset

We define formally the NN- and MST-preserving water-
marking problems.

Definition 6.1. (NN-P Watermarking Problem)
NN-P(D,W ∈ W(D), pmin, pmax, τ): Given datasetD and
watermarkW ∈ W(D), find thelargestp ∈ [pmin, pmax] such
that at least a fraction(1 − τ) of the objects inD preserve
their Nearest Neighbor after the watermark embedding with
watermarkW .

Definition 6.2. (MST-P Watermarking Problem)
MST-P(D,W ∈ W(D), pmin, pmax, τ): Given datasetD and
watermarkW ∈ W(D), find thelargestp ∈ [pmin, pmax] such
that at least a fraction(1 − τ) of the edges of an MST of
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the distance graph ofD are preserved in the MST after the
watermark embedding with watermarkW .

Notice that in our definitions of the NN- and MST-
preserving watermarking problems, we allow for imperfect
preservation of the respective desirable property. In particular,
we allow for a fraction of objects to change their Nearest
Neighbor, or for a fraction of edges of the MST to be altered;
in the interest of higher security, one may be willing to accept
introducing errors in the distance-based utility in exchange for
a stronger watermark.

Next, we show how to solve the respective problems: first,
using exhaustive search (i.e., by computing and comparing all
relevant distances between objects); later, we explore faster
algorithms.

6.1 NN-Preservation Algorithm

Given a datasetD and objectx ∈ D, the Nearest Neighbor
of x in D, denoted byNN(x), the necessary and sufficient
condition for preservation after the watermark embedding with
watermarkW and powerp is

D̂p(x,NN(x)) ≤ D̂p(x, y), ∀y ∈ D, y 6= x. (19)

We saw in Subsection 4.1 that the squared distanceD̂2
p

can be expressed as a quadratic function of the embedding
power p. The NN-P problem can thus be solved by finding
the solution of a system of quadratic inequalities, for which
we provide theNN-Preservationalgorithm. The main idea is
that by performing all pairwise violation checks, we compute
a set of feasible powers(i.e., powers that preserve the NN
property) for each object by successive updates. We can then
compute the largest power that belongs in the set of feasible
powers of at least a fraction of1− τ of the objects inD.

In the sequel, letsolve (f(p) ≤ g(p) | S) return the subset
of watermark embedding powers inS, such thatf(p) ≤ g(p),
wheref, g are quadratic functions ofp in S. An illustration of
the solve function progressively removing infeasible powers
is given in Figure 6.

Notice that for our applications of interest, if we set∆(p) :=
f(p) − g(p), then∆(0) ≤ 0. (For NN preservation, it holds
thatD(x,NN(x)) ≤ D(x, y), ∀y 6= x, and similarly for MST
preservation, as discussed in the subsequent subsection.)∆(p)
is a polynomial of the formap2 + bp + c, a, b, c ∈ R, c ≤ 0.
If a, b ≤ 0 then∆ ≤ 0 in [pmin, pmax]. Otherwise, ifab < 0
then ∆ may be positive for an interval in[pmin, pmax]. An
exhaustive analysis of all possible cases has been implemented,
but we omit the details for the sake of brevity.

Algorithm 1 calculates the maximum watermark embedding
power within the range[pmin, pmax], which preserves the NN
of each object.
Complexity: The number of computations of quadratics, as
well as the number of inequalities solved, isO(|D|2). The
1-Nearest Neighbors can be computed inO(n|D|2) time. If
the pairwise distances in the original dataset are stored, then
computation of the coefficients of a quadratic takesO(l) time,
as recomputing the constant term in (10), aO(n) operation, is
not needed. Functionsolve can be computed inO(1) time. It

Algorithm 1 NN-Preservation
1: INPUTS: D,W, pmin, pmax, τ
2: OUTPUT: p∗

3: NN(D) = find 1-Nearest Neighbors ofD
4: for all x ∈ D do
5: feasible powers(x) = [pmin, pmax]
6: for all y ∈ D, y 6= x, y 6= NN(x) do
7: feasible powers(x) =

solve
(
D̂2

p(x,NN(x)) ≤ D̂2
p(x, y) | feasible powers(x)

)

8: end for
9: end for

10: p∗ = max{p : |{x : p /∈ feasible powers(x)}| ≤ τ · |D|}

follows that the time complexity of the algorithm isO(n|D|2).
Note, also that the parameterτ does not affect the asymptotic
complexity of the algorithm.

pmin pmax

D
is

ta
n

ce

Power

remove this 

power range 

because of u

remove this 

power range 

because of z

D
2
(x,y)

D
2
(x,u)

D
2
(x,z)

Fig. 6. Intuition behind the NN- and MST-Preservation
algorithms. We progressively remove watermarking pow-
ers that violate distances that need to be preserved. Each
parabola corresponds to the distance between a pair of
objects, with respect to the watermark embedding power
p. The shaded areas are the ranges of power which do
not satisfy the criteria for NN or MST preservation and
thus should be excluded from consideration.

6.2 MST-Preservation Algorithm

A similar rationale applies for the MST preservation algorithm.
The algorithm progressively removes infeasible powers, under
which the MST properties are violated.

Let T (D, E) be a Minimum Spanning Tree of the distance
graph of datasetD, where E is the set of|D| − 1 edges
composing the tree. If we remove an edgee = (x, y) ∈ E, we
split the original tree into connected componentsUe andVe.
SinceT is a Minimum Spanning Tree, such edgee = (x, y)
has the property of being ashortestedge that connectsUe

with Ve. If for edge e = (x, y) we useD(e) to denote the
Euclidean distanceD(x, y), for every edgee ∈ E it holds
that

D(e) ≤ D(u, v) ∀u ∈ Ue, ∀v ∈ Ve.

This defining property of an edgee of the MST is preserved
after the watermark embedding with watermarkW and power
p if and only if

D̂p(e) ≤ D̂p(u, v) ∀u ∈ Ue, ∀v ∈ Ve.



9

The MST-P Watermarking Problem can be solved again via
a system of quadratic inequalities. Algorithm 2 provides the
pseudocode for this process.

Algorithm 2 MST-Preservation
1: INPUTS: D,W, pmin, pmax, τ
2: OUTPUT: p∗

3: T (D, E) = find MST ofD (using Kruskal’s algorithm)
4: for all e ∈ E do
5: feasible powers(e) = [pmin, pmax]
6: for all u ∈ Ue do
7: for all v ∈ Ve do
8: feasible powers(e) =

solve
(
D̂2

p(e) ≤ D̂2
p(u, v) | feasible powers(e)

)

9: end for
10: end for
11: end for
12: p∗ = max{p : |{e : p /∈ feasible powers(e)}| ≤ τ ·(|D|−1)}

Complexity: The number of computations of quadratics, as
well as the number of inequalities solved, isO(|D|3). The
MST can be computed inO(n|D|2) time. If the pairwise
distances in the original dataset are stored, then computation
of the coefficients of a quadratic takesO(l) time. Function
solve can be computed inO(1) time. It follows that the time
complexity of the algorithm isO(l|D|3 + n|D|2).
Extensions: It is straightforward to also provide an algorithm
that preserves both NN and MST post watermarking. It is
sufficient to merge the NN-Preservation and MST-Preservation
algorithms. Some distance computations of the two algorithms
may overlap; therefore, the total complexity of the new algo-
rithm is lower-bounded by the number of computations solved
by MST-Preservation and upper-bounded by the sum of com-
putations solved by MST-Preservation and NN-Preservation. A
similar argument applies for bounding the number of quadratic
inequalities. For the remainder of the paper, we do not examine
further this variant.

7 FAST ALGORITHMS

The previous algorithms exhaustively search the design space
for discovering the maximum watermark embedding power.
Here, we show how to use the restricted isometry property
of Theorem 4.1 to properly prune the search space without
compromising NN and MST preservation post-watermarking.
The fast variants drastically reduce the number of calculations
of quadratic coefficients as well as the solutions of quadratic
inequalities.

7.1 Fast NN-Preservation

We state and prove a sufficient condition for preservation of
the Nearest Neighbor of an objectx. We show that if the ratio
of the Euclidean distance betweenx and some other object
y in the original dataset over the distanceD(x,NN(x)) is
greater than or equal to a threshold depending solely onpmax,
then y does not violate the NN ofx after the watermark
embedding, regardless of the details of the dataset or the
watermark embedding. In such case,y can be safely removed

from the violation checks, without computing the quadratic
D̂2

p(x, y).

Corollary 7.1. (Sufficient Condition for NN Preservation) For
x, y ∈ D, y 6= x,NN(x), if

D(x, y)

D(x,NN(x))
≥ 1 + pmax

1− pmax
, (20)

then y does not violate the NN ofx after the watermark
embedding, for all watermarksW ∈ W(D) and embedding
powersp ∈ [pmin, pmax].

Proof: From Theorem 4.1 it follows that

D̂p(x, y) ≥ (1− pmax)D(x, y),

D̂p(x,NN(x)) ≤ (1 + pmax)D(x,NN(x)),

for all watermarksW ∈ W(D) and powersp ∈ [pmin, pmax].
Hence

D̂p(x, y)

D̂p(x,NN(x))
≥ 1− pmax

1 + pmax

D(x, y)

D(x,NN(x))
≥ 1,

by (20).�

Algorithm 3 shows how to use Corollary 7.1 for effectively
pruning the search space of the exhaustiveNN-Preservation
algorithm. In the experimental section we show that this results
in enormous savings; the execution time is sped up by up to
2 orders of magnitude.

Algorithm 3 Fast NN-Preservation
1: INPUTS: D,W ∈ W(D), pmin, pmax, τ
2: OUTPUT: p∗

3: NN(D) = find 1-Nearest Neighbors ofD
4: for all x ∈ D do
5: feasible powers(x) = [pmin, pmax]
6: for all y ∈ D, y 6= x, y 6= NN(x) do
7: if D(x,y)

D(x,NN(x))
< 1+pmax

1−pmax
then

8: feasible powers(x) =

solve
(
D̂2

p(x,NN(x)) ≤ D̂2
p(x, y) | feasible powers(x)

)

9: end if
10: end for
11: end for
12: p∗ = max{p : |{x : p /∈ feasible powers(x)}| ≤ τ · |D|}

Technical considerations:For each objectx the algorithm
needs to keep track of the setN (x) ⊆ D\{x,NN(x)} where
y ∈ N (x) if it satisfies

D(x, y)

D(x,NN(x))
<

1 + pmax

1− pmax
.

This can be performed in a pre-processing stage incorporated
in the identification of the 1-Nearest Neighbors for all objects
(which involves tracking all original pairwise distances). Note
that the LHS of the above condition is decreasing inD(x, y).
Therefore, the setN (x) contains only the|N (x)| nearest
neighbors ofx, excludingNN(x). This pre-processing bears
no additional overhead. We then proceed to test for violations
of the Nearest Neighbor of an objectx only withinN (x). Such
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implementation requires storing, for each objectx, its N (x)-
neighborhood. In addition, we store the original distancesof
each objectx from objects in itsN (x)-neighborhood, so that
when computing squared watermarked distances, the constant
term of the quadratic (10) need not be recomputed.

The above interpretation highlights the reasoning for a
potentially drastic reduction in time complexity attainedby
the Fast NN-Preservationalgorithm: if the average size of
each object’sN -neighborhood isO(1), the complexity of the
algorithm after the pre-processing stage is no longer quadratic,
but rather linear in the size of the dataset|D|. BecauseN can
be empty for some objects, further reduction in the complexity
is possible. Of course, the worst-case theoretical complexity
is still O(|D|)2.

7.2 Fast MST-Preservation

A similar sufficient condition holds for MST preservation.

Corollary 7.2. (Sufficient Condition for MST Preservation)
For an edgee in an MST of the distance graph ofD, and
objectsu ∈ Ue, v ∈ Ve, if

D(u, v)

D(e)
≥ 1 + pmax

1− pmax
, (21)

then edge(u, v) does not violate the MST at edgee after the
watermark embedding, for all watermarksW ∈ W(D) and
embedding powersp ∈ [pmin, pmax].

The proof is similar to the proof of Corollary 7.1 and is
therefore omitted. Algorithm 4 uses Corollary 7.2 to prune
the search space of the naive MST-Preservation algorithm.
Representative savings in the runtime for several datasetsare
reported in Section 8.

Algorithm 4 Fast MST-Preservation
1: INPUTS: D,W ∈ W(D), pmin, pmax, τ
2: OUTPUT: p∗

3: T (|D|, E) = find Euclidean MST ofD (using Kruskal’s algo-
rithm)

4: for all e ∈ E do
5: feasible powers(e) = [pmin, pmax]
6: for all u ∈ Ue do
7: for all v ∈ Ve do
8: if D(u,v)

D(e)
< 1+pmax

1−pmax
then

9: feasible powers(x) =

solve
(
D̂2

p(e) ≤ D̂2
p(u, v) | feasible powers(x)

)

10: end if
11: end for
12: end for
13: end for
14: p∗ = max{p : |{e : p /∈ feasible powers(e)}| ≤ τ ·(|D|−1)}

Implementing the above algorithm, requires for each edge
e to keep track of edges(u, v), u ∈ Ue, v ∈ Ve such that

D(u, v)

D(e)
<

1 + pmax

1− pmax

in a pre-processing stage, and then test for violations only
within this set of edges denoted byN (e). Once again, if
the average size of each edge’sN -neighborhood isO(1), the

complexity of the algorithm after the pre-processing stageis
no longer cubic, but rather linear in the size of the dataset|D|.

8 EXPERIMENTAL EVALUATION

In this section, we evaluate the proposed schemes. We first
evaluate the right-protection scheme, verifying that it retains
the important distances of the original dataset graph. We then
compare the fast algorithms proposed in Section 7 to their
exhaustive counterparts, cf. Section 6. We also assess the
resilience of our scheme against a wide range of adversarial
data transformations.

We test our methods on six datasets from various appli-
cation areas: video-tracking data, handwritten data, and image
contour data from anthropology and natural sciences. We treat
images of shapes as two-dimensional sequences by extracting
the shape perimeter and sequencing adjacent peripheral points.
An example of this procedure is shown in Figure 7 for an
anthropological image dataset (skulls dataset).

Red Howler Monkey Male

(Alouatta seniculus seniculus)

Conversion of skull shape into a 

two-dimensional sequence 

Fig. 7. Shape perimeter converted into a 2D sequence

In all experiments we have usedpmin = 0 andpmax = 0.01,
so we allow up to1% relative distortion due to watermarking.
This corresponds to an SNR of 40db. We setτ = 0, enforcing
full maintenance of the NN and the MST. This constraint
was always satisfied for the datasets in our experiments. The
characteristics of the datasets are summarized in Table 1. Most
of the experiments have been conducted on a 2.16GHz Intel
CPU with 3GB RAM. The scalability experiments have been
conducted on a 3.40GHz Intel CPU with 16GB RAM.

Dataset # points/object # objects Type

skulls 1500 16 Image Contour
leaves 128 1125 Image Contour
fish 256 247 Image Contour
video1 1500 15 Video-Tracking
video2 500 23 Video-Tracking
hand 128 90 Handwritten

TABLE 1
Characteristics of the datasets used for experiments.

8.1 Preservation of Distance Relations

First we visually demonstrate that the right-protection mecha-
nism retains the desired parts of the underlying distance graph.
We show this for the MST-Preservation algorithm.

We use the visualization technique of [13], which uses
the Minimum Spanning Tree to provide a lower dimensional
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projection of the original dataset. We apply this techniqueon
theleaves dataset and the resulting visualization outcome is
given in Figure 8. We contrast the MST mapping of the orig-
inal dataset (black line) against the MST of the watermarked
dataset (orange line). One can observe that the two MST’s
are almost identical for any practical purpose. Therefore here
we confirm visually that the algorithmaccuratelychose the
watermark embedding power so as to preserve the MST.

MST after watermarking
MST before watermarking

Fig. 8. MST preservation on the leaves dataset. Ob-
serve that the MST before (black lines) and after water-
marking (orange lines) is not distorted.

8.2 Comparison of Algorithms

We compare the fast against the exhaustive NN- and MST-
Preservation algorithms. We evaluate three performance met-
rics:

• The computation of quadratic coefficients. This represents
a way to estimate the total CPU cost. It refers to the
computation of the coefficient of the quadratic term and
the linear term in (equation 10) and requires summing up
l terms.

• The number of quadratic inequalities. This captures es-
sentially the I/O cost of the algorithm, if we assume that
each object is stored on disk. This measures the number
of invokes of thesolve function in the algorithms.

• The wall-clock runtime of the algorithm. The previous
two metrics were agnostic to the implementation, but this
one may vary based on the programming language.

Tables 2, 3, and 4 report the number of computations of
quadratics and quadratic inequalities, respectively, performed
by each of theNN-Preservation, MST-Preservation, Fast NN-
Preservation, and Fast MST-Preservationalgorithms, across
all six datasets, forpmax = 0.01. The pruning attained by the
Fast algorithms ranges from two to five orders of magnitude.
Notice that the improvement is accentuated in larger datasets.

In Tables 5, 6 we report the observed running time in
seconds for each of the algorithms, across all datasets, as well
as the speed-up attained by theFast algorithms. Notice that
we only report the time needed to compute quadratics, solve

Dataset NN-P Fast NN-P Pruning factor

skulls 240 2 120
leaves 1264500 458 2761
fish 60762 47 1293
video1 210 4 53
video2 506 10 51
hand 8010 8 1001

TABLE 2
NN-preserving algorithms: computations of quadratics

Dataset MST-P Fast MST-P Pruning factor

skulls 455 4 114
leaves 24409488 530 46056
fish 529394 63 8403
video1 428 0 ∞

video2 1048 8 131
hand 51010 18 2834

TABLE 3
MST-preserving algorithms: computations of quadratics

Dataset NN-P Fast NN-P MST-P Fast MST-P

skulls 224 1 440 2
leaves 1263375 266 24408364 317
fish 60515 26 529148 35
video1 195 2 414 0
video2 483 5 1026 4
hand 7920 4 50921 10

TABLE 4
Solved quadratic inequalities for NN- and

MST-preserving algorithms

inequalities, and identify the optimal embedding power; wedo
not account for the time needed to compute distances between
objects in the original dataset, find the Nearest Neighbors or
the MST, or compute the discrete Fourier transform of objects.
Those are considered as pre-processing steps, fed as input to
the algorithm.

Dataset NN-P Fast NN-P Speed-up

skulls 0.047 0.005 9.4×
leaves 224.047 0.562 398.6×
fish 10.781 0.047 229.4×
video1 0.047 0.009 5.2×
video2 0.094 0.007 13.4×
hand 1.438 0.012 119.8×

TABLE 5
Running time (sec) of the NN-Preservation algorithms

Dataset MST-P Fast MST-P Speed-up

skulls 0.188 0.016 11.8×
leaves 4937.92 168.156 29.4×
fish 98.937 3.594 27.5×
video1 0.094 0.012 7.8×
video2 0.204 0.021 9.7×
hand 9.563 0.407 23.5×

TABLE 6
Running time (sec) of the MST-Preservation algorithms
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8.3 Scalability

We evaluate the scalability of the algorithms for synthetic
datasets of increasing size (up to60000 objects), each object
with dimensionality of64. Figures 9 and 10 showcase the in-
equalities, quadratics and run-times for the fast variantsof the
NN-preservation and MST-preservation algorithms. Naturally,
the running time of the algorithms is inherently limited by the
complexity of the underlying problems that we are trying to
preserve. For example, an optimal algorithm for MST using
simple data structures runs in O(ElogV ) time for V vertices
andE edges (e.g., Kruskal’s algorithm), referring to exact and
not approximate solutions. It is important to remember thatthe
watermarking process is an offline operation, therefore time
constraints are not the primary concern. Compared to exhaus-
tive solutions, the fast algorithms (using the restricted isometry
property) drastically reduce runtime. As a concrete example:
running theexhaustivealgorithm for NN preservation on 40K
objects requires one and a half day. Thefast version executes
in 19 minutes.
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8.4 Resilience to Attacks

We study the resilience of the proposed watermarking schemes
to adversary attacks. We test the detectability of the watermark
under a range of possible transformations. Any recipient ofthe
dataset may attempt to perform data transformations in order
to diminish the detectability of the embedded watermark, and
thus obfuscate the true ownership. Such an attack cannot be
arbitrarily severe, otherwise the usability of the datasetwill be
destroyed. Therefore, for all attacks we set an upper bound on
the distortion that an attacker may impose. For example, for
upsampling or downsampling we allow up to40% increase or
reduction in the number of points.

We test on the datasets in Table 1. Each graph contains the
Receiver Operating Characteristic(ROC) curves correspond-
ing to five different types of attacks: geometric transforma-
tions, noise addition, noise addition in the frequency domain,
upsampling, and downsampling. The figures also illustrate the
ROC curve for the random binary classifier (indicated by
random baseline), that is, the classifier that guesses completely
randomly between the two hypotheses. In general, the area

under the ROC curve is often used to measure the quality
of the classifier: a larger area indicates better detection.The
results are reported in Figure 11 and clearly demonstrate the
robustness of the proposed watermarking scheme against the
considered attacks. From a design viewpoint, before releasing
a dataset one should create similar ROC curves and evaluate
how distant is the random baseline from the correct watermark
detection under various transformations. If one wishes to
drive this separation even further, then one can increase the
parameterτ to favor stronger embedding powers at the expense
of distance violations.

Geometric transformations (global translation, rotation,
and scaling of the objects) may be attractive for a malicious
party, since they leave intact the general shape of objects
as well as spatial relations between different objects, while
potentially destroying the watermark, if it is not embeddedin
the proper space. We simulate such attacks by applying ran-
dom translations, rotations and scalings on each of the objects
of a dataset (same transformation on all objects). Geometric
transformations can be harmful for right protection schemes
that embed the watermark in the time/space domain [15], [16].
By construction, our watermarking embedding and detection
scheme jointly guarantee high detectability of the watermark,
and therefore resilience to geometric transformations.

Noise addition, either in the time or in the frequency
domain, is a critical attack, which can potentially destroythe
embedded watermark. We simulate this type of transformation
by translating all points of each object using a vector whose
coordinates are drawn by a normal distribution with zero mean
and a given variance. The larger the variance, the larger the
amount of noise introduced. Because an attacker must also
maintain the data utility, we tune the noise variance so as
to introduce an average errorǫ not higher than1.5%. The
error is calculated with respect to the original trajectories after
watermarking and noise addition. Notice that we allow the
attacker to introduce an error larger than the maximum error
we allow solely due to the watermark embedding (1%); this is
to the attacker’s advantage, as the higher the error, the worse
the detection (i.e., the closer the ROC curve lies to the random
baseline). It is apparent from our results that, in order to erase
the watermark, an attacker would need to introduce a large
error, which would distort the visual appearance of objects
and render the dataset useless.

Downsampling/Upsampling: For downsampling, each
dataset object is represented by a smaller set of points thatbest
approximate the original object. A shorter sequence is obtained
by sampling equidistant points from the spline associated
with the original sequence. Downsampling is a smart attack;
it does not significantly affect the object shape, but allows
the adversary to create a new sequence with no common
points to the original sequence. In upsampling, each object
is approximated with additional points, by sampling from a
spline associated with the original sequence. As indicatedby
the corresponding ROC curves, the proposed watermarking
scheme is resilient to both attacks.

Dataset truncation: Removals of objects may gradually
reduce the watermark detection efficiency. This is observed
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Fig. 11. ROC curves for watermark detection corresponding to geometric transformations, noise addition, noise
addition in the frequency domain, upsampling, and downsampling on different datasets.
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Fig. 13. ROC curves for watermark detection with increasing percentage of removed objects for three datasets

Fig. 12. Visual illustration of detectability robustness

because the average object magnitudes vectorµ(D) is used
as part of the key in the detection process. Note though
that when objects are removed from the dataset, its ‘mining
capacity’ is immediately altered compared to the original
dataset. Therefore, arbitrary and large object removals do
change the dataset structure. Figure 13 shows the ROC curves
for increasingly larger removal of objects. In Fig. 12 we show
visually the detection efficiency.

9 RELATED WORK

There exists a rich body of literature on watermarking from the
forensics and multimedia community: for images [17], vector
graphics [18], audio and video [19]. However, traditional

watermarking focuses on a single object. Here we consider the
preservation of the original topology for multiple objectsafter
watermarking. We study the trade-off between data security
(strength of embedding power) and utility (how to preserve
NN and MST).

A similar trade-off has been studied recently by privacy-
preserving techniques. Two main avenues have been con-
sidered in the privacy-preservation literature: a) protection
via data alteration or masking, and b) protection via data
partition. Techniques for data alteration consider: noisead-
dition [20] condensation [21], data transformation/projection
[22]. Privacy-preservation via data partition considers either
horizontal or vertical data partition [23]. Data are distributed to
different sites and data exchange without leakage of private in-
formation becomes possible through cryptographic techniques.
Our approach is fundamentally different from these, because
we not dissect the dataset; it is always distributed wholesome.

Watermarking techniques have been used to right-protect
databases [15], [24]. There is also relevant work on watermark-
ing for streaming time series [16]. They examine watermarking
on a single numerical sequence, as opposed to considering a
collection of sequences and aiming at maintaining the original
pairwise relationships. Also they do not consider resilience to
geometric data transformations.

Our setting poses additional challenges compared to tradi-
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tional watermarking or privacy-preservation techniques.Not
only do we work on the perturbed data, but more importantly,
we provideguaranteeson preservation of distance properties.
Although the focus in this work is on preservation of the NN
and the MST, our formulation is applicable on any mining
operation that depends on the order of distances between
objects. This makes our approach relevant for a wide range
of distance-based learning, search, and mining algorithms.

A right-protection scheme based on additive watermarking
preserving the NN structure was presented by [25]. The present
work presents amultiplicativewatermarking framework, there-
fore the algorithm analysis is quite different. More importantly,
here we examine fundamental properties of distance distortion
due to multiplicative watermarking. The current work repre-
sents an extended version of [6]; we augment the original
publication by presenting a comprehensive theoretical analysis
of the distance distortion. We leverage this analysis to provide
fast versions of the exhaustive algorithms presented previously.
We demonstrate impressive speed-up in all experiments.
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research interests span the areas of wireless and sensor networks,
control theory, signal processing as well as data mining with provable
guarantees. Dr. Freris is a member of IEEE, SIAM and the Technical
Chamber of Greece.

Claudio Lucchese is a researcher at the Italian
National Research Council (CNR). He received
the Master Degree in Computer Science summa
cum laude from Ca’ Foscari University of Venice
in October 2003, and Ph.D. in Computer Sci-
ence from the same university in 2007. His re-
search activity focuses on large-scale data min-
ing techniques for information retrieval. He has
published more than 40 papers on these topics
in peer reviewed international conferences and
journals. He participated in EU funded Projects,

and he served as program committee member in several data mining
and information retrieval conferences. http://hpc.isti.cnr.it/∼claudio/.


