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Readings

1. Neuro-dynamic Programming (NDP). §4.1-4.3, §6.1-6.2. Skim
Ch 3-5 as needed.

2. DPOC2 §6.3
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A brief history of 6.7920

6.231: Programming Linguistics (late 1960s)

Evolved into Structure and Interpretation of Computer Programs (SICP)
— 6.001 Notorious Intro to CS with LISP (sunsetted in 2008)
- 6.01 Intro to EECS w/ Robotics = 6.0001 = 6.100

6.231: Dynamic Programming and Stochastic Control (1980s—2010s)

Taught by Dimitri P. Bertekas and others: John Tsitsiklis, Munther Dahleh
Textbooks: DPOC volumes | and Il

Renamed to Dynamic Programming and Reinforcement Learning in 2017 but
not offered

Cathy Wu is hired in 2018, joins in 2019, and is asked to teach this course

6.7920: Reinforcement Learning (2019—Current)

Taught by Cathy Wu and Munther Dahleh (starting in 2024)
Textbooks: DPOC vol 1, NDP, S&B
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Fixed points

Stochastic approximation
Application to TD(0) & Q-learning
Max norm convergence analysis

Handling non-i.i.d. noise



Fixed Point
Let H be a mapping from R™ — R" (into itself).

We are interested in solving a system of (possibly nonlinear) equations
H(x) =x

A solution x* € R™ which satisfies H(x*) = x* is called a of
H.



Example: Simple fixed point equations

= Mean. Consider H(x) := u, where u can be treated as simply some
constant.

= Gradient descent. Consider H(x) := x — Vf(x) for some cost
function f.
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Possible algorithms
H(x) is known precisely
x <« H(x)
x < (1 —n)x+nH(x) (small steps version)

H(x) is not precisely known =
x <1 =n)x+nHX)+w)
E.g., stochastic gradient descent



Example: Fixed points in dynamic programming

= H is some operator that returns an object in the same space!
* Example (Linear, Bellman operator): H(V) := T™(V)
* Example (Nonlinear, Optimal Bellman operator): H(V) = T (V)
* Both take in value functions and return value functions.

= A solution x* € R™ which satisfies H(x*) = x* is called a fixed point
of H.
* Example (Linear, Bellman operator): V* = Ty ™"
* Example (Nonlinear, Optimal Bellman operator): V* = TV*
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Stochastic Approximation

Stochastic approximation of a
Desired: u;, —» u = E[X]
Data we get is noisy, u + wy
Applications: TD(1)
Stochastic approximation of a
Desired: x; — x*, where x* is a solution to H(x) = x
Data we get is noisy, H(x;) + w,
Applications: TD(0), TD(A), Q-learning



Stochastic Approximation

Hope (and actuality):

Heer = (1 —ndpe + 1+ we)
Xep1 = (L =ng)xe + 0 (H(x) + we)
converge to the desired quantity, under appropriate conditions.

Generalization to component-wise updates:
Xe41(8) = (1 =n)x () + e (HOx)(s) + we(s)) Vs€S
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Stochastic Approximation of a Fixed Point
Summary of results: two kinds of norms, two kinds of analysis
H is contraction w.r.t. max norm (||+|| )

H is a contraction w.r.t. Euclidean norm (]|-||,)

Under these contractive norms, with some additional assumptions,
X; = X" a.s.



Max Norm Convergence Result (Prop 4.4, NDP)

Let x; be the sequence generated by the iteration
Xe1(8) = (1 = n)xe(8) + 0 (H(x)(5) + we(s)) t=0,1,...

If:
The step sizes 7, = 0 and are such that
— . 2
Q=i Qi<
t=0 t=0
For every s, t we have zero-mean noise E[w,(s)|F;] = 0.
Given any norm ||:|| on R", there exist constants A and B such that the
variance of the noise is bounded as
2 2
IIE[Wt (S)l Tt] <A+B ”xt” D vs,t Terminology: Filtration F,
The mapping H is a max norm contraction. (probability theory) can be
thought of as history up to time t.
Then, x; converges to x™ with probability 1. Fe = o, Xt S0, s Se-1. M0, - 11e}



Application of Max Norm Convergence to Q-Learning

Recall:

Compute the (optimal) temporal difference on the trajectory (s¢, as, 141, S¢+1)
Op =Tee1 TV n}ﬁx Q(st+1,a") — Q(sp ar)

Then, update the estimate of Q as
Q(x¢, ar) = + 1(s¢, ar) 6

If the learning rate satisfies the Robbins-Monro conditions in all states s,a €

SxA _ _
ZUt(s,a) = o0 Enﬁ(s,a) < o
i=0 =0

And all state-action pairs are tried infinitely often, then for all s,a € SXA

0(s, @) — 0*(s, a)



Similarly for TD(0) e gty

= TD(0) update (for tth trajectory t,):
Vie1(s) = Vi (s) + n:6:(s), VsES

With temporal difference §;(s)
6:(s) =r(s,s") +yV.(s') —V.(s) whens € 1, otherwise 0

= Exercise: Apply Prop 4.4 to show that TD(0) converges to V"™
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Peeling back the onion for Q-learning analysis
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Max Norm Convergence Result (Prop 4.4, NDP)

Let x; be the sequence generated by the iteration
Xer1(S) = (1 - m(S))xt(S) + m(S)(H(xt)(S) + Wt(S)) t=20,1,..
If for each coordinate s:

The step sizes 7, = 0 and are such that

zm(S) = oo; zrl?(S) <

t=0 t=0
For every s, t we have zero-mean noise E[w,(s)|F;] = 0.

Given any norm ||:|| on R", there exist constants A and B such that the
variance of the noise is bounded as
E[w(s)| Fel < A+ B |lx %, Vs, t

Terminology: Filtration F;

The mapping H is a max norm contraction. (probability theory) can be
thought of as history up to time t.
Then, x; converges to x™ with probability 1. Fe = 60 0 X0, S0, s St-1, M0y 1}



Sketch: Max Norm Contraction Analysis (Prop 4.4)

Overall proof strategy: show that For Q-learning, let x, = 0,

A I
S,a
Note: w.l.0.g. assume that x* = 0 Qc(s’, @) ~
Can translate the origin of the coordinate system. V| |Qt | |

Assume that x; is bounded. .

This can be shown precisely (see NDP Prop 4.7). | |Qt||

The upper bound can be decomposed into a .
0(= Q* A

.and a (=07 0,(s, )

component (induction argument).

The deterministic component
(induction argument,

Bellman operators).

The noise component
(Supermartingale Convergence Theorem).

Therefore, the overall x; contracts.



Supermartingale Convergence Theorem \\ N

Generalization to a of the fact that

Proposition (Supermartingale convergence theorem (Neveu, 1975, p33))

Let X,,V;,and 7, t = 0,1, 2, ..., be three sequences of random variables.
Furthermore, let F;,t = 0,1, 2, ..., be sets of random variables such that F, C
Fi1,VE. Suppose that:

;Nonnegative] The random variables X, Y;, and /, are nonnegative, and are
unctions of the random variables in F,.

[Almost Supermartingale energy] For each t, we have
IIE‘:[Yt+1|‘7:'t] < Yt o +
[Energy injection budget] There holds
Then, Y, « W2; F, e 1,;
[Energy] Y; converges to a limit with probability 1,
[Total energy leak] with probability 1.

)
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Developments on Q-learning

finite-time &
| finite-sample analysis

asymptotic
analysis

1989 1992 1994 2018

Graphic courtesy Wei, Chen, Chi (2023) Wu
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Developments on Q-learning (an incomplete list!)

Asynchronous Q-learning

| ® Watkins, Dayan '92
‘O’Q\(’ ® Tsitsiklis '94
P\(_“*@Q\\\«;\S ® Jaakkola, Jordan, Singh '94
'b(\,b ® Szepesvari’'98
. ® Borkar, Meyn'00
" ® Even-Dar, Mansour'03
® Beck, Srikant’'12
® Chi, Zhu, Bubeck, Jordan’18
® |ece He'l8
e'a(‘b ® Chen, Zhang, Doan, Maguluri, Clarke '19
. e,’&(\ (QQ\Q' ® Du, Lee, Mahajan, Wang '20
((\(\\\\\e,cp\\%\s ® Chen, Maguluri, Shakkottai, Shanmugam '20
N\ 2 ® Qu, Wierman '20
® Devraj, Meyn '20
® Weng, Gupta, He, Ying, Srikant '20
® Li, Wei, Chi, Gu, Chen'20
® Li, Cai, Chen, Wei, Chi’'21
® Chen, Maguluri, Shakkottai, Shanmugam '21
o

Question: how many samples are needed to ensure [|[Q — Q* [0 < €7

other papers

sample complexity

Even-Dar, Mansour'03

1
(tcover) 0

Even-Dar, Mansour'03

Beck & Srikant'12

(1—y)ie?
$14+3w 1 ¢ 1 1
Lcover )\ 1— =
()™ + (1) 77w e (3 )
t3 er|SIIAl
(1-7)5e?
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tmix
——
“min(1_7)562

Li, Wei, Chi, Gu, Chen'20

1 + Emix
pmin(1=7)%€2 1 pmin (1—=7)
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1
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References courtesy Wei, Chen, Chi (2023)
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Ssummary

= Stochastic approximation of fixed points (results, contractive
norms, analyses)
* Supermartingale convergence theorem: Helps handle non-i.i.d. noise

= TD and Q-learning as stochastic approximation methods
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Reference: Proof of Prop 4.4 upper bound



Proof: Max Norm Contraction Analysis (Prop 4.4)

: Since For Q-learning, let x, := 0
X; is bounded, there exists some D, s.t.
|x: |l < Dy, Vt. We define: Q,(s’,a")
= YU, k=0 V||Qt||

Clearly, D, converges to zero. ~

For TD(0), can think of D, as upper bound on ||Qt||

HV)(s) = E[r(s,s") + yV:(s")]. (T
Proof idea (by induction): suppose there Qc(s, a)

exists some ¢, s.t.
It lleo < Dy, VE = &
Then, there exists some later time t;,; s.t.
1xelloo < VE =ty



Recall: x;11(s) = (1 —np)x(s) + nt(H(xt)(s) + wt(s)) t=0,1,..
Proof: Max Norm Contraction Analysis (Prop 4.4)

Define combined upper bound (need to confirm) (for all t = t):
Y, (s) = D + Wy, (s); ¥ Dk

Confirm combined upper bound via induction:
Suppose |x;(s)| < Y;:(s), Vs, forsome t > t;,. We then have:

Xer1(8) = (1 —np)x(s) + Ut(H(xt)(S) + Wt(S))
<A —n)Y:(s) + Ut(H(xt)(S) + Wt(S))
<A —n)Y:(s) + Ut()’Dk + Wt(S))

=Yi41(5)
Where the last inequality is due to |H(x,.)(s)| < yllx;|| < ¥D,.
Since ).°n; = oo and , Y; convergestoyDj, ast — o a.s.

This yields:
limsupllx;|| < yDy =: Dy41

t—oo

Therefore, there exists some time ty 41 S.t. ||x¢]|| < Dyyq, VE = tgi1.



