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Readings

1. Josh Achiam. Spinning Up. Part 3: Intro to Policy Optimization.
OpenAl, 2018.

2. NDP §6.1: Generic issues — from parameters to policies

3. SB Chapter 13: Policy Gradient Methods



https://spinningup.openai.com/en/latest/spinningup/rl_intro3.html
http://incompleteideas.net/book/the-book-2nd.html
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Taxonomy of RL Methods

Methods for
sequential
decision making

Reinforcement learning (RL) is a framework for
sequential decision making under uncertainty.
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Function approximation

Last time: Add function approximation to value iteration

Now let’s try to add function approximation to policy iteration.
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Policy Iteration: Recap

Let 1ty be an arbitrary stationary policy.

whilek =1, ...,K do
Policy Evaluation: given my, compute V,, = V7«
Policy Improvement: find 44 that is better than m,,

- e.g. compute the greedy policy:
Ti+1(s) € argmax {r(s, a)+y z p(yls,a )V (y)}
y

return the last policy mg

end
Convergence is finite and monotonic [Bertsekas, 2007] (in exact settings)

€©) Issues: Function approximation for V™ = Does it still converge?
Continuous Actions?




Approximate Policy Iteration with Q Functions
Recall the state-action cost-to-go function: Q;(s,a) =r(s,a) +y 2o p(s'|s, a)Qn(s’, n(s’))
Approximate PI:

Fork =0,1,2,...

Approximate the value under my: Qg, = O,

Solve for an improved policy
M4+1(S) € argminQg, (s,a) VSES
a€cA(s)

@, can be approximated by either TD or Monte Carlo methods.

Same story as fitted Q-iteration. No longer guaranteed to converge.

W, pTE+3

Ve

[V

Transitional phase Stationary phase

Iterations (k) Wu



Policy Gradient as Policy Update

Approximate a stochastic policy directly using function approximation
mg:S - P(A) with 8 € R4

Let V (mg) denote the of policy mg
Policy optimization problem
max V (1y)
g
Approximate Policy Iteration Policy Gradient
Mhrsq = AT TIEX Q™ (5,1(s)) Ok+1 = O + a VoV (6y)
Unstable (fast) (slow)

No convergence Convergence to



Policy gradient = gradient ascent for MDPs

Consider a parameterized policy 745 (- |5)

Local approximation to
performance of the
policy
True objective

(the performance of
the policy)

V() L(6)

Adapted from Matteo Pirotta
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Policy Gradient = gradient ascent for MDPs
V(mg,) = E [Z Ttlﬂek»M‘ =E__ p(t|mg,, M) [R(7)]

Policy Gradient
Ors1 = Ok + ai VoV (6y)

1. How do we compute V,V(0)?
‘ 2. How quickly do we update (i.e. ay)? _l
REINFORCE, variance reduction,

baselines, generalized advantage NPG, TRPO, PPO
estimation (GAE)



Outline

1.

From Policy Iteration to Policy Search

Representing a policy (discrete and continuous!)
Policy gradient methods

REINFORCE

Variance reduction (temporal structure and baselines)

RL for Large Language Models

13



Example: Parameterized Policy

How do we represent a policy?

E’ﬂ & = = |

m(als)
Normal Policy Gibbs (softmax) Policy
N CETIO) @ls) e¥Q0(s.a)
e —— 204(8) nails) = Y
) = oV Larea e’
Continuous actions Discrete actions

Differentiable! - autodiff via PyTorch



Example: Parameterized Policy

How do we represent a policy?

e
m(als)
Normal Policy , Gibbs (softmax) P(olig:y
— :KQG s,a
1 _(a #9(5)) _ e
m(als) = —— e ZO'wz (s) T[(CllS) - KQg(s, I)
( | ) aw(s)m Za’ec/le o\s.a
Then:
Then:
(a — 1e(s)) Vg logm(als) = KVgQg(s,a)
Vo logm(als) = a2 (s) ZVBHH(S) -K Z m(a'|s)VeQe(s,a’)
a—pg(s))” —a5(s) a’eA
Ve logm(als) = ( 3) = Ve ()
Uw(s)

Continuous actions Discrete actions

15
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Assume: finite-horizon setting

Discount y excluded to simplify notation.

Wu



Policy Gradient (Finite-Horizon)
Givenan MDP M = (§,A,p,r, T, u) and a policy g, Fork=1,2,..
1. Usemy, to collect data 7.

2. Use T to approximate gradient of: Maximizing this is ultimately
what we desire

€, (efr,, )R]

Main issue: MDP is a complex object to

- wis an initial state distribution differentiate through, i.e. Vo IP(7|mg, M).
(Example: Frozen Lake)

T = (Sor Ao, 70,51, A1, 715+, ST—1, AT—1, T'T—1, ST)
(includes terminal reward) is a trajectory

* R(7) its return (sum of rewards).

3. Update 0k+1 — Hk + akv;V(T[Qk) How??

18


https://github.com/Farama-Foundation/Gymnasium/blob/main/gymnasium/envs/toy_text/frozen_lake.py

Example: Frozen Lake (Gymnasium)

= Aim:
* Make it to the goal
* Don’t fall into the holes %

= Slippery (stochastic actions)

= QObservation: current location

Wu

19


https://gymnasium.farama.org/environments/toy_text/frozen_lake/

Policy Gradient (Finite-Horizon)

Policy Gradient Theorem [Williams, 1992; Sutton et al., 2000]

For any finite-horizon MDP M = (S, A, p,r, T, u) and differentiable
policy g

T—1
VoV (mg) = E; p(-|, M) R(7) z Volog my (st at)]
t=0

Model-free! Why?
Compare: taking gradient through trajectory-space is difficult

VoV (1g) = VoE. [R(2)] = V, j R()



Proof

The objective is an . Want to compute the gradient w.r.t. 6
(simplify notation from: V (1rg) to V(8)). First,

VoV (0) = VoE,[R(7)] = Vy j P(t|mg, M)R(T)dT

Log trick = j P(t|mg, M)R(7)dT
VH lOgP(Tlﬂel M)
V@P(Tlﬂg,M)
T = [ Pelm, M) R()dr
= [E[R(7)Vg logP(z|mg, M)]
Last expression is an gradient estimator

Just sample t,~ P(t|mg, M), and compute §; = R(t;)Vg log P(t|mg, M)
: Need to be able to compute & differentiate the density P(t|mg, M) w.r.t 6

Wu



Proof

Likelihood (with stochastic policies)

P(clmg, M) = u(s0) | [0 (@clsp(sennlse ar)
t=0

logP(z|mg, M) = logu(so) + ) logmg(aclsy) +logp(sesqlse ar)

T-1

Vg logP(z|mg, M) = Vg logu(sy) + 2 Vg logmg(aclsy) + Vg log plsiyqlse, ar)
t=0



Alternative proof: likelihood rescaling

Interested in policy gradient:

Likelihood rescaling
V(0 +4) = Eqg [R(T(Q)) ]
Apply chain rule to get
VA V(O + D) ‘A=0 = Eq o) [R(T(H)) ]
= E;[R(7) Xt Vg log mg (aclse)]



Policy Gradient (Finite-Horizon)

Policy Gradient Theorem [Williams, 1992; Sutton et al., 2000]

For any finite-horizon MDP M = (S, A, p,r, T, u) and differentiable
policy g

T—1
VoV (mg) = E; p(-|, M) R(7) z Volog my (st at)]
t=0

Model-free! Why?
Compare: taking gradient through trajectory-space is difficult

VoV (1g) = VoE. [R(2)] = V, j R()
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REINFORCE

Let Ty  be an arbitrary policy.

At each iteration k =1, ..., K
Sample m trajectories t; = (sg, a9, 7o, S1, -++» ST—1, A7-1, 171, ST) following
Compute unbiased gradient-estimate:

A\

1 m T-1 T-1
T2V (o) £ i(i rg)(z 7o log o, ()
t=0

i=1 \t=0 /
Update parameters:
9k+1 = Hk + akVQV(Tl'gk)

Return last policy g,



REINFORCE [Williams, 1992 ]

1. letmg, beanarbitrary policy.
2. Ateachiterationk =1, ...,K

*  Sample m trajectories 7; = (so, Ao, o, S1, -

. Compute unbiased gradie

. Update parameters:

ST—1,Ar-1,1TT-1, ST) fO”OWing Ty

vionte Carlo approximation

Or+1 = O + akV/g\V(ngk) of policy gradient

3. Return last policy g,

27
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REINFORCE as Supervised Learning
gt = R(7)Vg log P(7¢|mg, M)
= R(t;) measures how good is sample T,

= Moving in the direction of g, pushes up the P(z¢|mo, M)
log probability of the sample in proportion R(z,)
to how good it is.

Interpretation: uses good trajectories as T
supervised examples
* Like maximum likelihood in supervised learning
* Good stuff are made more likely while bad less
* Trial and Error approach

From “CS 294-112: Deep Reinforcement
Learning” slides by S. Levine Wu



Dynamic programming vs policy gradient

How would policy gradient solve shortest path?

Destination

Destination is node 5.

29



REINFORCE

Pros
Easy to compute
Does not use Markov property!
Can be used in partially observable MDPs without modification

Issues
Use a MC estimate of Q(s, a)
It has possibly a very large variance

Needs many samples to converge

30



Value-based methods

max
w.p.1—€

Action-value  update

ndom

function
/ Q(S

Action w.p. €

Environment

Bootstrap target
I eg.7 +ymax Q(s',a")

state,
reward

|

31
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Policy-based methods

. |
— Policy ==

update: .
Increase T[( |S)
probability
of selecting
actions w/ Action
higher
returns,
ie. X n

state,
reward

Environment
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Key challenge: Policy gradient has high variance
Consider a parar\ﬁe\terized policy my (- |s)
\ Why?
Local approximation to

&/ \ g
performance of the

policy
True objective
(the performance of
the policy)

L(0)

Vo) =5 ()(Z g (o)

t=0
Adapted from Matteo Pirotta

36
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Policy Gradient: Temporal Structure (Causality)

Discuss: Why
VoV (mg) = z Vg logmg (aclse) z Ty

does this help
t'=t with variance?

Because Vt - Actions don’t affect past rewards

Vg logmy(als,) 2 1 |To.e— ] = ( Tl>jﬂ9(5t, a)Vglogmy(als,)da

t'=0
Ti)jveﬂe(a|5t)da

1
t—1
= <Z rl-) Vo j mg(al|s;)da =0

t'=0 \ J
N4
=1
In literature known as G(PO)MDP [Peters and Schaal, 2008b].

a~77,'9

7
t




Policy Gradient: Baseline

Further reduce the variance by introducing a baseline b(s)

T—1 T—1
VoV (mg) = E z Vg logmg (als:) Z rer — b(sy)
t=0 t'=t

The gradient estimate is still unbiased.

Proof: State-dependent baselines do not introduce bias (zero mean).



Solution: Baseline

Regular policy gradient
= i = R(1))Vq log P(z|mg, M)

R(t;)

T

Encourage all trajectories

Suppose: nonnegative rewards

Policy gradient with baseline
* gi = (R(ry) — V(1:))Vg log P(z;|mg, M)

Encourage trajectories that are
better than average

39



Variance reduction via baseline?

Baseline
T—1 T—1
VoV(mg) = E Z Vg logmg (at|s) z rer — b(se)
t=0 t'=t

“Near optimal choice” that minimize the variance is the expected
sum of returns:

= V70(s)

t=
Interpretation: increase the log probability of an action a; proportionally to
how much returns are better than expected (relative values).

Intuition: To reduce variance, try to maximize the covariance
between x and y

Var(x — y) = Var(x) — 2Cov(x, y) + Var(y)

40



Optimal Baseline Derivation
Vo,V (1) = E;|Vg, log P(z|mg) (R(7) — b)]

Y

= g(7)

Var = E;[(g()(R(7) — b))?] — (E.[g(r)(R(z) — b)])*
= E.[g(@R®)]?

0 0
ap AT = ag,&[g(r)Z(R(r) —Ob)Z]a a
= W — 2 Ec[g(@)*R(DD] + - Eo[b?g(1)’]
o Efg(@PRM@)]
= b0 =g o7

Expected return weighted by the magnitude of the gradient.



Aside / Reminder: Sampling settings

. A black-box simulator f of the
environment is available. Given (s, a),

f(s,a) ={s',r'} with s' ~p(-|s,a),r" =r(s,a)

. Multiple can be repeatedly generated
from some initial states and terminating when a condition is
achieved:

n
(SO,i' S1,ir s STiri)i=1

. At each time t the agent is at state s;, it takes
action a;, it observes a transition to state s;,, and it receives a

reward ;. . We assume that s, ;~ p(: |s;, a;) and ey = r(s;, a;)
(i.e., MDP assumption). No reset.



REINFORCE Leave-One-Out (RLOO)

Setting: Learning with generative model
Insight: Can compute an (unbiased) Monte-Carlo estimate of V" (s)
Strategy: Reuse the sampled returns for data and baseline estimates

Generate K trajectories from each state s -

b_(s) = >

ik t=t'
The gradient esti atgr ;hen becomes: _—
VoV (mg) = E _Z Z Vg logﬂe(atk|5t k) z ek — b_i(s¢)
t'=t

Issue: Exponential branchmg

Typical usage (structured prediction, e.g., vehicle routing problems, large

language models): Applied only on initial states s;.
W. Kool, H. van Hoof, and M. Welling, “Buy 4 reinforce samples, get a baseline for free!” ICLR Workshop on Deep RL Meets Structured Prediction, 2019.

A. Ahmadian et al., “Back to basics: Revisiting REINFORCE style optimization for learning from human feedback in LLMs,” in ACL, 2024. Wu



Structured prediction

Machine learning aims to learn a mapping from input space X to
some output space V.

Examples
Binary classification: Y = {0,1}
Multi-class classification: Y = {0, ..., k}

is when the output space is large and cannot
be decomposed due to underlying dependencies (“structure”)

Examples
Image semantic segmentation: || = k™, where the image is hxw pixels
Neural combinatorial optimization
Language modeling
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RL for solving combinatorial optimization

Construction methods Improvement methods

Problem :
Problem —_— Solutlon Instance Better
Instance — — Solution
-w
100 nodes, total length 8.4577, prob: 0.025556 SOlution
. . Nodes: 0, length: 0.0000gprob: 1.000000

1.0 e mode
e depot

08

06

04

02

0o

0o 02 04 06 08 1.0

Slide courtesy Yining Ma
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Overall problem: Instruction fine-tuning

* Collect examples of (instruction, output) pairs across many tasks and finetune an LM

[ Please answer the following question.

What is the boiling point of Nitrogen?
&

f:as::l)igr: g i::g?gcr_gg: estionby The cafeteria had 23 apples
’ originally. They used 20 to

make lunch. So they had 23 -

20 = 3. They bought 6 more

apples, so they have 3 + 6 = 9.

The cafeteria had 23 apples. If they
used 20 for lunch and bought 6 more,

how many apples do they have? La nguage

model

« Evaluate on unseen tasks / \

/ | [ Geoffrey Hinton is a British-Canadian
/ \'| computer scientist born in 1947. George

Q: Can Geoffrey Hinton have a / ‘| Washington died in 1799. Thus, they
conversation with George Washington? could not have had a conversation
Give the rationale before answering. together. So the answer is “no”.

[FLAN-T5; Chung et al., 2022]
Slide courtesy Archit Sharma Wu
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Standard RLHF loop (human feedback)

Reward
model <

Scalar Reward
T Usually O (sparse)

or learned
Si a;
Prompts Completions

Or, token

041 =0 +aVgJ(mp)
Policy Update

Lambert, Nathan. "Reinforcement Learning from Human Feedback." 2025, rlhfbook.com/c/03-training-overview.

49



Problem Setup: Optimizing for human preferences

* Let’s say we were training a language model on some task (e.g. summarization).

e For an instruction x and a LM sample y, imagine we had a way to obtain a human
reward of that summary: R(x,y) € R, higher is better.

SAN FRANCISCO,

California (CNN) —- An earthqgake hit The Bay Area has |
: San Francisco. good weather but is
A magnitude 4.2 Th _ -
earthquake shook the ere wasdmlnor proni ok g
Sar Franeiscs property .amége, eért gua es an
but no injuries. wildfires.
overturn unstable yl )’2
objects.
R(x;Y1) = 8.0 R(xlyZ) = 1.2

X

 Now we want to maximize the expected reward of samples from our LM:
Eg-po(y | )[R 9]

Slide courtesy Archit Sharma Wu



Standard RLVR loop (verifiable reward)

Verifiable
Reward

B {'y if correct <

0 otherwise

Scalar
Reward

- Prompts . Completions

9t+1 =0; + OJVQJ 7T9
Policy Update

Lambert, Nathan. "Reinforcement Learning from Human Feedback." 2025, rlhfbook.com/c/07-reasoning.
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Problem Setup: LLM Math Reasoning Problems

Initial state

Problem: Suppose a and b are positive real numbers with a > b and ab = 8. Find the minimum
value of ©+b°.

a—b
Ground truth solution: We can write % +2 = az+b2a__2b“b+16 = (a_f)_zf  =a-b+ 5. By
AM-GM, a — b + 1% > 2\/ ) - 15 = 8. Equality occurs hena—b=4andab= 8.We

a

can solve these equations to find a = 2\/_ 3+ 2 and b = 2v/3/— 2./Thus, the minimum value is .

reward = 1 if

Steps = actions answer IS correct

Intuition: Sparse-reward MDP with deterministic dynamics

Slide courtesy Aviral Kumar Wu



InstructGPT: scaling up RLHF to 30k tasks

30k
tasks!

Step1

Collect demonstration data,
and train a supervised policy.

A promptis
sampled from our B
Explain the moon

prompt dataset. landing to a 6 year old

|

\J
A labeler
demonstrates the @
desired output 7
behavior. Some pec;ple went

to the moon...

This data is used SeT
to fine-tune GPT-3 ./}?.9\'\.
with supervised Ny
learning. 2

Step 2

Collect comparison data,
and train a reward model.

A prompt and
several model
outputs are
sampled.

A labeler ranks
the outputs from
best to worst.

This datais used
to train our
reward model.

Explain the moon
landing to a 6 year old

0 o

Explain gravity. Explain war.

C] o

Moon is natural People went to
satellite of. the moon.

Step 3

Optimize a policy against
the reward model using
reinforcement learning.

A new prompt
is sampled from
the dataset.

The policy
generates
an output.

The reward model
calculates a
reward for

the output.

The reward is
used to update
the policy
using PPO.

o

Write a story
about frogs

[Ouyang et al., 2022]
Wu
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InstructGPT: scaling up RLHF to 30k tasks

Tasks collected from labelers:

e Plain: We simply ask the labelers to come up with an arbitrary task, while ensuring the
tasks had sufficient diversity.

* Few-shot: We ask the labelers to come up with an instruction, and multiple query/response
pairs for that instruction.

e User-based: We had a number of use-cases stated in waitlist applications to the OpenAl
API. We asked labelers to come up with prompts corresponding to these use cases.

Use-case Prompt

Brainstorming List five ideas for how to regain enthusiasm for my
career

Generation Write a short story where a bear goes to the beach,

makes friends with a seal, and then returns home.

[Ouyang et al., 2022]

Wu
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InstructGPT

PROMPT

COMPLETION

Explain the moon landing to a 6 year old in a few sentences.

GPT-3
Explain the theory of gravity to a 6 year old.

Explain the theory of relativity to a 6 year old in a few sentences.
Explain the big bang theory to a 6 year old.

Explain evolution to a 6 year old.

InstructGPT

People went to the moon, and they took pictures of what they saw, and
sent them back to the earth so we could all see them.



InstructGPT

PROMPT

COMPLETION

Write a short poem about a wise frog.

GPT-3
Write a short story in which a character has two different names.

Write a short story in which you try to get something back that you
have lost.

Write a short story in which a character has a bad dream.

InstructGPT

The frog is a symbol of wisdom ChatGPT (2022)

He knows all the secrets of the world Slmllar meth0d0|0gy
He is a master of disguise

And a great teacher of life More, bigger, better

He is a symbol of transformation (||m|ted SpECiﬁCS).

And the bringer of change . .

He is the frog who has seen it all More dlalog-orlentEd
And knows the meaning of it all training data_




Agentic Al loop (multi-turn interactions)

Reward <
model
Scalar
T Reward
S 7 a’i
>
Prompts Completions

And/or search call,
0,11 =6, +aVyJ(my) code call, tool use
Policy Update

User request

57



Recap

offer a conceptually simple class of
methods for reinforcement learning.

They work by directly optimizing the policy (rather than the

value function) by approximating the gradient of the value
function.

Policy gradient methods attempt to

The enables us to estimate the gradient
through Monte Carlo trajectory samples ( algorithm).

Advantages: no Markovian assumption, often effective for
continuous action space problems.

Disadvantages: high variance and on-policy (limited sample
efficiency).

58
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