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Readings

1. Josh Achiam. Spinning Up. Part 3: Intro to Policy Optimization.
OpenAl, 2018.

2. NDP §6.1: Generic issues — from parameters to policies

3. SB Chapter 13: Policy Gradient Methods



https://spinningup.openai.com/en/latest/spinningup/rl_intro3.html
http://incompleteideas.net/book/the-book-2nd.html

Outline

1. Compatible function approximation

2. Advantages and Advantage Actor-Critic (A2C)
3. Asynchronous A2C (A3C)

4. Deep Deterministic Policy Gradient (DDPG)

5. Soft Actor-Critic (SAC)
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RL methods overview

l

Optimize policies
(and only policies)

Policy gradients
REINFORCE
Genetic algorithms

Elements of both
DDPG, SAC, PPO

* Warning: precise definitions may vary

l

Optimize value

functions
(and only value functions)

Value iteration
Q-learning
SARSA

DQN

Rainbow DQN

The best methods use
elements of both.

Wu




Policy gradients & high variance: the saga continues

Monte-Carlo policy gradient is unbiased but stiII has high variance

Z:Vg logmg(a;|s;) Z rt]

=t+1

Policy gradient is on- pollcy (doesn t re- u\se\data -2 inefficient!)

\

</ \ 4
Local approximation to

Consider a parameterized policy 775 (- |5) \ performance of the
policy

VoV (mg) =

True objective
(the performance of
the policy)

v(e) L(6)

Wu



Policy- and value-based methods = actor-critic

Monte-Carlo policy gradient is but still has
T—-1

VoV(mg) = E Z Vg logmg (aclse) ]
t=0

Incorporate an estimate of Q™ (s, a) = actor-critic
: estimate the value function
: update the policy in the direction suggested by the critic

T—1
2 Vg logmg (a;ls;) ‘
t=0

These are equivalent (see HW).

Actor-critic

V@ V(T[Q) = E




Actor-critic methods

update

—— Policy < Action-value , update
update: (- |s) function
Increase
probability Q (Sr')
of selecting sample
actions w/ Action L
higher Bootstrap target
Q-values I e.g.7 +ymax Q(s',a)
state, state,
reward reward

|

Environment



Actor-Critic

Algorithm maintains two sets of parameters: 6 — mgy, w — Q,

fort=0,.., T —1do
a;~1g(s;,) and observe 1., and sy 4

Compute temporal difference
6t = Tt41 + V0Qu (Se41, Arr1) — Qo (St, )
Update Q estimate
w=w-+ Bgtvaw(st' at)
Update policy
6 =6 + aVqlogmg(a;|s:)Q, (st ar)

end




Actor-Critic

Issues:
Q. (s, a) is a biased estimate of Q™0(s, a)

The update of 8 may not follow the gradient of VgV (1rg)

Solution:

Choose the approximation space Q,, (s, a) carefully
== approximation between Q,, and g
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Compatible Function Approximation

Actor-critic

T-1
VeV(me) =E| ) 0™ (st )
t=0
Re-write using occupancy measures
VoV (mg) = Es.qme Ea~rc9[ Q"0 (s, a)]
Interpretation (inner product): projection of 09 (s, a) onto v

subspace spanned by

Let Q,,(s,a) = Zi a;[Vglog mg (s, a)l;
where w = (a;))g,




Compatible Function Approximation

Theorem (Silver, 2014)

An action value function space Q, is with a policy space
Tlg if:
V,0,(s,a) = Vglogmy(s,a)
And if w minimizes the squared error

w = arg m(jn E. [z Ty (als)(Qne (s,a) — Qu(s, a))z

Then:
Vg V(T[Q) — IEsfvdnﬁ’ Ea~n9 [VB log Tty (als) ]

* Remark 1: conditions for which the policy gradient is exact.
* Remark 2: approximately satisfied by linear function approximation.



Sample Efficiency in Actor-Critic

Sample efficiency is pretty poor

All samples need to be generated by the current policy (on-policy
learning)

Samples are discarded after a single update

Variance reduction techniques
Asynchronous training (A3C)

Use samples from other policies via (not very
stable) (next time)

Conservative approaches (next time)
Newton for Quasi-newton methods



Actor-Critic with a Baseline

VoV (mg) = E,_4mg [z Vo logmg (s, a) (Qﬂe (s,a) — )

minimizes the variance

V™ (s) is a good choice as baseline
It in average reward [Bhatnagar et al., 2009]

A™(s,a) = Q™(s,a) — V™(s) is the advantage function




Actor-Critic with Advantage Function (A2C)
It is possible to estimate V™ and Q™ (e.g. by TD(0))

A" = Q, — Vy is a biased and unstable estimate
Solution:

Consider the temporal difference error
8T =r(s,a) + yVme(s') — V™o(s)
6™6 is an
E[67¢[s,a] = E[r(s,a) + yV™0(s")[s,a] — V™e(s)
— QTEQ (Sl Cl) — Ve (S)



Actor-Critic with Advantage Function (A2C)
Estimate only I, — 6, = r + yV,(s") — V,(s)

= Convergence results with compatible function approximation [Bhatnagar et
al., 2009]

fort =0,...,T —1do Compare (actor-critic):
6t = 1r41 + VQuw(St41, Arv1) — Qu(st, ar)
a;~T1g(s¢,) and observer 1.4 and Sy © = o + B8V, Qu (st ar)

. 8 =6+ aVglogmy(a|s)Qy,(se, ar)
Compute temporal difference

=141 + ¥V (Ser1) — Vo (st)
Update V' estimate
v=v+L56,V,V,(st)

Update policy

0 =60+ ad.Vglogmg(as|s;)
end




Generalized advantage estimation (GAE) (2016)

Compute advantages in manner analogous to TD(A)
Compare (A2C): analogous to TD(0)

fort=0,..,T —1do Compare (A2C):
=Trp1 + YV, (5e41) — V,(s¢)
| a;~mg(s,,”) and observer 1p,1 and Sg4q , =t;1+ﬁ "Vvﬁ,:tst) vt
End 0 =6+ ad Vg logmy(als;)
Compute temporal differences

=Ttyq1 T vag;S;tl:l-_ll) — V,(s¢)
= z (Ap)!
1=0

v=v+ L5 V,V,(s¢)

Update V' estimate

Update policy
0=0+a Vo logmg(as|s;)




Asynchronous Advantage Actor-Critic (A3C)

(networks) with their own weights,
who interact with a different copy of
the environment in parallel.

The agents (or ) train in
parallel using a
They periodically update the global

network with their d6. —

Remark: In practice, 8 denotes the
shared weights for the value Worker
function and the policy (multi- 1

headed network)

Mnih, Volodymyr, et al. "Asynchronous methods for deep reinforcement learning." ICML, 2016.

Environment 1

Global Network

Policy i(s) V(s)

Network

1

Input (s)

— — —
Worker 2 Worker 3 Worker n

! ! !

Environment 2 Environment3 ... Environmentn

Figure from Atrisha Sarkar

Wu
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Asynchronous Advantage Actor-Critic (A3C)

Improved training exploration & stability for :

16000 Beamrider 600 Breakout 30 Pong
—— A3C, 1 threads — A3C, 1 threads — A3C, 1 threads
—— A3C, 2 threads — A3C, 2 threads — A3C, 2 threads
14000 __ a3c, 4 threads 500 — A3C.4threads 50 — A3C.4threads L
A3C, 8 threads A3C, 8 threads A3C, 8 threads sl
12000 A3C, 16 threads A3C, 16 threads A3C, 16 threads s
400 e —— 10
10000 T~
g o g |
S 8000 S 300 S 0 !
v n n L
6000
200 -10
4000
100 -20
2000
0 0 - _— -30
0 2 - 6 8 10 12 14 0 2 4 6 8 10 12 14 0 2 4 6 8 10 12 14
Training time (hours) Training time (hours) Training time (hours)

Notes
“A3C, 1 thread” = A2C

Mnih, Volodymyr, et al. "Asynchronous methods for deep reinforcement learning." ICML, 2016. Wu
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Asynchronous Advantage Actor-Critic (A3C)
Improved training exploration & stability for DON.

Beamrider Breakout Pong Q*bert Space Invaders

16000 600 30 12000 1600
— DOQON — DQON — DQON — DQN
14000 — 1- —_— — T 1400 — 1-
1-step Q 500 1-step Q 20 10000 1-step Q 1-step Q
— 1-step SARSA — 1-step SARSA —— 1-step SARSA — 1-step SARSA
12000 1200
n-step Q n-step Q s n-step Q n-step Q
10000 A3C 400 A3C 10 8000 A3C 1000 A3C
S 8000 300 0 S 6000 S 800
3 7% 3 =k 3 3
/
i 200 -10 —_— ?O:\l B 4000 600 P
— l-step / /
4000 - " Lstep SARSA s 400
2000 n-step Q 200
A3C
0 0 - 0 0
0 2 4 6 8 10 12 14 0 2 4 6 8 10 12 14 0 2 4 6 8 10 12 14 0 2 4 6 8 10 12 14 0 2 4 6 8 10 12 14
Training time (hours) Training time (hours) Training time (hours) Training time (hours) Training time (hours)

Notes

“1-step Q”, “1-step SARSA”, and “n-step Q" are asynchronous
variants of DQN (not tabular Q-learning)

Caveat: y-axis is wall-clock time, not environment samples!

Mnih, Volodymyr, et al. "Asynchronous methods for deep reinforcement learning." ICML, 2016. Wu



Asynchronous Advantage Actor-Critic (A3C

= Sample efficiency improvements are less pronounced

Score

Score

10000 Beamrider

— 1-step Q, 1 threads

—— 1-step Q, 2 threads

—— 1-step Q, 4 threads

8000 —— 1-step Q, 8 threads
1-step Q, 16 threads

6000
4000
2000
o i
0 10 20 30
Training epochs
16000 Beamrider
—— A3C, 1 threads
— A3C, 2 threads
14000 __ A3c, 4 threads
—— A3C, 8 threads
12000 A3C, 16 threads
10000
8000
6000
4000 /
2000 /
0=
0 10 20 30

Training epochs

40

40

Score

Score

350 Breakout
— 1-step Q, 1 threads
—— 1-step Q, 2 threads
300 — 1-step Q, 4 threads
—— 1-step Q, 8 threads A
1-step Q, 16 threads
250
200
150
100
50
0 —=
0 10 20 30 40
Training epochs
800 Breakout
—— A3C, 1 threads
— A3C, 2 threads
700 —— A3C, 4 threads
—— A3C, 8 threads
600 A3C, 16 threads
500 0
Z
400 N{N?‘f’ A
v

300 /f
200

100

0 10 20 30 40
Training epochs

Score

Score

30

20

10

-30
0

1-step Q, 1 threads
—— 1-step Q, 2 threads
— 1-step Q, 4 threads
—— 1-step Q, 8 threads
1-step Q, 16 threads

10 20 30 40
Training epochs

Pong

— A3C, 1 threads
—— A3C, 2 threads
—— A3C, 4 threads
~—— A3C, 8 threads
A3C, 16 threads

10 20 30 40
Training epochs

Mnih, Volodymyr, et al. "Asynchronous methods for deep reinforcement learning." ICML, 2016.

"
4500 Qibert
—— 1-step Q, 1 threads

4000 — 1-step Q, 2 threads
—— 1-step Q, 4 threads
—— 1-step Q, 8 threads
3500 1-step Q, 16 threads
3000
o 2500
S
o
9 2000
1500
1000 J
500 /
0
0 10 20 30
Training epochs
*
12000 Qe
—— A3C, 1 threads
— A3C, 2 threads
—— A3C, 4 threads
10000 g A3C, 8 threads
A3C, 16 threads
8000
o
S 6000
7]
4000
2000
et
0
0 10 20 30

Training epochs

40

40
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4. Deep Deterministic Policy Gradient (DDPG)

5. Soft Actor-Critic (SAC)

24



Deep Deterministic Policy Gradient (DDPG)

= Recall: value-based methods have trouble handling continuous actions/large action spaces
= Key idea: simplify Q using deterministic policies
Q(S, aZ)

n S
’ ‘ Q(S, a3)

= Recall: Vp () = IES~dn[r(s, n(s))] (d™ is the discounted state-visitation distribution of 7.)

= VoVp(0) = Xsd™(s)Vp1a(s)VaQ™ (s, @)l azry(s) = Esean|[Voma ($)VaQ™ (s, @)l azrmy(s)]
Plug it into an actor-critic framework

Q(S, al)
Q(s,a) s

= Use TD(0) to update a parametric representation of Q™

Ot = Tep1 T YQuw(St41, A1) — Qu(Se, ar) ; TD error in SARSA
Wep1 = We + @, 66V, Q, (St ar)
Orr1 = 0 + agV,0Q,, (s, ar)Vomg(s)

; Deterministic policy
a=mg(s) gradient theorem

= lssue: Need to explicitly force exploration, e.g. “behavior policy” with additive S(-)~ N (8, 08?)

D. Silver, G. Lever, N. Heess, T. Degris, D. Wierstra, and M. Riedmiller, “Deterministic policy gradient algorithms,” ICML, 2014. Wu
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Policy Iteration: Recap

Let 1ty be an arbitrary stationary policy.

whilek =1, ...,K do
Policy Evaluation: given my, compute V,, = V7«
Policy Improvement: find 44 that is better than m,,

- e.g. compute the greedy policy:
Ti+1(s) € argmax {r(s, a)+y z p(yls,a )V (y)}
y

return the last policy mg

end

Convergence is finite and monotonic [Bertsekas, 2007] (in exact settings)

€©) Issues: Function approximation for V™ = Does it still converge?
Continuous Actions?

27
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Recap: Approximate Policy Iteration with Q Functions
Recall the state-action cost-to-go function: Q;(s,a) =r(s,a) +y 2o p(s'|s, a)Qn(s’, n(s’))
Approximate PI:

Fork =0,1,2,...

Approximate the value under my: Qg, = O,

Solve for an improved policy
M4+1(S) € argminQg, (s,a) VSES
a€cA(s)

@, can be approximated by either TD or Monte Carlo methods.

Same story as fitted Q-iteration. No longer guaranteed to converge.

W, pTE+3

Ve

[V

Transitional phase Stationary phase

Iterations (k) Wu



Soft policy iteration [Haarnoja, 2018]

Soft policy evaluation:

We define the bellman backup operator forany @ : § x A — R:

T™Q(st,at) = r(st, ar) + VEq,, . np[V (st41)]

where we have the soft state value function: entropy regularization

V(St) = Eatr\m[Q(st,at) —

Under standard assumptions: Q% will converge to the soft Q-value of

mTask — o

alog w(az|s:)]




Soft policy iteration [Haarnoja, 2018]

Soft policy improvement:

For each state, we do the following update:

wnew—argmmDKL( ol ey - exB( - @ (o -))

eIl Z/Told St)

Then we have

Qv (s, a¢) > Q™ (s,a) V(st,a:) €S x A, |A] < 0.

Soft policy iteration:

Under standard assumptions: The sequence Q™ is monotonically
increasing and bounded. So, it converges to some *.

30



Soft actor-critic (SAC) [Haarnoja, 2018]

Soft policy iteration + function approximation

1.

3.

[Soft policy evaluation]
Train the action-value function Qg, minimizing:

. 1 2
arg mgln Esa)en [E (Qe (Se,ap) — (T(St; a;) + VIE[Vlﬁ (s )])) ]
| Fix the target network (e.g. DQN) — increase stability / break dependences
Train the (soft) value function V,,, minimizing:
]V(l/)) - St~D [2 Vl/) (St) at~n¢ [QQ (St) at) log 7T¢ (atlst)]) ]

ft policy improv R
[Soft policy improvement] entropy regularization

Fit the new (stochastic) policy 7 :

. exp|nQg] replace max with
arg md}n Eser |Dri | ol 7 5] softmax

Wu
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Soft actor-critic (SAC) [Haarnoja, 2018]

Ant-v2 HalfCheetah-v2 Humanoid-v2
7000
—— SAC
6000 15000 DDPG 8000
c 5000 C12500 —— o3
= = — PPO £
2 4000 210000 E 6000
2 g o
I
@ 3000 v
o) o 7500 ¢
g 2000 S ? o0
g ¢ 5000 S
© 1000 © ©
2500 2000
0
0
—1000 0
0.0 0.5 1.0 15 2.0 2.5 3.0 0.0 0.5 1.0 15 2.0 2.5 3.0 0 9 a 6 8 10
million steps million steps million steps

Documentation: https://gymnasium.farama.org/environments/mujoco/ Wu
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https://gymnasium.farama.org/environments/mujoco/
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Implementations of RL algorithms

For learning and research prototyping:

CleanRL: https://docs.cleanrl.dev/

A Deep Reinforcement Learning library that provides Overview

high-quality single-file implementation with Proximal Policy Gradient (PPO)

research-friendly features
Mastering RL online textbook + code:
https://uq.pressbooks.pub/mastering- o
reinforcement-learning/ Deep Deterministic Policy Model-free Off-policy RL

Gradient (DDPG)
Implementations of classic algorithms & concepts Model-based RL

RLITh

Available Algorithms - Overview

Deep Q-Learning (DQN) Offline
Categorical DQN (C51) Model-free On-policy RL

Soft Actor-Critic (SAC)

Derivative-free

For resea rch: Twin Delayed Deep Deterministic
. Policy Gradient (TD3) RL for recommender systems
stable-baselines3: https://stable-

5 L Phasic Policy Gradient (PPG) Contextual Bandits
baselines3.readthedocs.io/en/master/ o .
lar Iib Random Network Distillation Multi-agent
Popular library (RND) Others

For sca I | ng u p: Robust Policy Optimization (RPO)

RLib: https://docs.ray.io/en/latest/rllib/index.htm| [

Industry-grade reinforcement learning

Built on distributed execution engine Ray b EelparameleRIinIng
Resume Training

Advanced



https://docs.cleanrl.dev/
https://uq.pressbooks.pub/mastering-reinforcement-learning/
https://uq.pressbooks.pub/mastering-reinforcement-learning/
https://stable-baselines3.readthedocs.io/en/master/
https://stable-baselines3.readthedocs.io/en/master/
https://docs.ray.io/en/latest/rllib/index.html
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