Lecture 3

Introduction to Dynamic Programming (DP)
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Dynamic Programming

Dynamic Programming: A general mathematical framework for

sequential decision making under uncertainty. The goal is to

minimize a certain (additive) cost subject to the rules of evolution

of the system.

“Dynamic programming: a name not even a Congressman could object to.”
—Richard Bellman



Introduction to Dynamic Programming

A mathematical framework of sequential decision making under uncertainty

1. State: s; € S
2. Dynamics: sy = fi(8s, as, wy) - N—1
3. Stage cost: c;(s¢, as, w;) E |en(sy) + Z et (s, as, we)
4. Control constraints: a; € A;(s;) ! t=0
5. Model of uncertainty: e.g., P(: | s¢,a¢) of wy
B A feedback policy , is a sequence of functions: m = {ug,...,un—_1}

where fi; : 8; — a; = py(8:) € Ag(sy)

- N—1 -

Vi(so) =E |en(sn) + Z ce(st, pe(8t), we)

t=0

B V3(sy) = minVy(sg)

B 7 cargminVi(sy) ie., VT (so)=Vr(so)



DP Variations: Discounted Problems

] N _
mﬁin 2 (v en(sn) + Z Y eu(sy, ay, wy)
i t=0 ]

st Sip1 = fi(Se,an,wy),  ap = pi(se) € Ae(sy),

wy ~ P( ‘ St , l':lf)



DP Variations: Infinite Horizon Discounted Cost

min lim E Yiei(St, ar, wy)

T N —oo

S.T. St41 — ft(ﬂt:ﬂt;wt):



DP Variations: Infinite Horizon Average Cost

| "N -1 7
min lim — E E Ct (S, ay, Wy
T N—=oo N =0 ( J J )

s.t. Spp1 = filse,an,we),  ar = p(se) € Ai(se),

wy ~ IP( ‘ St, ilt)



DP Simplification: Stationarity

] N1 i
min E |e(sy) + Z c(s¢, ag, wy)

aw <
L t=ﬂ /

S.t. St4+1 = f(Sh (L, wt}: ay = .\U‘(St) € A(Sf)i

Stationary system

wy P( | St, l'.'lt)

Stationary policy

Variations

« Simplification: Assume stationarity!!

The simplest case is finite-horizon, discrete-time,
deterministic with perfect information.
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Markov Decision Processes (MDP) : Finite states and actions

<X,U,g, |, P>
e States

e Control
o Stage Cost
e Dynamics

e Model of Uncertainty

<S,Aq,P>
e States {T:_]:,...,Erﬂ}
e Actions {ai,...,am}

e Rewards g(i,u, j)
e Transition Probabilities p;;(a) = p(j; 4, a)



Deterministic Problems
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Solving DPs: Deterministic, Finite-Horizon Case

_ N1 -
min EN(SN)‘l‘ Z Q(St,ﬂt)

L t=0 .

S.t. St4+1 = ft(S” ﬂ-t)j ay = [y (St) = Aﬁ(st)r

Stage N-1
CD(SD,{IU) ck(sk,ak) cN-1(SnN—1,aN—-1) CN(SN)



Solving DPs: What would you do?

| Stage N-13

min cn(sn) +env—1(sn—1,aNn_1)
s.t. sy = filsn_1,an_1)

an—1 = p(sn—1) € A¢(sn-1)

We have: Vy_,(s) =min {cy_1(s,a) +cn(f(s,a))}

acA
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Solving DPs: What would you do?

min cn(sn) +en-1(sn—1,an—-1)
s.t. sy = filsn_1,an_1)

an—1 = p(sn—1) € A¢(sn-1)

| Stage N-13

We have: V3_(s) = gﬁ(lgii} {env-1(s,a) +cen(f(s,a))}

cN_l(j,aRr_l) + CN(f(j:aRF—l)) — mjn {CN—I(j:r a) T CN(f(j:ra))}

is the optimal cost-to-go associated with state 7 at time N — 1.
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Solving DPs: What would you do?

min cn(sn) +en-1(sn—1,an—-1)
s.t. sy = filsn_1,an_1)

an—1 = p(sn—1) € A¢(sn-1)

| Stage N-13

We have: Vy_,(s) =min {cy_1(s,a) +cn(f(s,a))}

acA
cn-100,an-1) +en(f(j,ay-1)) = min {en-1(j;a) +en(f(5,a))}
is the optimal cost-to-go associated with state ;5 at time N — 1.

Let’s call this V5 _, (7).
What about px_(s)7 Y



Solving DPs: What would you do?

N-1
min cn(sn) + Z st(st, at)

t=(0

S.t. 841 = ft(cﬁ't;ﬂt)

a; = pi(se) € Ae(st)

| Stage N-2 | | Stage N-1

cN_2(SN_2,an_2) +en_1(snN_1,an—_1) + cn(SN)
> cn—2(sy—2,an_2) + Vy_1(snN_1)

=cn—2(sn—2,an—2) + VN_1(f(sn_2,an_2))

Now minimize both sides!

18



Solving DPs: What would you do?

N—-1

min g (on)+ > gilee, )
t=0

S.t. Li+1 = ft(a?t,ut)

up = () € Up(wy)

| Stage N-2 | | Stage N-1

What is the (optimal) cost-to-go of state x at time N — 27

Vi—2(s) = min {en_a(s,a) + Vy_,(f(s,a))}

UN—2(8) = argmin {ey-a(s,a) + Vy_1(f(s,a))}

compare with  Vy_,(s) = min{en—1(s,a) + en (f(s,a))}
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Principle of Optimality

Stage O Stage k Stage N-1

v

Tail subproblem starting at stage k

v

Optimal control policy

Bellman’s Principle of Optimality:

 The truncated (tail) optimal policy is optimal for the truncated sub-problem.
e Optimization of the future does not depend on the past.
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Dynamic Programming Algorithm

Dynamic Programming: Do what we did already: Solve all tail subproblems
of a given length using the solution of shorter tail subproblems!

Initialize backward iteration at Vi (s) = en(s).

Vi(s) = min  {eu(s,0) + Ve (fi(s,0))

acA;(s

— gt(s._, .,u: (‘i)) + L’ttq-l(ft(*gn‘*‘:(s)))

Li(s) = arg thf \ {ci(s,a) + Viga(fi(s, a))}

Then Vp(sg) is the optimal cost and the generated policy is optimal.
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DP Algorithm: With Stochastic Uncertainty

Good news: The algorithm works in the same way.

- N-1
min E |en(sy) + Z ce(St, ap, wy)

T
L =0

S.T. 'St—}—l — ft (St, i, H.Tt):. ay = ;Uft(Sf) € Af('?t)!

wy =~ P( | St , I.'If)

e Vi(s:) : optimal cost of tail subproblem starting at s;.
e Initialize: Vi (sn) = en(sn)
e Backward iteration:
Vi(s;)) = min E[ei(ss, a,wy) + Vi1 (fi(s¢, 0, wy)))

-ﬂE.rqt {Hz_}

e Then V;(sg) is the optimal cost and the generated policy is optimal.



DP Algorithm: Computing Cost in Uncertain Case

Define

N
G = Zﬂ'r (87, 1(s7))

(7, : Total cost from time ¢ to terminal time N
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Cost Evaluation
Fix strategy m, then:

Vi"(s) = E[G; | st = ]

Vi_1(s) = (s, uv-1(5)) + D _p(s" | 5, pn-1(5)) - en(s)
Vi'(s) = c(s,1(s)) + E[Gry1 | 8¢ = 3]

= E(S;ﬂr) + kK [E[Gt+1 | St = 8, St41 = *ﬂ]

5 ﬂr + ZP -'5' S, I‘II- Gt+1 | St41 = S] (Mﬂfkﬂ?iﬂ:ﬂ)
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Cost Evaluation: Summary

e Initialize: Vy(sn) = cn(sn)
e Backward iteration:

Vi(st) = E [ce(se, a,we) + Vigr(fi(se, a, we))]
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How about the optimal solution

The Last Step

Vi_1(8) = min {r:(.a',ﬂ) + Zp(.s" s, a) - f::N(S’)}

S

= m{jn {c(s, n‘.‘l) + Zp(S’ | s,a) , for(sf)}
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Bellman’s Equation for Uncertain Problems

= {Hw-h P»N-z}

-2, Hn 1

Vy_2(s) = min {E(S}ﬁw-z(ﬁ)) + ) _p(s" | 5, pn—-2(s)) 'VN-1(5’)}

VN_a(s) = i—";li {E(S:r pN—2(8)) + El_ﬂl ZI’(SF | 8, un—2(8)) - VN-l(Sr)}

Can we switch averaging with minimization?

28



Bellman’s Equation for Uncertain Problems

Can we switch averaging with minimization?

min E[F(s, s, un_1(s"))] R
pun-1(:)

Immediate Inequality:

E[F(s, ', un-1(s))] > E [

[ min F(s, s, ur_1(s"))

Hyn -1

min F'(s, sr,ﬂw-1(5!))}
M —1

|
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Bellman’s Equation for Uncertain Problems

Can we switch averaging with minimization?

min E[F(s,s’, un_1(s"))] ) [min F(s,s, ;LN_l(Sf))]

pn—1(:) KN -1

Immediate Inequality:

E[F(s,s, un-1(s"))] > E [ﬂiﬁ F(s, SI:P?N—I(SI))}

Suppose the right-hand side is achieved at an optimal policy gy _1(*)

min E[F(s,s', un—1(s")] <E[F(s, s, uy_1(s"))]

v —1(0)

Equality holds!



Bellman’s Equation for Uncertain Problems

m={UN-1, UN—2}
HN—2, BN -1

Vy_2(s) = min {ﬂ(ﬁrﬁw-z(ﬁ)) + ) _p(s" | 5, pn—-2(s)) 'VN-1(5’)}

VN_a(s) = ﬂli {E(S:r pN—2(8)) + ﬂl_ﬂl Z:EI'(Sf | 8, un—2(8)) - VN-l(Sr)}

Switching averaging with minimization:

VN-(s) = min > (s, pn-1(s)) + min Eg [Viy_1(s")]

_ , N —2
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Motivation: Inventory control

demand: w(t)
>

s(t+1) = s(t) +a(t) - w(t) y(t) = s(t)

observed inventory

ut) [

supply
(decision)

) o

Cumulative cost over N periods:

E |c(s(N))+ Z {c(st,at}
t=0 1

How should we make supply order decisions to minimize this cost / maximize profit?
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Inventory control example: Convexity of Cost to go

e Induction
VN(S) — [];-
t=N-1  Vy.i(s)=min{da+g(s) +E[Vi(s+a—w)]}
— nlain {da + g(s)}

Assume true for t

Vi-1(s) = min {da + g(s) + E[Vi(s + a — w)]}

Expectation preserves convexity.

H(s+a)=E[Vi(s+a—w)

Need to show the convexity of

g(s) + 1;1;1%1 {da+ H(s+a)]} =G(s)
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DP Algorithm: Inventory control example

Let S; = argmingecg G¢(y). Then the optimal policy is determined by the
sequence of scalars (thresholds) {Sp,...,Sy—1} and is of the form:

r.S’t—.ﬁ, if s < .5}
O, lfSESt

h

py(s) = <

38



Shortest Path: Deterministic Case

SLC

HNL
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Shortest Path: Deterministic Case

Shortest path problem

Problem: Find a shortest (i.e., minimum cost) walk of lengthkthat ends at
node n
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Shortest Path: Deterministic Case

. Directed graph (S5, A) with n nodes. We use ¢ and j to denote generic

nodes. Here A is the set of directed arcs (¢,7). We allow self-arcs, of
the form (i,2). Let A(7) be the set of j for the arc (i, j) is present, i.e.,
(2,7) € A.

Node n is a destination node. We have a self-arc (n,n) and node n is the
only element of A(n).

For every (i,j) € A, we have a cost ¢;;. If (4,7) € A, we let ¢;; = 0o. We
assume that c,, = 0.

A walk is a sequence of nodes that can be traversed in order, following the
available arcs. Formally, a walk of length ¢ is a finite sequence g, 71, . . ., %,
with ix41 € A(ig), for k=10,...,t — 1.

. A path is a walk in which all nodes are distinct.

A cycle is a walk in which there are no repeated nodes, except that i; = 4.

The cost of a path or a walk or a cycle is the sum of the arc costs involved.

Problem: Find a shortest (i.e., minimum cost) walk of lengthkthat ends at

node n
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Shortest Path: State and Time?

 Define

Vi (i) is the length of an optimal cost of a walk of length k.
 Observe
Viet1(i) < Vi(2)

Vi—1(i) < oo If and only if the problem is feasible

« Show

V(i) = nin leig +Ve-1() Vo(n) =0, Vo(i) =00, i #n
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Optimal Characterization

 Show

min {c¢;; +V
jEA{}{ J (7))
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Questions

44
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