Introduction to Dynamic Programming (DP)
Infinite Horizon



Outline

e Infinite Horizon Problems
* Notation
* Value Iteration
* Policy Iteration

e Operator Formulation

* Introduction to Q-function



Dynamic Programming

The Infinite Horizon Case



Limiting Solution: Bellman’s Equation

Given that V7*(s) = lim V/"(s), it follows

t—oo

V*i) = 111{311 {ﬂ(i,&) + WZP(;E | i,a}V*(j)}



Greedy Policy

Greedy Policy and Optimality

i is optimal iff min [{:(.9? a) +yEV*(s') | = V*(s).



Value Iteration (special case)

Vo (i) =0

(i) = min {c(i,a) + 7Y P | §,0)V ()]

J

We have shown convergence.

What is the interpretation of this result?



Q Function

Q(s,a) = c(s,a) + YEV*(s')
We see from above: minQ(s,a) = V*(s)

QQ will have advantages soon.



Operators

What do we mean by an operator?
V:§—=R
TV :§ =R

Note that: T*V = T(TE_IV) ; (repeated operation).



DP Operator

Define DP operator:

(TV)(i) = IH{EH c(i,a) + v ZP(j | 2,a)V(7)

The DP equation says: TV =V

This has a unique solution V~.



Evaluation Operator

Restrict to a fixed policy:
(TLV)6) = elis w(@)) +5 Y PG | i,u(0)) V()

Then the equation 7,V =V has a unique solution V'*.
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Matrix Representation (Discrete States)

This can be written in matrix form: V" =c+ P, V*

A simple form for evaluation.
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Repeated Operations

T*V : k-iterations of DP algorithm.
T*Vo — V* (value iteration)

T:fV = repeated evaluation of u
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Definitions

Value function: V:S§— R
We say V, <V, if Vi(i) < Vo(i) Vi

Define ||V]|oc = max [V (i)|

Follows from this: 8 = [|[V1 — V2|

Then Vl—ﬁl < Vg < H_I_.B]-
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Contraction Operator

T i1s a contraction if there exists v < 1 such that
|TVI —=TVa|loo < 7|IV1 — Vallo

Contraction = nice properties.
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Contraction Theorem

Contraction Mapping Theorem.

Let T be a || - ||« contraction. Then:

TV =V has a unique solution V,

and for any initial Vp,

IT*Vo = Vo < 7" Vo = V|-
(Already shown).
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Monotonicity of DP Operator

If V, <V, then TV; < TV,

c(i;a) +7) P(li,aVi(j) < e(i,a)+v)_ P(i|i,a)Va())

J J

= min {c(i?a) +"}’ZP(:? | i?ﬂ)vl(j)} < min {ﬂ(i?ﬂf) +’TZPU | i?ﬂ)Vz(j)}

J
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More Properties

e Constant effect: T(V +p51)=TV +~51

(Show by Direct computation).

e T is a contraction with factor ~.

(Already shown).
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Value lteration

How do we compute V™ in the finite case?
Value Iteration: V. = TV
Then ||T*Vp —V*|| < +*|V* = W

Stop when improvements are small.
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Policy Iteration

e Start with initial policy pu.

e Policy evaluation: V# =T, V#

e Policy update:

TVH =T, VH

(linear equations).

(greedy policy).
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Policy Iteration: Property 1

e Improvement: VE < YH

We have TVF =T, VF <T, V¥ =V#,
using monotonicity, we want to show V* < VH.
T VF <T,VHSVH
T, VF < T,VF < VH
This implies that V* < VH.

If T,V¥=TV* =T, V* =V,

., then V*# is optimal.
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Policy Iteration

¢ Terminates in a finite number of steps.

Follows from having a finite number of policies.
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Error Bounds

T, T,, v as before.

o If [TV —V| <e, then |V —V*|<

&

1 ==

e Similarly for 7}, V*.

o If |[V—-V*|<e and TV =T,V, then |V*—-V*|| < {25
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Grid-World Problem
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Grid World: Winter Parking with Ice and Potholes

e Simple grid world with a goal state (green, desired parking spot) with
reward (+1), a “bad state” (red, pothole) with reward (—100), and all
other states neutral (+0).

e Omnidirectional vehicle (agent) can head in any direction. Actions move in
the desired direction with probability 0.8, and in one of the perpendicular

directions otherwise.

e Taking an action that would bump into a wall leaves the agent where it
is.

0 0 0 1 :
Action = north
P=D8
0 0 -100 T
0 0 0 0 P=10.] < — P L]
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Value lteration: Step 1

0 0 0 1 0 0 0.72 | 1.81
0 0 -100 0 0 [-99.91
0 0 0 0 0 0 0 0
Original rewafd function V 7at one Viteration
@ (b)

Vie1(8) = max [r(s, a) + ’}'ES:MF{.HJE}I";(SI):I, for all s
ae '

Let’s arbitrarily initialize V as the reward function, since it can be any
function.

Need to also do this for all the “unnamed” states, too.
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Grid World: Value Iteration

Original reward function
£\

Recall value iteration algorithm:
Viea(s) = max [’F‘(S; a) + ’}‘E.-afmpg-|,q.,aﬂ«’}(3’)] for all s

Let’s arbitrarily initialize Vj as the reward function, since it can be any
function.

Example update (red state):

0.8Vo(green) + 0.1V (red) + 0 up]

0+ 0.1Vp(red) + 0 [down]
0+ 0.1Vh(green) + 0 left] }
0.8Vp(red) + 0.1Vy(green) + 1 right]

Vi(red) = —100 + ymax {
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Value lteration

Original reward function
£\

Viei(s) = max [r(s, a) + TES,MP{.MJ}H{S’)], for all s

Let’s arbitrarily initialize V; as the reward function, since it can be any
function.

Example update (green state):

0.8Vh(green) + 0.1V (green) up|
0.8Vy(red) + 0.1V, (green) down]
Vi(green) = 1 + ymax '
(green) ! { 0.1Vp(green) + 0.1Vp(red) left] }
0.8Vo(red) + 0.1Vy(green) + 0 right]

=1409(09x1)=1.81 [best: go up]
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Value lteration

Running value iteration with v = 0.9 Running value iteration with v = 0.9 Running value iteration with v = 0.9

0 0 0 1 0 0 0.72 s 0.80911.598|2.475 | 3.745
0 0O |-100 0 0 |-99.91 0.268 0.302 |-99.59
0 0 0 0 0 0 0 0 0O [0.034(0.122|0.004
Original rewafd function V rat one 7iteration V at five iterations
(a) (b) (c)
Running value iteration with v = 0.9 Running value iteration with v = 0.9 Running value iteration with v = 0.9
2.686|3.527 |1 4.402 | 56.812 5.47016.313|7.190 | 8.669 = | = | —» T
2021 1.095 |-98.82 4.802 3.347 |-96.67 T -
1.390(0.903 | 0.738 | 0.123 4.161|3.654 |3.222 | 1.526 bl | < |
f/' at 10 iferations 1% ét 1000 iterations Resulting policy after 1000 iterations

(d) (e) (f)




Poicy lteration

Running policy iteration with v = 0.9, initialized with policy Running policy iteration with v = 0.9, initialized with policy

7(s) = North 7(s) = North
0 0 0 1 0.41810.884 |2.331 [ 6.367
0 0 -100 0.367 -8.610[-105.7
0 0 0 0 -0.168|-4.641|-14.27|-85.05
Original reward function V™ at one iteration

(a) (b)

Running policy iteration with v = 0.9, initialized with policy ~ Running policy iteration with v = 0.9, initialized with policy

7(s) = North 7(s) = North
5.4146.248|7.116 | 8.634 5.470(6.313 | 7.190 | 8.669
4.753 2.881|-102.7 4.803 3.347 |-96.67
2.2511.977 | 1.849 |-8.701 4.161|3.654 (3.222|1.526

V™ at two iterations V™ at three iterations (converged)

(©) (d)



Practical Difficulties of DP

e Curse of dimensionality
* Exponential growth of computation and storage
requirements in number of states and actions
* Quick explosion of number of states in combinatorial
problems

* Modeling
* Not always available

* Sometimes simulation is easier / preferred

* Real-time computation constraints
* Data changes, necessitates online replanning

Must Approximate!
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Q-Functions
Why use Qs

Q(s;a) =E|c(s,a,w) + 7 ﬂii{ﬂ}Q(ﬁ’;a) . with s’ = f(s,a,w)
ac Als’

£ (FQ)(s,a)

* Having Q-functions is convenient for online policy implementation.
* Model-free?

 More sample efficient

* Q-Learningis a sampling based method to approximate the Q-function.
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Q-Functions
Why use Qs

Qt+1(1,a) = (FQ4) (%, a)

Qi+1(3,a) =E|c(i,a,j) +v min Q+(J,a)
acA(j) )

F Operator has similar properties as the T" operator



Q-Learning for MDPs: Sneak Preview

Q-Iteration (VI for Q-factors):

QH—l (T’-, {I’) —

Qt—l—l (T-, {1)

(FQ+)(%,a)

=K

c(i,a) +v min Qq(7, )

a€A(j)

_ Z pii(a

q(t,a,7)

Q-Learning: Move in the direction of sample r.:-f (FQ)(i,a)

Qi+1(3,a) = (1 — ) Q¢ (1, a) + o (C(% a)

Quialis @) = Qii,a) + (c(z a)+v min Q(j,a) -

= Q+(1,a) + as {c(i,a) + vQ:(j,a™

a€A(j)

with: ¢* = arg min Qt(.?: )

a€A(j)

+ 7 min_ Q¢(7, ))

a€A(j)

Q+(1, a))
— Qt(ir ﬂ;)} )
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Q-Learning for MDPs

Tabular version

a€A(j)

Qt-l—l(i: ﬂ*) — Qf(i: ﬂ) + Ot (C(i, &) Ty min Qf(j:a) o Qf(i: a’))

e Choice of state i:
— random
— along a trajectory

e Choice of control a:
— greedy
— e-greedy / random
— fixed-policy

e Converges(to the optimal Q) under conditions:

— Step size

— All state-action pairs must be visited i.o. 38



	Slide 1
	Slide 2
	Slide 3
	Slide 4
	Slide 5
	Slide 6
	Slide 7
	Slide 8
	Slide 9
	Slide 10
	Slide 11
	Slide 12
	Slide 13
	Slide 14
	Slide 15
	Slide 16
	Slide 17
	Slide 18
	Slide 19
	Slide 20
	Slide 21
	Slide 22
	Slide 23
	Slide 24
	Slide 25
	Slide 26
	Slide 27
	Slide 28
	Slide 30
	Slide 34
	Slide 35
	Slide 36
	Slide 37
	Slide 38

