
Wu

Model-free Policy Learning
Policy learning without knowing how the world works

Cathy Wu

6.7920 Reinforcement Learning: Foundations and Methods

Fall 2026



Wu

3

1. Neuro-dynamic Programming (NDP). §5.6, §4.1-4.3. Skim Ch 
3-5 as needed.

Readings
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1. State-action value function

2. Q-iteration

3. Q-learning

4. Exploration vs exploitation

5. On-policy vs off-policy learning
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Policy Learning
8

Learn optimal policy 𝜋∗

For 𝑖 = 1,… , 𝑛     [each of 𝑛 episodes]
1. Set 𝑡 = 0
2. Set initial state 𝑠"
3. While (𝑠#,% not terminal)   [execute one trajectory]

1. Take action 𝑎!,#        [Compare Policy Evaluation: Take action 𝑎!,# = 𝜋 𝑠!,# ]
2. Observe next state 𝑠!$%,#  and reward 𝑟!$%,# = 𝑟 𝑠!,# , 𝑎!,#
3. Set 𝑡 = 𝑡 + 1

EndWhile
Endfor
Return: Estimate of the value function +𝜋∗
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Recall: Policy Evaluation
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Fixed policy 𝜋

For 𝑖 = 1,… , 𝑛     [each of 𝑛 episodes]
1. Set 𝑡 = 0
2. Set initial state 𝑠"
3. While (𝑠#,% not terminal)   [execute one trajectory]

1. Take action 𝑎!,# = 𝜋 𝑠!,#
2. Observe next state 𝑠!$%,#  and reward 𝑟!$%,# = 𝑟 𝑠!,# , 𝑎!,#
3. Set 𝑡 = 𝑡 + 1

EndWhile
Endfor
Return: Estimate of the value function ,𝑉&(⋅)
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Recall: Value iteration algorithm
1. Let 𝑉!(𝑠) be any function 𝑉!: 𝑆 → ℝ.

2. At each iteration 𝑘 = 1, 2,… . , 𝐾
§ Compute 𝑉'() = 𝒯𝑉'
• Equivalently: 𝑉&$% 𝑠 = max

'∈)	
𝑟 𝑠, 𝑎 + 𝛾𝔼+!~	- ⋅ +,')	𝑉& 𝑠0 	 ∀𝑠

3. Terminate when 𝑉" stops improving
§ e.g. when max

*
|𝑉'() 𝑠 − 𝑉' 𝑠 | is small.

4. Return the greedy policy
𝜋# 𝑠 ∈ argmax

$∈&	
𝑟 𝑠, 𝑎 + 𝛾𝔼(!~	* ⋅ (,$)	𝑉# 𝑠.

11
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State-Action Value Function (“Q”)

§ Recall: definition of value function, 𝑉" 𝑠 = 𝔼 ∑#$%& 𝛾#𝑟 𝑠# , 𝜋 𝑠# |𝑠% = 𝑠; 𝜋

Definition

In discounted infinite horizon problems, for any policy 𝜋, the state-action value 
function (or Q-function) 𝑄1 ∶ 𝑆×𝐴	 ↦ ℝ is 

𝑄1 𝑠, 𝑎 = 𝔼 7
!23

4

𝛾!𝑟 𝑠!, 𝑎! |𝑠3 = 𝑠, 𝑎3 = 𝑎, 𝑎! = 𝜋 𝑠! , ∀𝑡 ≥ 1

The optimal Q-function is

𝑄∗ 𝑠, 𝑎 = max
1
𝑄1(𝑠, 𝑎)

and the optimal policy can be obtained as 

𝜋∗ 𝑠 = argmax
'
𝑄∗ 𝑠, 𝑎

12
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State-Action Value Function Operators*
§ 𝒯/𝑄 𝑠, 𝑎 ≔ 𝑟 𝑠, 𝑎 + 𝛾𝔼(!~	* ⋅ (,$) 𝑄(𝑠., 𝜋 𝑠′ )
• Compare: 𝒯"𝑉 𝑠 ≔ 𝑟 𝑠, 𝜋 𝑠 + 𝛾𝔼'!~	* ⋅ '," ' ) 𝑉 𝑠.

§ 𝒯𝑄 𝑠, 𝑎 ≔ 𝑟 𝑠, 𝑎 + 𝛾𝔼(!~	* ⋅ (,$) max$!
𝑄(𝑠., 𝑎.)

• Compare: 𝒯𝑉 𝑠 ≔ max
/∈1	

𝑟 𝑠, 𝑎 + 𝛾𝔼'!~	* ⋅ ',/)	𝑉 𝑠.

Still true:
§ Q∗ = 𝒯𝑄∗

§ Q/ = 𝒯/𝑄/

Note: Abuse of notation for the operators

13
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State-Action and State Value Function
§ 𝑄/ 𝑠, 𝑎 = 𝑟 𝑠, 𝑎 + 𝛾𝔼(!~	* ⋅ (,$) 𝑉/ 𝑠.

§ 𝑉/ 𝑠 = 𝑄/ 𝑠, 𝜋 𝑠

§ 𝑄∗ 𝑠, 𝑎 = 𝑟 𝑠, 𝑎 + 𝛾𝔼(!~	* ⋅ (,$) 𝑉∗ 𝑠.

§ 𝑉∗ 𝑠 = 𝑄∗ 𝑠, 𝜋∗ 𝑠. = max
$∈&	

𝑄∗(𝑠, 𝑎)

14
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Q-value Iteration
1. Let 𝑄!(𝑠, 𝑎) be any Q-function 𝑄!: 𝑆×𝐴 → ℝ

2. At each iteration 𝑘 = 1, 2,… . , 𝐾
§ Compute 𝑄'() = 𝒯𝑄'
• Equivalently: 𝑄&$% 𝑠, 𝑎 = 𝑟 𝑠, 𝑎 + 𝛾𝔼+!~	- ⋅ +,')	[max'0∈)	

𝑄& 𝑠0, 𝑎′ ]	 ∀𝑠, 𝑎

3. Terminate when 𝑄" stops improving
§ e.g. when max

*,+
|𝑄'() 𝑠, 𝑎 − 𝑄' 𝑠, 𝑎 | is small.

4. Return the greedy policy 
𝜋# 𝑠 ∈ argmax

$∈&
𝑄#(𝑠, 𝑎)

15
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The Grid-World Problem

State: agent location

16
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Example: Winter parking (with ice and potholes)
§ Simple grid world with a goal state (green, desired parking spot) with 
reward (+1),  a “bad state” (red, pothole) with reward (-100), and all 
other states neural (+0).
§ Omnidirectional vehicle (agent) can head in any direction. Actions 
move in the  desired direction with probably 0.8, in one of the 
perpendicular directions with.
§ Taking an action that would bump into a wall leaves agent where it is.

[Source: adapted from Kolter, 2016]
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Example: value iteration

(a) (b) (c)

(d) (e) (f)
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State-Action Value Function (“Q table”)
§ Example: Winter parking (with ice and 

potholes)

𝑎

𝑠
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𝑄(𝑠, 𝑎)

𝑉(𝑠)

It is convenient to keep 
track of not only the long 
term value of a state, but 
also the state, jointly with 
the next action.
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Convenient for selecting next action!
§ Winter parking (with ice and potholes)

Before

𝜋" 𝑠 = argmax
#∈%	

𝑟 𝑠, 𝑎 + 𝛾𝔼'!~	) ⋅ ',#)	𝑉" 𝑠-

𝑎
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2.0
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𝑄(𝑠, 𝑎)
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Policy Iteration (w/ Q-value function)
21

1. Let 𝜋! be any stationary policy
2. At each iteration 𝑘 = 1, 2,… , 𝐾
• Policy evaluation: given 𝜋2, compute 𝑄""
• Policy improvement: compute the greedy policy

𝜋234 𝑠 ∈ arg	max
5∈1

	Q2" s, a

3. Stop if 𝑄/6 = 𝑄/678

4. Return the last policy 𝜋#
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Compare: Policy Iteration
1. Let 𝜋! be any stationary policy

2. At each iteration 𝑘 = 1, 2,… . , 𝐾
§ Policy evaluation: given 𝜋& , compute 𝑉1.

§ Policy improvement: compute the greedy policy

𝜋&$% 𝑠 ∈ argmax
'∈)

𝑟 𝑠, 𝑎 + 𝛾2
+!
𝑝 𝑠0 𝑠, 𝑎 𝑉1. 𝑠0

1. Stop if 𝑉/6 = 𝑉/678

2. Return the last policy 𝜋#

22
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Q-learning update
§ Key idea: Update the value of one state at a time (a little bit)
§ Dynamic programming update

𝑄2 𝑠, 𝑎 = 𝑟2 𝑠, 𝑎 + 𝛾𝔼'!∼*(⋅|',/) max/!∈𝒜
𝑄234 𝑠., 𝑎. 	 ∀𝑠, 𝑎

§ Q-learning update
𝑄#34 𝑠, 𝑎 = 1 − 𝜂# 𝑄# 𝑠, 𝑎 + 𝜂# 𝑟 + 𝛾 max

/!∈1	
𝑄# 𝑠., 𝑎.

• with learning rates 𝜂# ≪ 1

§ Recall: Optimal Bellman equation
𝑄∗ 𝑠, 𝑎 = 𝑟 𝑠, 𝑎 + 𝛾𝔼(!~	* ⋅ (,$) max$!

𝑄∗(𝑠., 𝑎.)

23
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Recall: Temporal-Difference 𝑇𝐷(0) Estimation
24

§ Approach #3: Conduct incremental updates within trajectories, 
leveraging the Bellman equation

§ Recall: The Bellman equation
𝑉/ 𝑠 = 𝑟 𝑠, 𝜋 𝑠 + 𝛾𝔼(!~	* ⋅ (,/ ( ) 𝑉

/ 𝑠.

§ Incremental update: At each step 𝑡, observe 𝑠1 , 𝑟123, 𝑠123 and 
update estimate E𝑉/  as

E𝑉/ 𝑠1 = 1 − 𝜂 E𝑉/ 𝑠1 + 𝜂 𝑟123 + 𝛾 E𝑉/ 𝑠123
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Q Learning Algorithm
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1. Let 𝑄% be any Q-function, 𝑠 be an initial state, 
2. At each iteration 𝑡 = 0, 1, 2, … , 𝑇
• Use 𝑄# to select an action 𝑎
• Observe next state 𝑠′ and reward 𝑟
• Update Q function: 𝑄#$% 𝑠, 𝑎 = 1 − 𝜂# 𝑄# 𝑠, 𝑎 + 𝜂# 𝑟 + 𝛾max

&%
𝑄# 𝑠', 𝑎'

• 𝑠 ← 𝑠'

3. Return the greedy policy
𝜋& 𝑠 = argmax

/∈1
𝑄& 𝑠, 𝑎

Additional assumption needed for convergence:
§ Coverage: All the state-action pairs are visited infinitely often
§ Learning rates set appropriately (Robbins-Monro conditions)

learning rates 𝜂# ∈ 0, 1 .

= 𝑄/ 𝑠, 𝑎 + 𝜂/ 𝑟 + 𝛾max
#!

𝑄/ 𝑠-, 𝑎- − 𝑄/ 𝑠, 𝑎

Temporal difference (TD) error 𝛿&

TD / bootstrap target
Current guess of value
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Exploration vs exploitation
The agent’s dilemma:
§ The learner should maximize return by repeatedly selecting the best 

action ⟹ exploitation
argmax

/∈1
𝑄# 𝑠, 𝑎

§ The learner should gain information by repeatedly selecting all 
actions ⟹ exploration

𝜋 𝑎 𝑠 =
1
𝒜

Compromise:
§ 𝝐-greedy: with probability 𝜖, explore. Else, exploit

26
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Learning the Optimal Policy
29

1. Let 𝑄0 be any Q-function, set 𝑡 ← 0, observe initial state 𝑠/
2. While (𝑠/  not terminal)

1. Take action 𝑎& ∼ 𝜋& ⋅ 𝑠&  according to a suitable exploration 
policy 

 𝜋& 𝑎 𝑠& = A
argmax

'
	𝑄& 𝑠& , 𝑎 	 𝑤. 𝑝. 	1 − 𝜖

𝑈𝑛𝑖𝑓 𝐴 	 𝑤. 𝑝. 	𝜖
 (𝜖-greedy policy)

 𝜋& 𝑎 𝑠& =
()* "# $,&

'#

∑&! ()*
"# $,&!

'#

                 𝜏& → 0        (soft-max policy)

1. Observe reward 𝑟&,- and next state 𝑠&,-
§ And (for SARSA) take action 𝑎()* 

2. Compute the temporal difference 𝛿&
𝛿& = 𝑟&,- + 𝛾max'!

𝑄& 𝑠&,- , 𝑎. − 𝑄& 𝑠& , 𝑎& 	 Q–learning

𝛿& = 𝑟&,- + 𝛾𝑄& 𝑠&,- , 𝑎&,- − 𝑄& 𝑠& , 𝑎& 	 (SARSA)
1. Update the Q-function

𝑄&,- 𝑠& , 𝑎& ← 𝑄& 𝑠& , 𝑎& + 𝜂& 𝑠& , 𝑎& 𝛿&
2. Set 𝑡 = 𝑡 + 1; set 𝑠& ← 𝑠&,-

§  And 𝑎( ← 𝑎()* for SARSA

EndWhile

Terminology: on-policy vs off-policy learning
§ Two uses of policies

• Behavior policy: Policy used for 
interacting (collecting data)

• Target policy: Policy used for learning 
(updating the representation)

§ Q-learning
• Interacting policy: 𝜖-greedy
• Learning policy: greedy
• Different à off-policy

§ SARSA
• Interacting policy: softmax
• Learning policy: softmax
• Same à on-policy

§ Off-policy = “learning from others”
§ On-policy = “learning from oneself”
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Q-Learning: Properties
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Proposition
If the learning rate satisfies the Robbins-Monro conditions in all states 
𝑠, 𝑎 ∈ 𝑆×𝐴

K
CD!

E

𝜂1 𝑠, 𝑎 = ∞	 K
CD!

E

𝜂1F 𝑠, 𝑎 < ∞

And all state-action pairs are tried infinitely often, then for all 𝑠, 𝑎 ∈
𝑆×𝐴	

E𝑄 𝑠, 𝑎
$.(.
𝑄∗ 𝑠, 𝑎

§ Remark: “infinitely often” requires a steady exploration policy.

Understanding this Proposition is the 
main subject of today + next time.
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Summary

§ State-action value function (𝑄) vs state value function (𝑉)
• State-action value function permits model-free extraction of the policy
• DP methods: Q-value iteration, Policy iteration with Q-value function

§ Policy learning: Q-learning and SARSA (definition, guarantees)
§ Concepts:
• Tabular setting
• Exploration vs exploitation, 𝜖-greedy exploration strategy
• Off-policy vs on-policy learning


