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A Survey Question Text

A.1 Framing of Perceived Past Home Price Returns

1. Questions framed in terms of the levels of house prices: “You indicated that you estimate the
current value of a typical home in your zip code to be [X] dollars. Now, think about how
the value of such a home has changed over time. (By value, we mean how much that typical
home would approximately sell for.) What do you think the value of such a home was one
year ago?”’

2. Questions framed in terms of percentage changes: “Now, think about how the value of such
a home has changed over time. Over the past 12 months, how has the value of such a home
changed? (By value, we mean how much that typical home would approximately sell for.)
[increased /decreased]” followed by “By about what percent do you think the value of such a
home has [increased/decreased| over the past 12 months? Please give your best guess.”

3. Questions framed in terms of changes of dollar amounts: “By about what dollar amount do
you think the value of such a home has [increased /decreased| over the past 12 months? Please
give your best guess.”

4. Questions about confidence in past returns following the past home price return questions:
“How confident are you in your answers?
e 1 (Not at all confident)
o 2
e 3 (Somewhat confident)
o 4
e 5 (Very confident)”
5. Questions about confidence in past returns (2021 subjective confidence interval procedure):

“You stated over the next 12 months, the value of a typical home in your zip code increased
by 5%. How certain are you in your answer?

e (Completely certain) I am certain that the value of a typical home in my zip code
increased by 5% over the past 12 months.

e (Very certain) I am certain that the value of a typical home in my zip code changed
between an increase of 3.0% and an increase of 7.0% over the past 12 months.

e (Somewhat certain) I am certain that the value of a typical home in my zip code changed
between a decrease of 1.0% and an increase of 11.0% over the past 12 months.



e (Little certain) I am certain that the value of a typical home in my zip code changed
between a decrease of 5.0% and an increase of 15.0% over the past 12 months.

e (Very uncertain) I am not at all certain that the value of a typical home in my zip code

changed between a decrease of 5.0% and an increase of 15.0% over the past 12 months.”

The intervals for “Very certain,” “Somewhat certain,” “Little certain” and ‘“Very uncertain”
are the perceived past return +£2%, +6%, £10% and beyond +10% respectively.

A.2 Framing of Expected Home Price Returns

1.

Questions framed in terms of the level of house prices: “You estimated the current value of a
typical home in your zip code to be |X| dollars. Now, we would like you to think about the
future value of such a home. What do you think the value of such a home will be one year
from today  dollars?”

Questions framed in terms of percentage changes: “You estimated the current value of a
typical home in your zip code to be [X]| dollars. Now, we would like you to think about the
future value of such a home. Over the next 12 months, what do you expect will happen to
the value of such a home? Over the next 12 months, I expect the value of such a home to
... |increase/decrease|” followed by “By about what percent do you expect the value of such
a home to [increase/decrease| over the past 12 months? Please give your best guess.”

. Questions framed in terms of changes of dollar amount: “’You estimated the current value of

a typical home in your zip code to be [X] dollars. Now, we would like you to think about the
future value of such a home. Over the next 12 months, what do you expect will happen to
the value of such a home? Over the next 12 months, I expect the value of such a home to
... |increase/decrease]” followed by “By about what dollar amount do you expect the value of
such a home to [increase/decrease|over the past 12 months? Please give your best guess.”

Questions about the distribution of expected returns framed in terms of the level of house
prices: “You estimated the current value of a typical home in your zip code to be |X] dol-
lars.What do you think is the percent chance that the value of such a home one year from
today

e less than [95%*X]| dollars: percent chance
e between [95%*X] and [100%*X] dollars: percent chance

e between [100%*X] and [110%*X] dollars: percent chance

e more than [110%*X] dollars: percent chance”

. Questions about the distribution of expected returns framed in terms of percentage changes:

“What do you think is the percent chance that the value of such a home, over the next 12
months, will...

e decrease by 5% or more:  percent chance
e decrease by 0% to 5%:  percent chance

e increase by 0% to 10%:  percent chance

e increase by 10% or more:  percent chance”



6. Questions about confidence in expected returns (2021 subjective confidence interval proce-
dure): “You stated over the next 12 months, the value of a typical home in your zip code will
increase by 5%. How certain are you in your answer?

e (Completely certain) I am certain that the value of a typical home in my zip code will
increase by 5% over the next 12 months.

e (Very certain) I am certain that the value of a typical home in my zip code will change
between an increase of 3.0% and an increase of 7.0% over the next 12 months.

e (Somewhat certain) I am certain that the value of a typical home in my zip code will
change between a decrease of 1.0% and an increase of 11.0% over the next 12 months.

o (Little certain) I am certain that the value of a typical home in my zip code will change
between a decrease of 5.0% and an increase of 15.0% over the next 12 months.

e (Very uncertain) I am not at all certain that the value of a typical home in my zip
code will change between a decrease of 5.0% and an increase of 15.0% over the next 12
months.”

The intervals for “Very certain”, “Somewhat certain”, “Little certain” and ‘“Very uncertain” are
the return forecast +£2%, +6%, +10% and beyond +£10%, respectively.

A.3 Housing Investment Decisions

1. Investment in a housing fund: “Consider a situation where you have to decide how to invest
$1,000 for one year. You can choose between two possible investments. The first is a fund
that invests in your local housing market and pays an annual return equal to the growth in
home prices in your area. The second is a savings account that pays 2% of interest per year.
What proportion of the $1,000 would you invest in: The housing market fund? The savings
account?”

2. Probability of buying a primary residence: “And if you were to move to a different primary
residence over the next 3 years, what is the percent chance that you (or your spouse/partner)
would buy (as opposed to rent) your new home?”

3. Probability of buying an investment property: “What is the percent chance that over the next
3 years you |or your spouse/partner| will buy a home that you would NOT use as your primary
residence (meaning you would use it as a vacation home, or as an investment property, etc.)?”

4. Evaluating housing in their zip code as an investment: “If someone had a large sum of money
that they wanted to invest, would you say that relative to other possible financial investments,
buying property in your zip code today is:” with options including “A very good investment,”
“A somewhat good investment,” “Neither good nor bad as an investment,” “A somewhat bad
investment,” and “A very bad investment.”

A.4 Investment Decision-making

1. Consider a situation where you have to decide how to invest $1,000 for one year. You can
choose between two possible investments. The first is a fund that invests in your local housing
market and pays an annual return equal to the growth in home prices in your area. The second



is a savings account that pays 2% interest per year. Which factor do you rely on more when
making this investment decision? Please select only one.

e Your forecast of home price growth in your local housing market over the next 12 months
(You reported earlier that you expect 5% growth)

e The realized growth in home prices in your local housing market over the past 12 months
(You reported earlier 10%)

2. Why do you rely more on [the past OR your expected| home price growth?

B Density Estimation

For specifications estimating the Merton (1969) model, we require an estimate of the conditional
variance of expected returns o? 1. To construct such an estimate, we follow the approach used by
Armantier et al. (2017) to fit a parametric distribution for each respondent based on the probabilities
the respondent reported for each possible density interval using a minimum distance procedure that
minimizes the distance between the empirical and estimated parametric distribution. We assume
the underlying distribution is a generalized beta distribution when the respondent assigns positive
probability to three or more outcome intervals. We assume an isosceles triangular distribution
when the respondent puts all probability mass in two intervals and a uniform distribution when the
respondent puts all probability mass in one interval.

The generalized beta distribution is a flexible four parameter unimodal distribution that allows
different values for its mean, median and mode and has the following functional form:
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where B(a, ) = I'(a)T'(8)/I'(a + B) and I'(+) is the gamma function.

The two parameters o and S describe the shape of the distribution and the parameters ¢ and
r fix the support of the distribution. Fitting a unique beta distribution requires a respondent to
have assigned positive probability mass to at least three (not necessarily adjacent) intervals. In the
case one or more of the intervals are unbounded, the relevant ¢ and/or r are treated as unknown
parameters that are estimated along with « and S3.

The triangular distribution, for cases when a respondent assigns positive probability to exactly
two adjacent bins, has the shape of an isosceles triangle whose base includes the interval with the
greatest probability mass and a portion of the adjacent interval. Thus, the triangle is anchored
at the outer bound of the interval with probability mass above 50 percent. Its density has the
functional form:

oz —0) ife<z<Hr
f(z) = (r%)z(r—x) if”TTS:cgr

0 otherwise

With the triangle being anchored at one of the other bounds, there is only one parameter (either
¢ or r) to fit, which fixes the center and height of the triangle. Note that an isosceles triangle is



symmetric, so the mean, median, and mode are identical to each other. If one of the two bins is
unbounded, the bounded bin is taken to be the one fully included in the support of the triangle. In
other words, the triangle is anchored at the inner bound of the bounded interval and the outer leg’s
position is determined by how much mass is placed in the unbounded bin.

Respondents who respond with probability fully within one bin, the distribution is assumed to
be uniform. The estimation for this is trivial, except in the case where the interval is unbounded.
For when probabilities include a bin that is unbounded from below or above, bounds are imposed at
-38 and 38 for bins that were unbounded below and above, respectively. These values are based on
historical maximum and minimum changes and the outcomes of the distribution fitting are generally
not sensitive to them.

Densities are not fitted for respondents who put positive probability in only two bins that are
nonadjacent or for whom the probabilities do not sum to 100 percent.”

C Cognitive Uncertainty Model

As argued in Enke and Graeber (2023), people are often aware of their own cognitive limitations and
shrink their posterior estimates of parameters towards a default value. Consider a GDP expectation
survey as an example. Based on all available information, a respondent’s best guess for next year’s
GDP growth could be 5%, termed the “signal” because it incorporates signals the respondent has
received. However, because the respondent is uncertain about this answer, she might shrink it
towards a “mental default.” One possible mental default is the average GDP growth in the postwar
period of approximately 3%. After shrinkage towards her default, the respondent might report 4%
as her final answer.

In our context, we hypothesize that complexity and financial stakes in investment decisions
trigger a stress response and induce investors to rely more on signals about which they are more
certain. Because there is no personal wealth on the line when answering a survey question about
forecasted returns, respondents perceive the survey question eliciting their expected returns as
relatively simple and use all information available to them (e.g., 5% in the GDP example above).
However, households find investment decisions to be complicated and stressful (e.g., Gennaioli et
al. (2015)). Facing the complex real-world decision of buying an asset and having to consider other
demand factors like risk aversion or other assets in their portfolios, cognitively uncertain investors
upweight factors such as their perceived experiences as their lived experience feels more salient them
than other information.?’

Let ryy1 denote the future return respondents are asked to forecast and assume agents’ prior
belief r411 ~ N (g, 02), where pig stands for the mental default for 7;41. Agents form their forecasts
using two pieces of relevant data. The first is their perception of past home-price growth, denoted
as r;. The second is a home-price forecast based on forecasts for variables related to home prices,
including, for example, forecasts of rent, inflation, GDP, and local unemployment. We call the
second piece of information the signal, denoted s. Both r; and s are noisy forecasts for 74,1, which
we write as

Tt =Ti41 + Ep (3)
S = i1 + s (4)

29Gee, e.g., Malmendier and Nagel (2011) for support for this personal-experience channel.



because each factor contains a random deviation from future returns €. While the error in past
returns as a forecast &, ~ N (0, 0’3), respondents act as if the distribution of the error in the signal
€s depends on the context of the particular survey question being asked. We index parameters
used in survey forecast questions with e for expected and parameters used in investment actions
with a. When asked to forecast returns, respondents treat the distribution of €4 as N (0, Uie), and
when asked about investment choices, some respondents act as if the distribution of €4 is N/ (0, aia)
with o5, > 0876.30 In a reduced-form way, the assumption o, > 0. captures that in forecasting
returns, respondents focus on forming their beliefs and correctly measure the noisiness of s. By
contrast, when making a complex investment decision with monetary incentives, some risk-averse
respondents lacking confidence in their own forecasts need to shift their limited cognitive ability to
other factors such as risk bearing capacity and therefore pay less attention to and perceive higher
uncertainty in s.

This assumption is in part motivated by a finding of Enke and Graeber (2023) that investors
display more cognitive uncertainty when facing more complex choices. This added complexity
could affect the perceived uncertainty in s more than in r; because past experience is salient to
investors and relatively unaffected by question framing. Textual analysis of open-ended survey
responses in Section 4.1 provide support for this mechanism; many investors explain that when
it comes to investment decisions, past returns are observable and verifiable and therefore viewed
as more reliable. Another rationalization that generates a disproportionate increase in perceived
uncertainty in s relative to r; is through the endogenous attention framework of Gabaix (2014),
which would lead such respondents to have different loss functions in answering the expectation and
the investment questions.?! Whether driven by complexity, financial risk, or sparsity, the end result
is that because of differential stakes when reporting forecasts versus making relatively complex and
consequential financial decisions, agents may weight factors differently across domains.

To simplify the exposition, in this section we assume that o, stays constant from the expectation
to the investment-decision stage, while o increases. In Appendix C.1, we show that the sufficient
and necessary condition to generate a positive coeflicient on past returns even conditional on stated
expected returns is that oy disproportionately increases relative to o, from the expectation to
the decision question. Let r¢:1 and 7441 denote a respondent’s stated return forecast and the
decision-relevant forecast used in investment decisions, respectively. We have

Tet+1 = Elrep1|re, s, (ra, 0, 0p, 0se)] = Ce + B1ert + P2,e8 (5)

Ta,t+l = E[rt+1|rt7 S, (rda ag, Jp7 Js,d)] =G + ﬁl,art + /BQ,aS; (6)

80The true distribution of e, is allowed to be different from N(0,02.) and N'(0,02,); our results are
robust to any deviation between the perceived distribution of €5 and the true distribution.

31 Ambiguity-averse investors may also weight probabilities differently in the investment and belief for-
mation stages (Dow and da Costa Werlang (1992); Fox and Tversky (1995); Ilut and Schneider (2014)).
However, many respondents increase their reliance on past returns when investing even when past returns
exceed their expected returns, at odds with the usual worst-case-weighting of ambiguity-averse investors.



where by Bayesian updating,
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Because 054 > 05, we have that 81 . < 1,4 and 2 > [2,4. Intuitively, respondents who perceive
their signal s to be noisier in the investment-decisions domain than the forecasting-returns domain
will rely more on their past experience r; and less on the signal s.

In our setting, our experiment asks respondents to allocate a fixed investment amount between
a housing fund and a risk-free savings account. To map the investment-decision-relevant return
forecast rq 441 to the share invested in a housing fund, we consider the standard Merton (1969)
single risky asset model with constant absolute risk aversion used in the introduction, with the

housing share ¢; given by
b = Tat+l — Tf

2
aaa,t+1

where 7 is the risk-free rate, o is the absolute risk aversion parameter, and ait 41 1s the conditional
variance of ra7t+1.32 Taking a linear approximation of ¢ around the average value of r,, «, and o2,
and letting v, and v, denote the partial derivatives of ¢ over a and o2, we have

o 2
Gt = C+Tapt1 + Yo + VYo 0g 141

=c1 + Brart + 2,05 + Yax + %Ug,tﬂ

o, o,
=co+ (51,a — Bre= e+ =2 re i1 + Yo + 7002,t+1' (7)
52,6 /82,6

Equation (7) is consistent with the regression specifications we use in our empirical section above and
provides a framework to think about what statistical role we might expect r; to play in explaining
decisions when agents have cognitive uncertainty.?® In a standard model, conditional on expected
returns re 441, there would be no role for r; in (7) because r; is simply a linear factor in 7¢ 441 with
the same weight in (5) and (6) because 7¢ty1 = ra7t+1.34 However, for investors with significant
cognitive uncertainty, we have the result that 8. < 81, and B2, > B2, such that the coefficient
on subjective past experience ry in (7) is positive. Consistent with this prediction, our empirical
findings above provide evidence that perceived past returns have independent predicting power for
investment decisions even after conditional on stated forecasts.

#2The variance o ,,; is conditional on all information available to an investor, including r4,¢41 and s.

33We take a linear approximation in (7) instead of using a log-log specification to be able to include
individuals in our estimation sample that choose ¢ = 0 or report 741 < 7y = 2% or r, < 0. Although
underpowered, our results are qualitatively robust to a log-log specification dropping these observations and
controlling for an estimate of 02, |, as we show in the appendix.

3470 relax the assumption that r; enters 7. ;41 linearly, many of our empirical specifications will control
for flexible functions of 7. ;41 and its forecasted distribution.
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C.1 Condition for Independent Effect of Past Experience

In this subsection, we derive the sufficient and necessary condition for an independent effect of past
experience in the above theoretical model. We relax the assumption that oy, is constant between the
expectation to the investment decision stages. That is, we assume that o,; > op. and o5; > 0.
The model and coefficients are as follows

G R E+ 1+ Yol + V07
=c1 + Br,ire + B2,i5 + Yax + %01'2
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The coefficient for r; in equation (8), 1, — 51,e%7 can be simplified as
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the factor (u3+0?) in equation (9) are both positive so it suffices to check the sign of U?,iap,e_
2 2

2 2 2 2 - : 95,i i : ;
5i0pe — 050, 1S equivalent to = Thus, the coefficient for r; in

the investment stage is positive if and only if o, increases relatively more than o, between the
expectation and investment decision stages.

to be positive. The denominator and

2 2 2
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We derive a necessary and sufficient condition for 31 ; —f1.¢

The positivity of o

D Open-ended Textual Response Coding Procedure

In this appendix, we explain how we code free text responses to the 2021 survey question “Why
do you rely more on [the past OR your expected| home price growth?” For each group (relying
on past or expected returns), we group them into four categories that capture the most frequently
cited rationale for relying on past or expected returns in investment decision-making, with the
remaining responses, including non-responses, assigned to an other category. When a response
contains investment decision-making rationale that could fit into multiple categories, we assign it
to the category that seemed the most prominent. See Figure 3 for the distribution of responses.

Coding for Respondents Relying More on Past Returns



1.

Consistent Trends: We assign responses to this category when they emphasize that local house

price returns have been stable or exhibit momentum or exhibit consistent trends. Similarly,
when answers mention that a reliance on past returns because of a strong expectation that
past returns and local market conditions will continue as in the past.

. Real Data: We assign responses to this category when they emphasize that the past returns

are based on “real” or “realized” or “actual” or “historical” or “observable” data.

. Uncertainty: We assign responses to this category when they emphasize that the future

is uncertain or unknown or that anything could happen in the future or that their stated
forecasts are just a guess. We also assign responses to this category when answers emphasize
that they are unfamiliar with house prices or the housing market or investing.

Conservative: We assign responses to this category when they emphasize that they chose to

rely on past returns as the more conservative or safer approach given their forecast.

Coding for Respondents Relying More on Expected Returns

1.

E

Expectations: We assign responses to this category when they emphasize anything about

their own returns expectations. Many respondents in this category mention that what is
relevant for an investment decision is their expectations about the future as opposed to the
past. Other responses in this category emphasize that their expectations for future returns
are informed or differ from what happened in the past or that they expect returns to be high
enough to compensate them for the risk relative to the risk-free rate of 2%.

. Fundamentals: We assign responses to this category when they cite a particular reason behind

their price belief, such as local demand for housing being high, housing inventory being low,
interest rates being low, high expected income growth, or an expectation of a strong post-
pandemic economic recovery.

. Last year different: We assign responses to this category if they specifically say they use

their expected returns in investment decision-making instead of past returns because 2020
was a poor year to extrapolate from because it was different or unusual or dominated by the
pandemic.

Past returns not guaranteed: We assign responses to this category when they state that

there’s no promise that past returns will continue. For example, multiple respondents in this
category stated that “Past returns do not guarantee future growth.”

Measurement Error in Home Price Expectations

As discussed in Section 4.2, implicit extrapolation is a form of non-classical measurement error in
that the true decision-relevant belief variable is unobserved and the econometrician can instead only
measure stated beliefs. However, could our results in Section 3 simply stem from pure noise in survey
responses? Such an explanation finds plausibility, for example, in the bunching of returns forecasts
around 0%, 5%, 10%, etc. (Dominitz and Manski (1997); Manski and Molinari (2010); Binder
(2017)). Similarly, the common finding across expectations surveys that different question framings
on returns generate systematically different responses (Glaser et al. (2007); Armona et al. (2018);
Glaser et al. (2019)) suggests a degree of instability and noise in stated beliefs. Moreover, while



such survey errors are likely present in both perceived past and forecasted returns, stated forecasts
could be particularly noisy. For example, survey participants might more often round for forecasted
returns than perceived past returns.®® This could induce downward bias in the expected return
coefficient and an upward bias in the past experience coefficient as the latter would be correlated
with the signal in the former. Nevertheless, we show that our results are more likely to be explained
by measurement errors coming from implicit extrapolation than survey noise in return forecasts.
Taken together, a measurement-error explanation for our findings would require the measurement
error to be positively correlated with the perceived past return, which would be both conceptually
and observationally similar to our interpretation of implicit extrapolation.

The rest of this section is organized as follows. In Section E.1, we outline two data generating
processes (DGPs) that could each generate the main regression results presented above. The first
is based on measurement error resembling survey noise. The second is based on our preferred
interpretation of implicit extrapolation. To distinguish between the two DGPs, Sections E.2 and
E.3 present evidence strongly favoring the implicit extrapolation explanation over the survey-noise
explanation.

E.1 Measurement Error Explanations

To assess the white measurement error explanation for our results, we consider whether the following
DGP could generate our results.

Action: Yie = Bo + BLE; [rigv1] +eie
Forecast: Ef[ri 1] = mo + miis + Z; ;72 + vig (10)

Observed Forecast: E; [rit1] = Ef[riee1] + mig,

where the outcome variable Y;; is a linear function of the true forecast Ef[r;:+1] plus some inde-
pendent unobserved heterogeneity. To simplify the exposition, we abstract away from risk aversion
in this version of the decision rule. Consistent with classical assumptions about expectation for-
mation, investors form expectations E;[r;++1] as a function of perceived past returns 7;; and other
belief factors, including a systematic component Z;; (expected economic conditions, expected rent
growth, etc.) and a discretionary adjustment v;;. In this data-generating process, investors base
their decisions on their actual forecasts E/[r;;11], but the econometrician observes only a noisy
measure Et [7i++1] of true beliefs that contains white noise 7; ;. The white-noise measurement error
concern is that because forecasted returns are imprecisely reported, when we regress actions on
7+ and E’t [rit+1], we could still estimate a positive coefficient on 7;+ even if investors do follow a
two-step procedure of first formulating Ef[r;;11] and then basing investment decisions on it.
Our alternative DGP with implicit extrapolation is

Yie = Bo+ BrE;[rig1] + Botip + Zi B3 + €in
= o + (Bam1 + B2)Fie + Z y(Bima + B3) + Brvig + i
Ef[rip1] = mo + mifis + Zj w2 + viy (11)

Ey[riea] = Ef[rig1] + nits

35To address this differential rounding concern, we conduct a robustness test by restricting the sample
to observations without rounding for perceived past or forecasted returns. Our results are actually stronger
for these non-rounders, the opposite prediction of a measurement error alternative explanation based on
rounding or even differential rounding.
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where we acknowledge measurement error 7 in stated beliefs but also allow the possibility that sub-
jective past experience 7+ and Z;; have independent effects on actions, such that (10) corresponds
to B2 = 3 = 0. Subjective past experience 7;; and Z;; having independent effects on actions
is equivalent to an investor weighting factors differently in the action stage than in the forecast
stage, for example, overweighting their own past experience in investment decisions relative to the
forecast-stating domain.

The following simulation illustrates that the DGP under the null hypothesis can generate a
positive coefficient on 7;; if we only control for #;; and Et [1it+1] together. We parameterize the
model in (11) according to the null hypothesis of no independent effect of past returns on investment
with g1 = V2, B2 = 3 = m9 = 0, m = my = 1, and 74, Z; 4, €it, and v;; are independently,
identically distributed A (0,1). We then vary the standard deviation o, of the measurement error
nie ~ N(0, 0%) to test how white measurement error affects the corresponding regression coefficients.

Panel I of Figure A1 shows that the estimated coefficient 32 on 7;; increases in the variance of the
measurement error. In other words, despite the data being generated under the null with the true
coefficient (82 on past returns being zero, measurement error in expected returns and the positive
correlation between past returns and the signal in stated returns (from 7 > 0) upward biases OLS
estimates of the role of past returns in investment. This result highlights the potential for white
measurement error in forecasted returns to spuriously generate a non-zero estimated role for past
returns in the second-stage statistical model of investment decisions. However, while the models
described by (10) and (11) can produce similar regression estimates, we present several pieces of
evidence inconsistent with the survey-noise explanation.

E.2 Evidence from Other Belief Factors

Our first approach of addressing white measurement errors is motivated by the fact that investors
consider factors other than past returns in forming their home price forecasts. We will show that
inflation forecast and rent forecast are such factors. When investors expect higher inflation or higher
rent, intuitively they also hold higher home price expectations. These three belief factors: perceived
past returns, inflation forecasts, and rent forecasts all have positive and statistically significant
coefficients in predicting home price forecasts. If these belief factors affect investment decisions only
through stated and noisy forecasts, we would expect the relative magnitudes for the belief factors to
stay constant in predicting investment decisions as in predicting return forecasts.36 In contrast, we
show in Table 7 that perceived past returns have an outsized role in explaining investment decisions,
relative to the return forecasting stage, inconsistent with a simple survey-noise explanation.

Column 1 in Table 7 repeats column 5 of Table 2 for reference by regressing home-price growth
forecast on perceived past home-price growth, forecasted rent growth, inflation forecast and demo-
graphic controls. Both forecasted rent growth and forecasted inflation are statistically significant
factors considered in home-price growth even conditional on other factors. A one percentage point
higher rent growth is associated with a 0.14 percentage point higher expected home-price growth,
and a one percentage point higher inflation forecast is associated with a 0.12 percentage point higher
expected home-price growth.

Column 2 regresses the share invested in a housing fund on perceived past home-price growth,
forecasted rent growth, forecasted inflation, and our usual individual controls. Despite rent growth’s
and inflation forecast’s importance in home price forecast, they are ignored (if not down-weighted)
in this reduced-form specification of the investment decision, inconsistent with their impacting

%To see this, note that under the DGP in (10), the ratio of the coefficients on #;; and Z], in the
reduced-form investment equation is 817y /B1me = 71 /7.
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investment only through beliefs. Column 3 reinforces this point by conditioning on flexibly specified
return distribution forecasts that should capture the effect of beliefs on investment if belief factors
affect decision making only through stated forecasts. Instead, conditional on return forecasts, past
returns are up-weighted and forecasted rent growth and forecasted inflation are down-weighted.
While the negative coefficients on forecasted rent growth and inflation are statistically insignificant,
their magnitudes are relatively large and insensitive to our controls for beliefs about the distribution
of future returns.

The pattern of results in Table 7 are inconsistent with a survey-noise explanation for our core
findings. Even with survey noise in both return forecasts and investment decisions, the ratio of the
coeflicient for past return over the coefficient for inflation forecast should stay constant between
column 1 to column 2 without implicit extrapolation. Instead, Table 7 is consistent with our
preferred interpretation that investors weight past returns in their investment decisions more heavily
in the forecasting stage.

A final caveat in interpreting Table 7 is that other belief factors could affect investment decisions
through risk aversion. This could cause the relative magnitudes of the belief factors to change from
the forecasting return stage to the investment decision stage, inhibiting the coefficient ratio test. For
example, as we discuss in Section 3, past returns could increase homeowners’ wealth and make them
more risk-taking. We formally test this channel in Appendix Table A3 by interacting perceived past
return with the importance of home equity in an investor’s portfolio, and find little evidence for
rising wealth increasing risk taking in our context. Similarly, there are plausible channels through
which inflation and rent forecasts are correlated with risk aversion. However, most economic theories
would predict that higher inflation and rent forecasts signal an economic boom, which on average
leads to more risk taking. In other words, we expect inflation and rent forecasts to get overweighted,
not underweighted at the investment stage compared with the return forecasting stage, unlike the
results in Table 7. One notable exception to this line of reasoning is that renters, who often have
less financial resources, would be negatively affected by higher inflation or rent and could thereby
become more risk averse. To address this, we reestimate Table 7 for homeowners by excluding
renters from our sample. The results in Appendix Table A15 show that homeowners show similar
behavior to the overall sample studied in Table 7, again relying on past returns more than other
belief factors at the investment decision stage. The overall pattern of coefficients across belief factors
is more consistent with implicit extrapolation from differing confidence in belief factors than with
our results being driven by survey response noisiness.

E.3 Other evidence

Another piece of evidence generally inconsistent with the simple survey noise explanation is the
qualitative evidence in Section 4.1. In particular, Table A12 reports that 44% of respondents report
relying on past returns more than their survey-stated expectations in decision-making. Moreover,
past returns indeed predict investment much better for investors who answer that they rely more
on past returns when investing. If an investor knows her expected return and the expected return
is only imperfectly observed by the econometrician due to noise in return forecasts, we would still
expect all investors to report that their decisions are based on their observable-to-them true expected
returns. Instead, we find that a sizable fraction of the population is backward-looking and aware
of it. The free-text responses also provide direct evidence for implicit extrapolation as opposed to
simple measurement error in survey responses.

Finally, we develop an instrumental-variables strategy designed to address survey noise. If past
returns in fact have no effect on investment because they are fully incorporated into expectations,
instrumental-variables estimates of B2 in (11) should be statistically close to zero. To see this,
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consider the second-stage equation, where we regress investment decisions on predicted expected
returns and perceived past returns

Yit = Bo + B1E[ris41] + BaTit + €iyg, (12)

where the predicted values are a function of both the included (7) and excluded (Z) exogenous

variables: Ey[rj 1] = To + 175 + Z{thrg. Under the null hypothesis, where both 7;; and Z;; only
affect Y;; through Ef[r; +11], instrumenting would provide an unbiased estimate of 8 such that the
expected 2SLS estimate of Bg would be 0. In Appendix F.1, we formally derive E[Bg] = 0 under the
null DGP. Panel II of Appendix Figure Al illustrates this finding, showing that in simulations, the
estimated coefficient Bg on 7;; is consistently close to 0 regardless of the size of the measurement
error o,. This simulation result is also robust to adding measurement error in Z;;, alleviating
potential concern that other factors considered in the stated forecasts being measured with noise
could also affect the coefficient on 7; ;.

Armed with the simulation results, Appendix F shows that instrumenting for expected returns
in our data does not drive the coefficient on past returns, allowing us to reject the measurement
error explanation. For instruments, we note that under the null DGP in (10), other belief factors Z; ;
meet the requirements for a valid instrument for Et [7i¢++1] because under the null hypothesis, these
factors are independent of the measurement error in expected returns and conditionally independent
of the error term ¢ under the usual two-step model of expectation formation and investment. We
further develop an alternative instrument based on the second moment of the mismeasured variable,
a strategy based on Lewbel (1997), and detail the assumptions required for its validity. Appendix
F presents results using these instruments, in each case rejecting 82 = 0 even when accounting for
measurement error in E[r;¢41] in favor of implicit extrapolation.

F Addressing Measurement Error through Instrumental
Variables

In this appendix, we present results that instrument for stated forecasts. The logic behind these tests
is that under the null hypothesis that white measurement error is the reason for our statistically
significant estimated effects of past returns on investment, we could address the resulting bias
through instrumenting and the unbiased 2SLS coefficient for the perceived past return would be 0.

F.1 Instrumenting for expected returns removes bias in past re-
turns coefficient

First, we formally derive ,5’2 in (12) to demonstrate how instrumenting for expected returns removes
the white measurement error bias in the estimate of the coefficient on past returns. To simplify our
derivations, we assume that the empirical variance-covariance matrix is the same as the population
one. We have

5 Cov(ﬁ,ta }/i,t)

2 Var(riz) (13)

~ . . . . —_ -
where 7;; is the residual from regressing 7;; on the other covariate, E;[r;+1]. For Ei[r; 1], by the
assumption that the empirical variance-covariance matrix is the same as the population matrix, we
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have 71 = m; and 79 = my. Therefore

Tig = Tig — Y(miTi + m2Ziyt), (14)

where 1) is the coefficient from regressing E¢[r;+41] on 7, i.e.,

_ Cov(Ey[rit41], Tit)
Var(E[ri4+1])
_ Cov(miTiy + moZit, Tit)
Var(mf’i,t + WQZi,t)
mVar(fi,t) + FQCOU("f’i,ta Zz‘,t)

= 15
m2Var(f;e) + 2mimaCov(Piy, Zit) + m3Var(Ziy) (15)

Plugging (14) and (15) into (13), we have

a_ COU(?i,taY;,t)

bz = Var(riz)
_ BiumVar(Pig) + m2Cov(Zig, Pig)) — Pr(mVar(fis) + meCov(Fi, Ziy))
Var(m — Ib(ﬂl’f’@t + WQZi,t)) Var(fi,t — w(ﬂlf’iﬂg + WQZi’t))

=0.

Thus, the second-stage 2SLS coefficient for 7;; is 0 under the DGP in (10).

F.2 Instrumental Variables Results

Out of many potential belief factors that could affect stated home price forecasts, we focus on
inflation forecasts and rent forecasts as instruments because belief-formation regressions suggest that
survey respondents incorporate these views into their home price forecasts. Table 2 demonstrates
that individual expectations of inflation and rent growth are incorporated into individual expected
returns, satisfying the 2SLS relevance condition (see Appendix Table A16 for the exact first stage
used in our 2SLS estimation). As an alternative to using forecasts of fundamentals as instruments
for expected housing returns, we follow Lewbel (1997) and construct an additional instrument based

on higher-order moments of the potentially mismeasured variable (Ei[ris1] — Ei[ri¢1])?, where
Et['ri’t+]_] denotes the return forecast. Appendix F.3 outlines the assumptions required by this
approach, and Appendix Table A16 demonstrates the strong first stage for higher-order moments
of stated returns.

Table A17 presents both OLS and IV estimates of (12) without and with individual-level controls
in columns 1-3 and 4-6, respectively. Across all columns, #;; has statistically significant coefficients in
both OLS specifications and when we instrument for E, [7i¢+1], inconsistent with the prediction of the
null hypothesis that both 7; ; and Z; ; affect Y; ; only through stated forecasts E, [Tit+1]. At the same
time, Table A17 offers additional evidence against the null hypothesis. Under the null hypothesis,
forecasted fundamentals are excludable and valid instruments under the null hypothesis. However,
instrumenting for stated returns does not reverse any measurement-error induced attenuation bias
in Table A17. Contrary to what would be expected under the null hypothesis, instrumenting reduces
the magnitude of expected returns. While inconsistent with the null hypothesis of no independent
effect of belief factors on investment conditional on stated beliefs, we argue below that these results
are consistent with expectations surveys eliciting beliefs that differ systematically from the beliefs
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used in decision making.

F.3 Justification of the Lewbel Instrument

For detailed derivations of the Lewbel instrument, we refer to Lewbel (1997). Conceptually,
this strategy uses higher-order moments of a mismeasured variable as its instrument since it is
correlated with the signal but conditionally uncorrelated with the noise. This section presents a
concise summary of this approach. Consider the regression model similar to (10) regressing an
outcome y on controls W and a noisy scalar measure x of x*

Y; = Bo + Bixi + W/Bs + ¢

T; = ] + vi,
where v; is the independent, mean-zero, and symmetrically distributed measurement error in x;.
Note that while we present the case of a scalar mismeasured x for ease of exposition, the results

generalize to a vector of multiple mismeasured variables X. Construct an instrument z for x as
2 = (x; —T)%. For z to be a valid instrument for x, we require four assumptions:

1. E((1, W' z*) (1, W' x*)) exists and is nonsingular

2. E(e) = E(v) =0 and E(v3) =0

3. v and ¢ are independent of each other and z* and W

4. B((z* — 7*)%%*) # 0 where * = x* — v9 — 7| W is the residual of regressing * on W

Assumption 1 requires that W and z* are not collinear. Assumption 2 requires that the measure-
ment error is symmetrically distributed such that its skewness is equal to 0. See Lewbel (1997)
for alternative instrument candidates that do not require this distributional assumption on the
measurement error v. Assumption 3 is akin to the classical measurement error assumption of inde-
pendent measurement error and the exogeneity of * and the other covariates W. This independence
condition is slightly stronger than (and implies) the condition required by Lewbel (1997) that

E((* — 7°)Y0*eh) = B((a* — 7°)Y)E()E(eF) for, A € {0,1,2),k € {0,1}.

Assumption 4 requires that, after conditioning on the included controls W, (z* — z*)? is still corre-

lated with x*, as would be the case provided the moments of z* are correlated with each other in a
way not completely absorbed by W. Given the definition of *, assumption 3 also implies that

E((z* — 7*)Wi*) = B(a* — 7*)E(v)E(3")

and

E(w*7*) = E(v})E(z).

Instrumenting for x using z will lead to an unbiased 2SLS estimate of 51 and fs if E(ze) =0
and E(zv) = 0 (the exclusion restrictions) and E(zZ*) # 0 (the relevance condition).
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By assumptions 2 and 3, the first exclusion restriction is

By assumptions 2 and 3, the second exclusion restriction is

E(z2v) = E((z; — 7))

B((x] — 5)%05) + 2B((x] — 7)) + E(Y)

= E((z; — 7)) E(v) + 2B(a] — 2°)B(v}) + B(v})
0

(2

given that E(x} — %) = E(z}) — E(z}) = 0.

7
Finally, using assumptions 3 and 4 and E(Z]) = 0, the relevance assumption is

E(zi%) = E((z} — &° +v;)?)E})

E((z} — 2°)°%)) + 2B((x} — *)vid}) + E(v}F])
= E((«] — z*)%&)

0

Given these results, the conditions required for 2SLS unbiasedness hold, and instrumenting using
the Lewbel instrument—provided assumptions 1-4 hold—Ileads to estimates of 5 that are robust to
measurement error in x.
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