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Reinforcement Learning, Optimization, and Abstract DP

REINFORCEMENT LEARNING

Approximation in Value Space Dynamic Programming

Approximation in Policy Space Gradient-Like Optimization

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

T is the “lower envelope” of Tµ

Next Policy µ1 Find µ1 such that Tµ1Jµ0 = TJµ0 Policy µ Jµ = TµJµ TµJ (linear)

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + J̃

(
f(x, u)

)]

TJ (concave) J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

(Rollout Policy) (Base Policy) with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

!-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃ Policy Evaluation Policy Improvement

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy !̄-Step Lookahead xn+1

Layer !̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

1
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Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy !̄-Step Lookahead xn+1

Layer !̄ x!̄ Terminal node to expand

1

REINFORCEMENT LEARNING METHODS (Learning Values and Policies)

(Approximately Optimal Sequential Decision Making)

Abstract DP Newton’s Method

Approximation in Value Space Dynamic Programming

Approximation in Policy Space Gradient-Like Optimization Nonlinear Programming

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

T is the “lower envelope” of Tµ

Next Policy µ1 Find µ1 such that Tµ1Jµ0 = TJµ0 Policy µ Jµ = TµJµ TµJ (linear)

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + J̃

(
f(x, u)

)]

TJ (concave) J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

(Rollout Policy) (Base Policy) with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

!-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃ Policy Evaluation Policy Improvement
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RL deals with exactly the same mathematical problem as DP
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Outline

1 Mathematical Structure of Sequential Decision Problems

2 Abstract DP Concepts

3 Abstract DP - Value and Policy Iteration

4 Approximation in Value Space - Newton’s Method

5 Policy Parametrization - Parameter Optimization - Gradient Descent
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Deterministic Optimal Control

Uncertainty System Environment Cost Control Current State i

Controller Production Center Delay Retail Storage Demand

Possible Moves Average Score by Monte-Carlo Simulation

Current Position and Dice Roll Best Score A B

φβ1,β2,γ(x) = φβ1,γ(x) − φβ2,γ(x) β3 β4 (a) (b) φβ1,β2,β3,β4,γ(x)

x γ(x − β3) γ(x − β4) + − max{0, ξ} Linear Unit Rectifier φβ,γ(x)
Slope γ β

High Cost Suboptimal u′ “Deceptive” Low Cost u Optimal trajectory
ℓ + 1 Stages Optimal trajectory

(ciy − bi)2 R mini y∗
i maxi y∗

i

J̃k+1(xk+1) = min
uk+1∈Uk+1(xk+1)

E
{

gk+1(xk+1, uk+1, wk+1)

+J̃k+2

(
fk+1(xk+1, uk+1, wk+1)

)}
,

2-Step Lookahead (onestep lookahead plus one step approx-
imation)

Certainty equivalence Monte Carlo tree search Lookahead tree ℓ-Step
Shortest path problem xk xk States xk+1 States xk+2 u u′

Truncated Rollout Terminal Cost Approximation J̃

Parametric approximation Neural nets Discretization

Parametric approximation Neural nets Discretization

Cost Function Approximation J̃k+ℓ

Rollout, Model Predictive Control

b+
k b−

k Permanent trajectory P k Tentative trajectory T k

min
uk

E
{
gk(xk, uk, wk)+J̃k+1(xk+1)

}

Approximate Min Approximate E{·} Approximate Cost-to-Go J̃k+1

Optimal control sequence {u∗
0, . . . , u∗

k, . . . , u∗
N−1} Simplify E{·}

Tail subproblem Time x∗
k Future Stages Terminal Cost k N

Stage k Future Stages Terminal Cost gN(xN )

Control uk Cost gk(xk, uk) x0 xk xk+1 xN xN x′
N

ũk uk x̃k+1 xk+1 x̃N xN x′
N

Φr = Π
(
T

(λ)
µ (Φr)

)
Π(Jµ) µ(i) ∈ arg minu∈U(i) Q̃µ(i, u, r)
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k+1 x′′
k+2 x′′′

k+2 u′′
k+1 u′′′

k+1

Consider an undiscounted infinite horizon deterministic problem, involving the System: Cost:

Implicit Current The system can be kept at the origin at zero cost by some control i.e.,

PATH PLANNING FOLLOW A GIVEN TRAJECTORY States at the End of the Lookahead Final

States

xk+1 = f(xk, uk)

and the cost per stage

g(xk, uk) ≥ 0, for all (xk, uk)

f(0, uk) = 0, g(0, uk) = 0 for some control uk ∈ Uk(0)

(ℓ − 1)-Stages Minimization Control of Belief State

Must Deal with State and Control Constraints Linear-Quadratic Formulation is Often Inadequate

Current Partial Solution x x̄ x̄ = f(x, u, w) g(x, u, w) u1 (x, u1) u2 (x, u1, u2)

xk+1 = fk(xk, xk−1, uk, uk−1, wk)

u3 um−1 (x, u1, . . . , um−1) Control um Stage m-Component Control u = (u1, . . . , um)

J1 J2 J∗ = TJ∗ xk+1 = max(0, xk + uk − wk)

TETRIS An Infinite Horizon Stochastic Shortest Path Problem Optimal

x pxx(u) pxy(u) pyx(u) pyy(u) pxt(u) pyt(u) x y

αpxx(u) αpxy(u) αpyx(u) αpyy(u) 1 − α

Belief Estimator TJ = minµ TµJ Cost 0 Cost g(x, u, y) System State Data Control Parameter Estima-

tion

Optimal cost Cost of rollout policy µ̃ Cost of base policy µ
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1

Keep the state of the system close to a planned trajectory

System: xk+1 = f (xk , uk ), xk ∈ X : state, uk ∈ U(xk ) : control

Infinite horizon cost minimization: minuk∈U(xk )

∑∞
k=0 α

k g(xk , uk ), α ∈ (0, 1), g : bounded
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DP: We Introduce Policies π = {µ0, µ1, . . .} where µk : x 7→ U(x)
µk (x) is the Control to Apply at State x at Time k

Cost function of policy π starting from an initial state x0:

Jπ(x0) =
∞∑

k=0

αk g
(
xk , µk (xk )

)
, with xk generated by xk+1 = f

(
xk , µk (xk )

)
Optimal cost starting from initial state x : J∗(x) = minπ Jπ(x)

It can be shown that J∗ satisfies Bellman’s equation (a functional equation)

J∗(x) = min
u∈U(x)

[
g(x , u) + αJ∗(f (x , u))], ∀ x ∈ X

Proof: Take the min over π = {µ0, µ1, . . .} = {µ0, π1} of both sides in the relation

Jπ(x) = g
(
x , µ0(x)

)
+ αJπ1

(
f (x , µ0(x)

)
So J∗ is a fixed point of the mapping T given by:

(TJ)(x) = min
u∈U(x)

[
g(x , u) + αJ

(
f (x , u)

)]
, ∀ x ∈ X

It can be shown that T is a contraction with respect to the sup norm over the
space of bounded functions J : X 7→ ℜ. Hence J∗ is the unique fixed point of T
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Stationary Policies {µ, µ, . . .} and their Cost Functions Jµ

Jµ(x0) is the cost of {µ, µ, . . .} starting from an initial state x0:

Jµ(x0) =
∞∑

k=0

αk g
(
xk , µ(xk )

)
, with xk generated by xk+1 = f

(
xk , µ(xk )

)
From the definition of Jµ, we have

Jµ(x) = g
(
x , µ(x)

)
+ αJµ

(
f
(
x , µ(x)

))
so Jµ is the fixed point of the (linear) mapping Tµ given by:

(TµJ)(x) = g
(
x , µ(x)

)
+ αJ

(
f
(
x , µ(x)

))
, ∀ x ∈ X

It can be seen that
(TJ)(x) = min

µ
(TµJ)(x), ∀ x ∈ X

so that T is the lower envelope of the mappings Tµ
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Graphical Representation of Bellman Equations
Jµ = TµJµ and J∗ = TJ∗ = minµ(TµJ)
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(
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TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

(Rollout Policy) with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation
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TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

(Rollout Policy) (Base Policy) with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃ Policy Evaluation Policy Improvement

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

1

Control u = µ̃(x, r) Uncertainty System Cost Current State x Controller Policy µ̃(·, r)

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

T is the “lower envelope” of Tµ

Next Policy µ1 Find µ1 such that Tµ1Jµ0 = TJµ0 Policy µ Jµ = TµJµ TµJ (linear)

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

(Rollout Policy) (Base Policy) with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃ Policy Evaluation Policy Improvement

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

1

Control u = µ̃(x, r) Uncertainty System Cost Current State x Controller Policy µ̃(·, r)

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

T is the “lower envelope” of Tµ

Next Policy µ1 Find µ1 such that Tµ1Jµ0 = TJµ0 Policy µ Jµ = TµJµ TµJ (linear)

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ (concave) J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

(Rollout Policy) (Base Policy) with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃ Policy Evaluation Policy Improvement

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

1

Q-factor Optimal Policy Q̃k(x̃k, uk)

At trajectory ỹk = (x̃0, ũ0, . . . , ũk−1, x̃k) min(u0,...,uN−1)∈C G(u0, . . . , uN−1)

G(u0, . . . , uN−1) = min
(yik,i,k)∈H(u0,...,uN−1)

M∑

i=1

N−1∑

k=0

aikyik +

N−1∑

k=0

bkuk

H(u0, . . . , uN−1): Set of yik → 0 such that
∑

k yik = di for all i,
∑

i yik ≤ ukck for all k

and can satisfy the demand and other constraints

(e.g., public policy constraints)

H(u0, . . . , uN−1): Set of feasible demand allocations, i.e.

C : Set of (u0, . . . , uN−1) with and H(u1, . . . , uN) is nonempty

uk ∈ {0, 1} and for some yij → 0,
∑

j yij = di for all i

C : Set of (u0, . . . , uN−1) such that uk ∈ {0, 1} ∑
i yij ≤ ujcj for all j

∑M
i=1

∑N
j=1 aijyij +

∑N
j=1 bjuj

∑
j yij = di for all i

∑
i yij ≤ ujcj for all j

min
uk∈Ũk(ỹk)

max
wk,...,wN−1

[
gk(x̃k, uk, wk) + J̃π,k+1

(
fk(x̃k, uk, wk), wk+1, . . . , wN−1

)]

M∑

i=1

N∑

j=1

aijxij +

N∑

j=1

bjuj

min
uk,µk+1,...,µk+!−1

max
wk ,...,wk+!−1

[
gk(xk, uk, wk) +

k+"−1∑

t=k+1

gt

(
xt, µt(xt), wt

)
+ J̃k+"(xk+")

]

Cost of Base Policy Corresponding to xk+1 = fk(x̃k, uk, wk)

and wk+1, . . . , wN−1

Truncated Rollout with Base Policy Plus Rollout Control ũk

Terminal Cost Approx imation

1
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Extension to Stochastic and Minimax Optimal Control (1950s)

Stochastic problems: wk is a random variable
System: xk+1 = f (xk , uk ,wk ), xk : state ∈ X , uk ∈ U(xk ) : control

Infinite horizon cost minimization: minuk∈U(xk ) Ewk

{∑∞
k=0 α

k g(xk , uk ,wk )
}

Minimax problems: wk is chosen from a set W (xk ,uk ) by an antagonist

System: xk+1 = f (xk , uk ,wk ), xk : state ∈ X , uk ∈ U(xk ) : control
Infinite horizon cost minimization: minuk∈U(xk ) maxwk∈W (xk ,uk )

{∑∞
k=0 α

k g(xk , uk ,wk )
}

Fixed point properties: J∗ and Jµ are fixed points of the mappings T and Tµ

(TJ)(x) = min
u∈U(x)

Ew

{
g(x , u,w) + αJ

(
f (x , u,w

)}
, ∀ x ∈ X , (Stochastic)

(TµJ)(x) = Ew

{
g
(
x , µ(x),w

)
+ αJ

(
f (x , µ(x),w

)}
, ∀ x ∈ X , (Stochastic)

(TJ)(x) = min
u∈U(x)

max
w∈W (x,u)

{
g(x , u,w) + αJ

(
f (x , u,w

)}
, ∀ x ∈ X , (Minimax)

(TµJ)(x) = max
w∈W (x,u)

{
g
(
x , µ(x),w

)
+ αJ

(
f (x , µ(x),w

)}
, ∀ x ∈ X , (Minimax)

Also the lower envelope property holds
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Generalizing the Analysis: Abstract DP

Abstraction in Mathematics (according to Wikipedia)
“Abstraction in mathematics is the process of extracting the underlying essence of a
mathematical concept, removing any dependence on real world objects with which it
might originally have been connected, and generalizing it so that it has wider
applications or matching among other abstract descriptions of equivalent phenomena."

“The advantages of abstraction are:

It reveals deep connections between different areas of mathematics.

Known results in one area can suggest conjectures in a related area.

Techniques and methods from one area can be applied to prove results in a
related area."

ELIMINATE THE CLUTTER ... LET THE FUNDAMENTALS STAND OUT.
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What is Fundamental in DP? Answer: The Bellman Eq. Operator

Idea: In place of the Bellman operator introduce an abstract map H(x ,u, J)
Bellman’s Eqs. for optimal cost and policy µ:

J∗(x) = inf
u∈U(x)

H(x , u, J∗) Jµ(x) = H
(
x , µ(x), Jµ

)
For the deterministic optimal control problem

H(x , u, J) = g(x , u) + αJ
(
f (x , u)

)
For stochastic optimal control

H(x , u, J) = E
{

g(x , u,w) + αJ(f (x , u,w))
}

Other examples: Minimax, semi-Markov, exponential risk-sensitive cost, etc

Key premise: H is the “math signature" of the problem

Top down development:
Abstract View –> Analysis and Methods –> Special Cases
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Abstract Problem Formulation

State and control spaces: X ,U

Control constraint: u ∈ U(x)

Stationary policies: µ : X 7→ U, with µ(x) ∈ U(x) for all x

The Key Mapping
Abstract monotone mapping H : X × U × E(X ) 7→ [−∞,∞]

J ≤ J ′ =⇒ H(x , u, J) ≤ H(x , u, J ′), ∀ x , u

where E(X ) is the set of functions J : X 7→ [−∞,∞]

Define for each policy µ

(TµJ)(x) = H
(
x , µ(x), J

)
, ∀ x ∈ X , J ∈ E(X )

and also define

(TJ)(x) = inf
u∈U(x)

H(x , u, J), ∀ x ∈ X , J ∈ E(X )
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Abstract DP Problem

Introduce the cost function of a policy π = {µ0, µ1, . . .}:

Jπ(x) = lim sup
N→∞

(Tµ0 · · ·TµN J̄)(x), x ∈ X

where J̄ is some function [for example J̄(x) ≡ 0]

Find J∗(x) = infπ Jπ(x) and an optimal π attaining the infimum

Notes:

Optimal control interpretation: (Tµ0 · · ·TµN J̄)(x0) is the cost of starting from x0,
using π for N stages, and incurring terminal cost J̄(xN)

The theory revolves around fixed point properties of Tµ and T

Typically, Bellman’s equations hold:

Jµ = TµJµ, J∗ = TJ∗

Algorithms to find Jµ and J∗ (e.g., value and policy iteration) are special cases of
fixed point algorithms
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Principal Types of Abstract DP Models

Contractive: (Shapley 1953, Denardo 1967)
Patterned after discounted optimal control w/ bounded cost per stage

The DP mappings Tµ are weighted sup-norm contractions

The finite state-control discounted stochastic problem is contractive and is by far
the most commonly used model in RL

It is called Markovian Decision Problem (MDP for short)

Monotone Increasing/Decreasing: (DPB 1975, DPB+Shreve 1978)
Patterned after nonpositive and nonnegative cost undiscounted DP problems

No reliance on contraction properties, just monotonicity of Tµ

Semicontractive: (A focal point of my Abstract DP book, 2013-2022)
Patterned after control problems with a goal state/destination

Some policies µ are “well-behaved" (e.g., Tµ is contractive); others are not

This is a common model in DP (under the name stochastic shortest path problem),
and in RL (under the name episodic MDP)
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Computational Methods I: Value Iteration

J0 J1 = TJ0 J2 = TJ1 J J∗ = TJ∗ TJ
Cost =0 Cost = c < 0 Prob. = 1 − p Prob. = 1 Prob. = p P

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

State-Control Pairs: Fixed Policy µ Case (j, v) P ∼ |A|

j�0 j�1 j�k j�k+1 j�0 u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

j0 j1 jk jk+1 i0 i1 ik ik+1

u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

(i, y) (j, z) States j g(i, y, u, j) pij(u) g(i, u, j) v µ(j)
�
j, µ(j)

�

f̄�
2,Xk

(−λ)

x̃1 x̃2 x̃3 x̃4 Slope: x̃k+1 Slope: x̃i, i ≤ k

f�(λ)

Constant − f�
1 (λ) f�

2 (−λ) F ∗
2,k(−λ)F ∗

k (λ)

�
(g(x), f(x)) | x ∈ X

�

M =
�
(u,w) | there exists x ∈ X

1

J0 J1 = TJ0 J2 = TJ1 J J∗ = TJ∗ TJ 45 Degree Line
Cost =0 Cost = c < 0 Prob. = 1 − p Prob. = 1 Prob. = p P

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

State-Control Pairs: Fixed Policy µ Case (j, v) P ∼ |A|

j�0 j�1 j�k j�k+1 j�0 u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

j0 j1 jk jk+1 i0 i1 ik ik+1

u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

(i, y) (j, z) States j g(i, y, u, j) pij(u) g(i, u, j) v µ(j)
�
j, µ(j)

�

f̄�
2,Xk

(−λ)

x̃1 x̃2 x̃3 x̃4 Slope: x̃k+1 Slope: x̃i, i ≤ k

f�(λ)

Constant − f�
1 (λ) f�

2 (−λ) F ∗
2,k(−λ)F ∗

k (λ)

�
(g(x), f(x)) | x ∈ X

�

M =
�
(u,w) | there exists x ∈ X

1

R + g(1) + α
n�

j=1

p1jJ∗(j)

i∗ i∗ − 1

g(i) + α
n�

j=1

pijJ∗(j)

Do not Replace Set SR i 1 n
J0 J1 = TJ0 J2 = T 2J0 J J∗ = TJ∗ TJ Tµ1J Jµ1 = Tµ1Jµ1

x0 x2 x1 = R(x0) J2 = TJ1 x x∗ = R(x∗) TJ Tµ1J Jµ1 = Tµ1Jµ1

S(0) S(k) S(k + 1) J∗ J = (J1, J2) TJ = (T1J, T2J)

J1 Policy Improvement J2 Policy Improvement J1 Policy Evaluation
R(x)

Policy Iteration J t+1 = TJ t = Tµt+1J t J t+1 = Tm
µt J t

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Policy Improvement Exact Policy Evaluation (Exact if m = ∞)

Approx. Policy Evaluation J t �→ (J t+1, µt+1)

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

1

R + g(1) + α
n�

j=1

p1jJ∗(j)

i∗ i∗ − 1

g(i) + α
n�

j=1

pijJ∗(j)

Do not Replace Set SR i 1 n
J0 J1 = TJ0 J2 = T 2J0 J J∗ = TJ∗ TJ Tµ1J Jµ1 = Tµ1Jµ1

x0 x2 x1 = R(x0) J2 = TJ1 x x∗ = R(x∗) TJ Tµ1J Jµ1 = Tµ1Jµ1

S(0) S(k) S(k + 1) J∗ J = (J1, J2) TJ = (T1J, T2J)

J1 Policy Improvement J2 Policy Improvement J1 Policy Evaluation
R(x)

Policy Iteration J t+1 = TJ t = Tµt+1J t J t+1 = Tm
µt J t

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Policy Improvement Exact Policy Evaluation (Exact if m = ∞)

Approx. Policy Evaluation J t �→ (J t+1, µt+1)

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

1

R + g(1) + α
n�

j=1

p1jJ∗(j)

i∗ i∗ − 1

g(i) + α
n�

j=1

pijJ∗(j)

Do not Replace Set SR i 1 n
J0 J1 = TJ0 J2 = T 2J0 J J∗ = TJ∗ TJ Tµ1J Jµ1 = Tµ1Jµ1

x0 x2 x1 = R(x0) J2 = TJ1 x x∗ = R(x∗) TJ Tµ1J Jµ1 = Tµ1Jµ1

S(0) S(k) S(k + 1) J∗ J = (J1, J2) TJ = (T1J, T2J)

J1 Policy Improvement J2 Policy Improvement J1 Policy Evaluation
R(x)

Policy Iteration J t+1 = TJ t = Tµt+1J t J t+1 = Tm
µt J t

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Policy Improvement Exact Policy Evaluation (Exact if m = ∞)

Approx. Policy Evaluation J t �→ (J t+1, µt+1)

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

1

R + g(1) + α
n�

j=1

p1jJ∗(j)

i∗ i∗ − 1

g(i) + α
n�

j=1

pijJ∗(j)

Do not Replace Set SR i 1 n
J0 J1 = TJ0 J2 = T 2J0 J J∗ = TJ∗ TJ Tµ1J Jµ1 = Tµ1Jµ1

x0 x2 x1 = R(x0) J2 = TJ1 x x∗ = R(x∗) TJ Tµ1J Jµ1 = Tµ1Jµ1

S(0) S(k) S(k + 1) J∗ J = (J1, J2) TJ = (T1J, T2J)

J1 Policy Improvement J2 Policy Improvement J1 Policy Evaluation
R(x)

Policy Iteration J t+1 = TJ t = Tµt+1J t J t+1 = Tm
µt J t

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Policy Improvement Exact Policy Evaluation (Exact if m = ∞)

Approx. Policy Evaluation J t �→ (J t+1, µt+1)

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

1

R + g(1) + α
n�

j=1

p1jJ∗(j)

i∗ i∗ − 1

g(i) + α
n�

j=1

pijJ∗(j)

Do not Replace Set SR i 1 n
J0 J1 = TJ0 J2 = T 2J0 J J∗ = TJ∗ TJ Tµ1J Jµ1 = Tµ1Jµ1

x0 x2 x1 = R(x0) J2 = TJ1 x x∗ = R(x∗) TJ Tµ1J Jµ1 = Tµ1Jµ1

S(0) S(k) S(k + 1) J∗ J = (J1, J2) TJ = (T1J, T2J)

J1 Policy Improvement J2 Policy Improvement J1 Policy Evaluation
R(x)

Policy Iteration J t+1 = TJ t = Tµt+1J t J t+1 = Tm
µt J t

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Policy Improvement Exact Policy Evaluation (Exact if m = ∞)

Approx. Policy Evaluation J t �→ (J t+1, µt+1)

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

1

R + g(1) + α
n�

j=1

p1jJ∗(j)

i∗ i∗ − 1

g(i) + α
n�

j=1

pijJ∗(j)

Do not Replace Set SR i 1 n Value Iterations
J0 J1 = TJ0 J2 = T 2J0 J J∗ = TJ∗ TJ Tµ1J Jµ1 = Tµ1Jµ1

x0 x2 x1 = R(x0) J2 = TJ1 x x∗ = R(x∗) TJ Tµ1J Jµ1 = Tµ1Jµ1

S(0) S(k) S(k + 1) J∗ J = (J1, J2) TJ = (T1J, T2J)

J1 Policy Improvement J2 Policy Improvement J1 Policy Evaluation
R(x)

Policy Iteration J t+1 = TJ t = Tµt+1J t J t+1 = Tm
µt J t

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Value Iteration 45 Degree Line J t+1 = TJ t J2 = T 2
µ1J1 J0 �→

(J1, µ1) TJ = minµ TµJ

Policy Improvement Exact Policy Evaluation (Exact if m = ∞)

Approx. Policy Evaluation J t �→ (J t+1, µt+1)

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

1

J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

Next Policy µ1 Find µ1 such that Tµ1Jµ0 = TJµ0

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

(Rollout Policy) with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃ Policy Evaluation Policy Improvement

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

1

Starting from any (?) J0, generate the sequence {Jk} using Jk+1 = TJk .Bertsekas Abstract DP and RL 17 / 30



Computational Methods II: Policy Iteration

J0 J1 = TJ0 J2 = TJ1 J J∗ = TJ∗ TJ
Cost =0 Cost = c < 0 Prob. = 1 − p Prob. = 1 Prob. = p P

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

State-Control Pairs: Fixed Policy µ Case (j, v) P ∼ |A|

j�0 j�1 j�k j�k+1 j�0 u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

j0 j1 jk jk+1 i0 i1 ik ik+1

u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

(i, y) (j, z) States j g(i, y, u, j) pij(u) g(i, u, j) v µ(j)
�
j, µ(j)

�

f̄�
2,Xk

(−λ)

x̃1 x̃2 x̃3 x̃4 Slope: x̃k+1 Slope: x̃i, i ≤ k

f�(λ)

Constant − f�
1 (λ) f�

2 (−λ) F ∗
2,k(−λ)F ∗

k (λ)

�
(g(x), f(x)) | x ∈ X

�

M =
�
(u, w) | there exists x ∈ X

1

Tµ0J Jµ0 = Tµ0Jµ0

rk+1 = arg min
r∈�s

m�

t=1

Nt−1�

τ=0

�
φ(iτ,t)�r − cτ,t(rk)

�2

µ�

µ
1 − µ�

µ

Estimated Cost φ(iτ,t)�r Simulated Cost cτ,t(rk)

Transition probabilities for the uniform version

Πx∗

µ�

µ
1 − µ�

µ

t . . . 0 m + i0 it1 = i it2 = i it3 = i it4 = i

wt1,m bit1+m wt2,m bit2+m wt3,m bit3+m wt4,m bit4+m

(Amb)(i) = lim
k→∞

�k
t=0 δ(it = i)wt,mbit+m�k

t=0 δ(it = i)

Simulation Sequence {i0, i1, . . .}

Generated by Row Sampling Using P

S: Subspace spanned by basis vectors

D: Set of differential cost vectors Subspace S∗

hµ∗,η(s) = (ηµ∗ − η)Nµ∗ Φr = ΠT (λ)(Φr)

pij pji pi0 pj0 i j 0 p00 = 1 q0(i) q0(j)

1

Tµ0J Jµ0 = Tµ0Jµ0

rk+1 = arg min
r∈�s

m�

t=1

Nt−1�

τ=0

�
φ(iτ,t)�r − cτ,t(rk)

�2

µ�

µ
1 − µ�

µ

Estimated Cost φ(iτ,t)�r Simulated Cost cτ,t(rk)

Transition probabilities for the uniform version

Πx∗

µ�

µ
1 − µ�

µ

t . . . 0 m + i0 it1 = i it2 = i it3 = i it4 = i

wt1,m bit1+m wt2,m bit2+m wt3,m bit3+m wt4,m bit4+m

(Amb)(i) = lim
k→∞

�k
t=0 δ(it = i)wt,mbit+m�k

t=0 δ(it = i)

Simulation Sequence {i0, i1, . . .}

Generated by Row Sampling Using P

S: Subspace spanned by basis vectors

D: Set of differential cost vectors Subspace S∗

hµ∗,η(s) = (ηµ∗ − η)Nµ∗ Φr = ΠT (λ)(Φr)

pij pji pi0 pj0 i j 0 p00 = 1 q0(i) q0(j)

1

Sample Space Event {a  X  b} a b x PDF fX(x) � x x + � 1
c (J � Y )

Jµ1 = Tµ1Jµ1

bk Belief States bk+1 bk+2 Policy µ m Steps

Truncated Rollout Policy µ m Steps �r⇤�

B(b, u, z) h(u) Artificial Terminal to Terminal Cost gN (xN ) ik bk ik+1 bk+1 ik+2 uk uk+1 uk+2

Original System Observer Controller Belief Estimator zk+1 zk+2 with Cost gN (xN )

µ COMPOSITE SYSTEM SIMULATOR FOR POMDP

(a) (b) Category c̃(x, r̄) c⇤(x) System PID Controller yk y ek = yk � y + � ⌧ Object x h̃c(x, r̄) p(c | x)

uk = rpek + rizk + rddk ⇠ij(u) pij(u)

Aggregate States j 2 S f(u) u u1 = 0 u2 uq uq�1 . . . b = 0 ik b⇤ b⇤ = Optimized b Transition Cost

Policy Improvement by Rollout Policy Space Approximation of Rollout Policy at state i

One-step Lookahead with J̃(j) =
P

y2A �jyr⇤y bk Control uk = µk(bk)

p(z; r) 0 z r r + ✏1 r + ✏2 r + ✏m r � ✏1 r � ✏2 r � ✏m · · · p1 p2 pm

... (e.g., a NN) Data (xs, cs)

V Corrected V Solution of the Aggregate Problem Transition Cost Transition Cost J⇤

Start End Plus Terminal Cost Approximation S1 S2 S3 S` Sm�1 Sm

Disaggregation Probabilities dxi dxi = 0 for i /2 Ix Base Heuristic Truncated Rollout

Aggregation Probabilities �jy �jy = 1 for j 2 Iy Selective Depth Rollout Policy µ

Maxu State xk Policy µ̃k(xk, rk) h̃(u, xk, rk) h̃(c, x, r) h̃u(xk, rk) Randomized Policy Idealized

Generate “Improved” Policy µ̃ by µ̃(i) 2 arg minu2U(i) Q̃µ(i, u, r)

State i y(i) Ay(i) + b �1(i, v) �m(i, v) �2(i, v) Ĵ(i, v) = r0�(i, v)

Deterministic Transition xk+1 = fk(xk, uk)

Aggregate Problem Cost Vector r⇤ J̃1 = Corrected V Enlarged State Space t+k t�k

1

Value Space Approximation J̃ Jµ̃ = Tµ̃Jµ̃ Tµ̃J

One-Step Lookahead Policy Cost l J̃ Jµ̃ = Tµ̃Jµ̃ Tµ̃J

Newton iterate starting from K Tangent Line of Unstable Policy

J̃ Region where Sequential Improvement Holds TJ  J Tµ̃J K̃ µK

TJ Instability Region Stability Region Slope=1

also Newton Step

using an Corresponds to One-Step Lookahead Policy µ̃

Line Stable Policies Unstable Policy Optimal Policy

Region of stability

Also Region of Convergence of Newton’s Method

1

J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

Next Policy µ1 Find µ1 such that Tµ1Jµ0 = TJµ0

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

1

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

Next Policy µ1 Find µ1 such that Tµ1Jµ0 = TJµ0

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

1

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

Next Policy µ1 Find µ1 such that Tµ1Jµ0 = TJµ0

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

1

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

Next Policy µ1 Find µ1 such that Tµ1Jµ0 = TJµ0

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout Policy with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃ Policy Evaluation Policy Improvement

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

1

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

Next Policy µ1 Find µ1 such that Tµ1Jµ0 = TJµ0

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout Policy with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)
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Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

1

Bertsekas Abstract DP and RL 18 / 30



Reinforcement Learning: Approximation in Value Space
(Essentially Equivalent Approach as Model Predictive Control (MPC))
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x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy !̄-Step Lookahead xn+1

Layer !̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

1

Replace optimal cost J∗ with an approximation J̃ in Bellman’s equation

Defines a lookahead policy µ̃ with µ̃(x) being the minimizing u above

Extension to ℓ-step ahead minimization

µ̃(x) = ũ1 ∈ arg min
u1,u2,...,uℓ

[
ℓ-steps cost + J̃(ℓ-step ahead state)

]
KEY QUESTIONS

What is the relation between Jµ̃ and J̃? ANSWER: It is a Newton step relation

How does multistep lookahead affect the critical mapping?
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The View Through Newton’s Method
(A principal focus of my books, 2020-2025)

J0 J1 = TJ0 J2 = TJ1 J J∗ = TJ∗ TJ
Cost =0 Cost = c < 0 Prob. = 1 − p Prob. = 1 Prob. = p P

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

State-Control Pairs: Fixed Policy µ Case (j, v) P ∼ |A|

j�0 j�1 j�k j�k+1 j�0 u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

j0 j1 jk jk+1 i0 i1 ik ik+1

u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

(i, y) (j, z) States j g(i, y, u, j) pij(u) g(i, u, j) v µ(j)
�
j, µ(j)

�

f̄�
2,Xk

(−λ)

x̃1 x̃2 x̃3 x̃4 Slope: x̃k+1 Slope: x̃i, i ≤ k

f�(λ)

Constant − f�
1 (λ) f�

2 (−λ) F ∗
2,k(−λ)F ∗

k (λ)

�
(g(x), f(x)) | x ∈ X

�

M =
�
(u,w) | there exists x ∈ X

1

Value Space Approximation J̃ Jµ̃ = Tµ̃Jµ̃ Tµ̃J

One-Step Lookahead Policy Cost l J̃ Jµ̃ = Tµ̃Jµ̃ Tµ̃J

Newton iterate starting from K Tangent Line of Unstable Policy

J̃ Region where Sequential Improvement Holds TJ  J Tµ̃J K̃ µK

TJ Instability Region Stability Region Slope=1

also Newton Step

using an Corresponds to One-Step Lookahead Policy µ̃

Line Stable Policies Unstable Policy Optimal Policy

Region of stability

Also Region of Convergence of Newton’s Method

1

J̃ Jµ̃

Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

`-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F `�1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) ⇡ Greedy Rollout Policy ⇡̃

x⇤ minimizes D(x) + H(x) over the leaf nodes x 2 S Current State J̃(xk+`) · · · Critical

xk+` x0 x⇤ xk (Current State) xn xk+1 xn x0
n xk+2 xk+n xk+` Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy ¯̀-Step Lookahead xn+1

Layer ¯̀ x¯̀ Terminal node to expand

F (K)x2 = min
u2<

�
qx2 + ru2 + K(ax + bu)2

 

= min
L2<

min
u=Lx

�
qx2 + ru2 + K(ax + bu)2

 

= min
L2<

�
q + rL2 + K(a + bL)2

 
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L2<

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) � y G(y) Region of Attraction of y⇤

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) � y G(y)

c(2) c(m�1) c(m) c(m+1) c(M) c(M �1) Linear Stable Policy Quadratic Cost Approximation J̃(x) = K̃x2

to construct the one-step lookahead policy µ̃(x) = L̃x

1

J̃ Jµ̃

Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

`-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F `�1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) ⇡ Greedy Rollout Policy ⇡̃

x⇤ minimizes D(x) + H(x) over the leaf nodes x 2 S Current State J̃(xk+`) · · · Critical

xk+` x0 x⇤ xk (Current State) xn xk+1 xn x0
n xk+2 xk+n xk+` Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy ¯̀-Step Lookahead xn+1

Layer ¯̀ x¯̀ Terminal node to expand

F (K)x2 = min
u2<

�
qx2 + ru2 + K(ax + bu)2

 

= min
L2<

min
u=Lx

�
qx2 + ru2 + K(ax + bu)2

 

= min
L2<

�
q + rL2 + K(a + bL)2

 
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L2<

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) � y G(y) Region of Attraction of y⇤

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) � y G(y)

c(2) c(m�1) c(m) c(m+1) c(M) c(M �1) Linear Stable Policy Quadratic Cost Approximation J̃(x) = K̃x2

to construct the one-step lookahead policy µ̃(x) = L̃x

1

J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

f(x; θ̃) = f(x̂; θ̃) + ∇f(x̂; θ̃)′(x − x̂)

f(x; θ̃) = f(x̃; θ̃) + ∇f(x̃; θ̃)′(x − x̃)

One-Step Lookahead Policy µ̃

θ̃ ∈ arg min
θ∈Θ

f(x̃; θ)

θ̃ ∈ arg min
θ∈Θ

f(x̂; θ)

T J̃

x̂ = F (x̃) x̃ x x(θ̃) F (x) θ̃ x̂ = xθ̃ f(x; θ̃)

where θ̃i ∈ arg minθi∈Θi
f(x̃; θi) xθ̃

Current Position xk Player Move uk Nominal Opponent Move wk x∗

Next Position xk+1 Position Evaluation

uk+1 wk+1 xk+2

Path Extension: ppred(nk) > psucc(nk) or pred(nk) succ(nk) nk Extension Contraction ε or

u1 u2 u3 uN Origin Node Destination Node r t

Path Extension: ppred(nk) > apred(nk)nk
+ anksucc(nk) + psucc(nk)

Path Contraction: ppred(nk) ≤ psucc(nk) apred(nk)nk
+ anksucc(nk) + psucc(nk)

(u1) (u1, u2) (u1, u2, u3) u = (u1, . . . , uN ) Nodes

ppred(nk) − apred(nk)nk
anksucc(nk) + psucc(nk) apred(nk)nk

+ anksucc(nk) + psucc(nk)

ppred(nk) apred(nk)nk
+ pnk pnk ≤ ε or

0 1 2 3 4 5 6 7 8 9 s t L n n + 1 n − 1 1′ 2′ 3′ ... 2.5 r = 3 i j aij

Acyclic Graph Tree-Like Structure ps = 3 p1 = 3 p2 = 2 p3 = 3.2 p4 = 1 p5 = 1 p6 = 1.2 p7 = 1.5

p8 = 1 p9 = 1 pt = 0 pt = −0.5 Large ε Small ε

Interval I Interval II Interval III Interval IV Ks K∗ Kµ K − 1
2 −µ −1 J 0 Jµ = − 1

µ TµJ = −µ+(1−µ2)J

TJ = minµ∈(0,1] TµJ

L̃ = − abK̃

r + b2K̃

Region of Instability

. . . P Region of Stability TµJ = −µ + (1 − µ2)J K̂ Extension

Price Rise

State 1 State 2 K∗ K∗ = 0 K̄ K̂ 2-State/2-Control Example Contraction

1

Value Space Approximation J̃ Jµ̃ = Tµ̃Jµ̃ Tµ̃J

One-Step Lookahead Policy Cost l J̃ Jµ̃ = Tµ̃Jµ̃ Tµ̃J

One-Step Lookahead Policy µ̃

(x, u) pxy(u) g(x, u, y) y (y, v) IT’S JUST MATH ...

Approximate Minimization Computation of J̃ Approxima-
tion of E{·} Multiagent policy improvement Fitted

Simplified Minimization Approximation of Jµ Approxima-
tion of E{·} Multiagent policy improvement Bellman Equation

min
u∈U(x)

n∑

y=1

pxy(u)
(
g(x, u, y) + αJ̃µ(y)

)

Rollout by (possibly inexact) simulation Truncated rollout (optimistic
PI) Parallel rollout (multiple policies)

Problem approximation (aggregation) Certainty equivalence b J a+J
min[b, a + J ]

Single policy

xk+2 x′
k+2 uk+1 u′

k+1 x′′
k+2 x′′′

k+2 u′′
k+1 u′′′

k+1 α = 0 x

Consider an undiscounted infinite horizon deterministic problem, in-
volving the System: Cost:

Implicit Current The system can be kept at the origin at zero cost by
some control i.e.,

1

Value Space Approximation J̃ Tµ̃J

(x, u) pxy(u) g(x, u, y) y (y, v) IT’S JUST MATH ...

Approximate Minimization Computation of J̃ Approxima-
tion of E{·} Multiagent policy improvement Fitted

Simplified Minimization Approximation of Jµ Approxima-
tion of E{·} Multiagent policy improvement Bellman Equation

min
u∈U(x)

n∑

y=1

pxy(u)
(
g(x, u, y) + αJ̃µ(y)

)

Rollout by (possibly inexact) simulation Truncated rollout (optimistic
PI) Parallel rollout (multiple policies)

Problem approximation (aggregation) Certainty equivalence b J a+J
min[b, a + J ]

Single policy

xk+2 x′
k+2 uk+1 u′

k+1 x′′
k+2 x′′′

k+2 u′′
k+1 u′′′

k+1 α = 0 x

Consider an undiscounted infinite horizon deterministic problem, in-
volving the System: Cost:

Implicit Current The system can be kept at the origin at zero cost by
some control i.e.,

1

Cost Approximation Value Space Approximation J̃ Jµ̃ Jµ̃ = Tµ̃Jµ̃

Tµ̃J TJ = minµ TµJ Cost of µ̃

T J = minµ TµJ One-Step Lookahead Policy Cost l J̃ Jµ̃ = Tµ̃Jµ̃ Tµ̃J

TJ = minµ TµJ Multistep Lookahead Policy Cost l J̃ Jµ̃ = Tµ̃Jµ̃ Tµ̃J

Multistep Lookahead Policy Cost

J̃ Region where Sequential Improvement Holds TJ ≤ J Tµ̃J

TJ Instability Region Stability Region 0

using an Corresponds to One-Step Lookahead Policy µ̃

Line

1

Value Space Approximation J̃ Jµ̃ = Tµ̃Jµ̃ Tµ̃J

One-Step Lookahead Policy Cost l J̃ Jµ̃ = Tµ̃Jµ̃ Tµ̃J

(x, u) pxy(u) g(x, u, y) y (y, v) IT’S JUST MATH ...

Approximate Minimization Computation of J̃ Approxima-
tion of E{·} Multiagent policy improvement Fitted

Simplified Minimization Approximation of Jµ Approxima-
tion of E{·} Multiagent policy improvement Bellman Equation

min
u∈U(x)

n∑

y=1

pxy(u)
(
g(x, u, y) + αJ̃µ(y)

)

Rollout by (possibly inexact) simulation Truncated rollout (optimistic
PI) Parallel rollout (multiple policies)

Problem approximation (aggregation) Certainty equivalence b J a+J
min[b, a + J ]

Single policy

xk+2 x′
k+2 uk+1 u′

k+1 x′′
k+2 x′′′

k+2 u′′
k+1 u′′′

k+1 α = 0 x

Consider an undiscounted infinite horizon deterministic problem, in-
volving the System: Cost:

Implicit Current The system can be kept at the origin at zero cost by
some control i.e.,

1

f(x; θ̃) = f(x̂; θ̃) + ∇f(x̂; θ̃)′(x − x̂)

f(x; θ̃) = f(x̃; θ̃) + ∇f(x̃; θ̃)′(x − x̃)

One-Step Lookahead Policy µ̃

θ̃ ∈ arg min
θ∈Θ

f(x̃; θ)

θ̃ ∈ arg min
θ∈Θ

f(x̂; θ)

T J̃

x̂ = F (x̃) x̃ x x(θ̃) F (x) θ̃ x̂ = xθ̃ f(x; θ̃)

where θ̃i ∈ arg minθi∈Θi
f(x̃; θi) xθ̃

Current Position xk Player Move uk Nominal Opponent Move wk x∗

Next Position xk+1 Position Evaluation One-Step Lookahead

uk+1 wk+1 xk+2

Path Extension: ppred(nk) > psucc(nk) or pred(nk) succ(nk) nk Extension Contraction ε or

u1 u2 u3 uN Origin Node Destination Node r t

Path Extension: ppred(nk) > apred(nk)nk
+ anksucc(nk) + psucc(nk)

Path Contraction: ppred(nk) ≤ psucc(nk) apred(nk)nk
+ anksucc(nk) + psucc(nk)

(u1) (u1, u2) (u1, u2, u3) u = (u1, . . . , uN ) Nodes

ppred(nk) − apred(nk)nk
anksucc(nk) + psucc(nk) apred(nk)nk

+ anksucc(nk) + psucc(nk)

ppred(nk) apred(nk)nk
+ pnk pnk ≤ ε or

0 1 2 3 4 5 6 7 8 9 s t L n n + 1 n − 1 1′ 2′ 3′ ... 2.5 r = 3 i j aij

Acyclic Graph Tree-Like Structure ps = 3 p1 = 3 p2 = 2 p3 = 3.2 p4 = 1 p5 = 1 p6 = 1.2 p7 = 1.5

p8 = 1 p9 = 1 pt = 0 pt = −0.5 Large ε Small ε

Interval I Interval II Interval III Interval IV Ks K∗ Kµ K − 1
2 −µ −1 J 0 Jµ = − 1

µ TµJ = −µ+(1−µ2)J

TJ = minµ∈(0,1] TµJ

L̃ = − abK̃

r + b2K̃

Region of Instability

. . . P Region of Stability TµJ = −µ + (1 − µ2)J K̂ Extension

Price Rise

State 1 State 2 K∗ K∗ = 0 K̄ K̂ 2-State/2-Control Example Contraction

1

J0 J1 = TJ0 J2 = TJ1 J J∗ = TJ∗ TJ
Cost =0 Cost = c < 0 Prob. = 1 − p Prob. = 1 Prob. = p P

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

State-Control Pairs: Fixed Policy µ Case (j, v) P ∼ |A|

j�0 j�1 j�k j�k+1 j�0 u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

j0 j1 jk jk+1 i0 i1 ik ik+1

u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

(i, y) (j, z) States j g(i, y, u, j) pij(u) g(i, u, j) v µ(j)
�
j, µ(j)

�

f̄�
2,Xk

(−λ)

x̃1 x̃2 x̃3 x̃4 Slope: x̃k+1 Slope: x̃i, i ≤ k

f�(λ)

Constant − f�
1 (λ) f�

2 (−λ) F ∗
2,k(−λ)F ∗

k (λ)

�
(g(x), f(x)) | x ∈ X

�

M =
�
(u,w) | there exists x ∈ X

1

A simple observation ... but one that is unlikely to happen without an abstract view
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ℓ-Step Lookahead - It’s the Same as One-Step Lookahead with J̃
Replaced by T ℓ−1J̃

J0 J1 = TJ0 J2 = TJ1 J J∗ = TJ∗ TJ
Cost =0 Cost = c < 0 Prob. = 1 − p Prob. = 1 Prob. = p P

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

State-Control Pairs: Fixed Policy µ Case (j, v) P ∼ |A|

j�0 j�1 j�k j�k+1 j�0 u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

j0 j1 jk jk+1 i0 i1 ik ik+1

u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

(i, y) (j, z) States j g(i, y, u, j) pij(u) g(i, u, j) v µ(j)
�
j, µ(j)

�

f̄�
2,Xk

(−λ)

x̃1 x̃2 x̃3 x̃4 Slope: x̃k+1 Slope: x̃i, i ≤ k

f�(λ)

Constant − f�
1 (λ) f�

2 (−λ) F ∗
2,k(−λ)F ∗

k (λ)

�
(g(x), f(x)) | x ∈ X

�

M =
�
(u,w) | there exists x ∈ X

1

J0 J1 = TJ0 J2 = TJ1 J J∗ = TJ∗ TJ
Cost =0 Cost = c < 0 Prob. = 1 − p Prob. = 1 Prob. = p P

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

State-Control Pairs: Fixed Policy µ Case (j, v) P ∼ |A|

j�0 j�1 j�k j�k+1 j�0 u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

j0 j1 jk jk+1 i0 i1 ik ik+1

u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

(i, y) (j, z) States j g(i, y, u, j) pij(u) g(i, u, j) v µ(j)
�
j, µ(j)

�

f̄�
2,Xk

(−λ)

x̃1 x̃2 x̃3 x̃4 Slope: x̃k+1 Slope: x̃i, i ≤ k

f�(λ)

Constant − f�
1 (λ) f�

2 (−λ) F ∗
2,k(−λ)F ∗

k (λ)

�
(g(x), f(x)) | x ∈ X

�

M =
�
(u,w) | there exists x ∈ X

1

J1 J2 J∗ = TJ∗

x pxx(u) pxy(u) pyx(u) pyy(u) pxt(u) pyt(u) x y

αpxx(u) αpxy(u) αpyx(u) αpyy(u) 1 − α

TJ Cost 0 Cost g(x, u, y) System State Data Control Parameter Estimation

Optimal cost Cost of rollout policy µ̃ Cost of base policy µ

Cost E
{
g(x, u, y)

}
Cost E

{
g(i, u, j)

}

Value Network Current Policy Network Approximate Policy

Approximate Policy Evaluation Approximately Improved Policy Evaluation

Approximate Policy Evaluation Approximate Policy Improvement

0 1 2 3 4 5 6

Deterministic Stochastic Rollout Continuous MPC Constrained Discrete Combinatorial Multiagent

MCTS Variance Reduction

Section 2.3 Section 2.4 Sections 2.5, 3.1 3.3 3.4 3.2, 3.3, 3.3.3 2.4.3 2.4.2 3.3, 3.4

2.4.3, 2.4.4 2.4.2 3.3, 3.4

Monte Carlo Tree Search ‘

min
uk,µk+1,...,µk+ℓ−1

E

{
gk(xk, uk, wk) +

k+ℓ−1∑

i=k+1

gi

(
xi, µi(xi), wi

)
+ J̃k+ℓ(xk+ℓ)

}

1

Value Space Approximation J̃

(x, u) pxy(u) g(x, u, y) y (y, v) IT’S JUST MATH ...

Approximate Minimization Computation of J̃ Approxima-
tion of E{·} Multiagent policy improvement Fitted

Simplified Minimization Approximation of Jµ Approxima-
tion of E{·} Multiagent policy improvement Bellman Equation

min
u∈U(x)

n∑

y=1

pxy(u)
(
g(x, u, y) + αJ̃µ(y)

)

Rollout by (possibly inexact) simulation Truncated rollout (optimistic
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Player Corrected J̃ J̃ J* Cost J̃µ

(
F (i), r

)
of i ≈ Jµ(i) Jµ(i) Feature

Map

J̃µ

(
F (i), r

)
: Feature-based parametric architecture State

r: Vector of weights Original States Aggregate States

Position “value” Move “probabilities” Simplify E{·}
Choose the Aggregation and Disaggregation Probabilities

Use a Neural Network or Other Scheme Form the Aggregate States
I1 Iq

NEWTON STEP INTERPRETATION

minu∈U(x) E
{
g(x, u, w) + αJ̃

(
f(x, u, w)

)}

Possibly Include “Handcrafted” Features

Generate Features F (i) of Formulate Aggregate Problem

Generate “Impoved” Policy µ̂ by “Solving” the Aggregate Problem
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f(x̃; θ)

θ̃ ∈ arg min
θ∈Θ

f(x̂; θ)

T J̃

x̂ = F (x̃) x̃ x x(θ̃) F (x) θ̃ x̂ = xθ̃ f(x; θ̃)

where θ̃i ∈ arg minθi∈Θi
f(x̃; θi) xθ̃

Current Position xk Player Move uk Nominal Opponent Move wk x∗

Next Position xk+1 Position Evaluation

uk+1 wk+1 xk+2

Path Extension: ppred(nk) > psucc(nk) or pred(nk) succ(nk) nk Extension Contraction ε or

u1 u2 u3 uN Origin Node Destination Node r t

Path Extension: ppred(nk) > apred(nk)nk
+ anksucc(nk) + psucc(nk)

Path Contraction: ppred(nk) ≤ psucc(nk) apred(nk)nk
+ anksucc(nk) + psucc(nk)

(u1) (u1, u2) (u1, u2, u3) u = (u1, . . . , uN ) Nodes

ppred(nk) − apred(nk)nk
anksucc(nk) + psucc(nk) apred(nk)nk

+ anksucc(nk) + psucc(nk)

ppred(nk)
apred(nk)nk

+ pnk pnk ≤ ε or

0 1 2 3 4 5 6 7 8 9 s t L n n + 1 n − 1 1′ 2′ 3′ ... 2.5 r = 3 i j aij

Acyclic Graph Tree-Like Structure ps = 3 p1 = 3 p2 = 2 p3 = 3.2 p4 = 1 p5 = 1 p6 = 1.2 p7 = 1.5

p8 = 1 p9 = 1 pt = 0 pt = −0.5 Large ε Small ε

Interval I Interval II Interval III Interval IV Ks K∗ Kµ K − 1
2 −µ −1 J 0 Jµ = − 1

µ TµJ = −µ+(1−µ2)J

TJ = minµ∈(0,1] TµJ

L̃ = − abK̃

r + b2K̃

Region of Instability

. . . P Region of Stability TµJ = −µ + (1 − µ2)J K̂ Extension

Price Rise

State 1 State 2 K∗ K∗ = 0 K̄ K̂ 2-State/2-Control Example Contraction

Effective Cost Approximation Value Space Approximation State 1 State 2 (TJ)(1)

1

Only the first step of the lookahead is a Newton step
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The Critical Relation is Superlinear! (The Key to Success of MPC/RL)

One-step lookahead policy µ̃ Cost function Jµ̃

Cost approximation J̃ Approximation Error |J̃ − J∗|
Performance Error |Jµ̃ − J∗|
First Step “Future”

Jk Jk+1 Fixed Base Policy Adaptive Reoptimization Position Eval-
uator

Newton step from Jk J∗ = TJ∗ T J̃ = minµ TµJ̃

Linear policy parameter Optimal ! = 3 ! = 2 m = 4 Model minµ TµJ̃

minµ TµJ̃ µ̃ = argminµ TµJ̃ Player/Policy Jµ = TµJµ

With the Newton Step Adaptive Rollout Cost Approximation

Generic Policy µ Linearization T ′
Jk

J

Result of Newton step from Jk for solving J = TJ

Without the Newton Step Base Player Threshold

Jµk = TµkJµk Jµk+1 = Tµk+1Jµk+1 Reoptimization

Current Position xk ON-LINE PLAY Lookahead Tree States xk+1

States xk+2

Evaluation Policy µ̃ with Tµ̃J̃ = T J̃ (attains the min)

Corresponds to One-Step Lookahead Tree States xk+1 States xk+2

Policy Evaluation for µk and for µk+1 Evaluation Policy µ̃ with Tµ̃J̃ =
T J̃

Position Evaluation Policy µ̃ with Tµ̃J̃ = T J̃

Cost of µk Cost of µk+1

NOTE: J is a function (an n-vector for n states) Cost

The figure is a one-dimensional “slice” of the graph of J

OFF-LINE TRAINING Off-Line Training of Value and/or Policy Re-
sult of

Approximations Result of

6 1 3 2 9 5 8 7 10 ON-LINE PLAY Linearized Bellman Eq. at Jµk

Player Corrected J̃ J̃ J* Cost J̃µ

(
F (i), r

)
of i ≈ Jµ(i) Jµ(i) Feature

Map

J̃µ

(
F (i), r

)
: Feature-based parametric architecture State

r: Vector of weights Original States Aggregate States

1

One-step lookahead policy µ̃ Cost function Jµ̃

Cost approximation J̃ Approximation Error |J̃ − J∗|
Performance Error |Jµ̃ − J∗|
First Step “Future”

Jk Jk+1 Fixed Base Policy Adaptive Reoptimization Position Eval-
uator

Newton step from Jk J∗ = TJ∗ T J̃ = minµ TµJ̃

Linear policy parameter Optimal ! = 3 ! = 2 m = 4 Model minµ TµJ̃

minµ TµJ̃ µ̃ = argminµ TµJ̃ Player/Policy Jµ = TµJµ

With the Newton Step Adaptive Rollout Cost Approximation

Generic Policy µ Linearization T ′
Jk

J

Result of Newton step from Jk for solving J = TJ

Without the Newton Step Base Player Threshold

Jµk = TµkJµk Jµk+1 = Tµk+1Jµk+1 Reoptimization

Current Position xk ON-LINE PLAY Lookahead Tree States xk+1

States xk+2

Evaluation Policy µ̃ with Tµ̃J̃ = T J̃ (attains the min)

Corresponds to One-Step Lookahead Tree States xk+1 States xk+2

Policy Evaluation for µk and for µk+1 Evaluation Policy µ̃ with Tµ̃J̃ =
T J̃

Position Evaluation Policy µ̃ with Tµ̃J̃ = T J̃

Cost of µk Cost of µk+1

NOTE: J is a function (an n-vector for n states) Cost

The figure is a one-dimensional “slice” of the graph of J

OFF-LINE TRAINING Off-Line Training of Value and/or Policy Re-
sult of

Approximations Result of

6 1 3 2 9 5 8 7 10 ON-LINE PLAY Linearized Bellman Eq. at Jµk

Player Corrected J̃ J̃ J* Cost J̃µ

(
F (i), r

)
of i ≈ Jµ(i) Jµ(i) Feature

Map

J̃µ

(
F (i), r

)
: Feature-based parametric architecture State

r: Vector of weights Original States Aggregate States

1

One-step lookahead policy µ̃ Cost function Jµ̃

Cost approximation J̃ Approximation Error |J̃ − J∗|
Performance Error |Jµ̃ − J∗|

First Step “Future” CRITICAL MAPPING BOUND
|Jµ̃−J∗|
|J̃−J∗| ≤ 2α!

1−α

For !-step lookahead For 1-step lookahead

System equation: f(x, u, w), Cost per stage: g(x, u, w), α-Discounted
Region of stability

Jk Jk+1 Fixed Base Policy Adaptive Reoptimization Position Eval-
uator

Newton step from Jk J∗ = TJ∗ |Jµ̃−J∗|
|J̃−J∗| ≤ 2α

(1−α)2
(for policy iteration)

T J̃ = minµ TµJ̃ One-step lookahead policy µ̃

For !-step lookahead

Linear policy parameter Optimal ! = 3 ! = 2 m = 4 Model minµ TµJ̃

minµ TµJ̃ µ̃ = argminµ TµJ̃ Player/Policy Jµ = TµJµ

With the Newton Step Adaptive Rollout Cost Approximation

Generic Policy µ Linearization T ′
Jk

J At state x

Result of Newton step from Jk for solving J = TJ

Without the Newton Step Base Player Threshold

Jµk = TµkJµk Jµk+1 = Tµk+1Jµk+1 Reoptimization

Current Position xk ON-LINE PLAY Lookahead Tree States xk+1

States xk+2

Evaluation Policy µ̃ with Tµ̃J̃ = T J̃ (attains the min)

Corresponds to One-Step Lookahead Tree States xk+1 States xk+2

Policy Evaluation for µk and for µk+1 Evaluation Policy µ̃ with Tµ̃J̃ =
T J̃

Position Evaluation Policy µ̃ with Tµ̃J̃ = T J̃

Cost of µk Cost of µk+1

NOTE: J is a function (an n-vector for n states) Cost

The figure is a one-dimensional “slice” of the graph of J

OFF-LINE TRAINING Off-Line Training of Value and/or Policy Re-
sult of

Approximations Result of

1

One-step lookahead policy µ̃ Cost function Jµ̃

Cost approximation J̃ Approximation Error |J̃ − J∗|
Performance Error |Jµ̃ − J∗|

First Step “Future” CRITICAL MAPPING BOUND
|Jµ̃−J∗|
|J̃−J∗| ≤ 2α!

1−α

For !-step lookahead For 1-step lookahead

System equation: f(x, u, w), Cost per stage: g(x, u, w), α-Discounted
Region of stability

Jk Jk+1 Fixed Base Policy Adaptive Reoptimization Position Eval-
uator

Newton step from Jk J∗ = TJ∗ |Jµ̃−J∗|
|J̃−J∗| ≤ 2α

(1−α)2
(for policy iteration)

T J̃ = minµ TµJ̃ One-step lookahead policy µ̃

For !-step lookahead

Linear policy parameter Optimal ! = 3 ! = 2 m = 4 Model minµ TµJ̃

minµ TµJ̃ µ̃ = argminµ TµJ̃ Player/Policy Jµ = TµJµ

With the Newton Step Adaptive Rollout Cost Approximation

Generic Policy µ Linearization T ′
Jk

J At state x

Result of Newton step from Jk for solving J = TJ

Without the Newton Step Base Player Threshold

Jµk = TµkJµk Jµk+1 = Tµk+1Jµk+1 Reoptimization

Current Position xk ON-LINE PLAY Lookahead Tree States xk+1

States xk+2

Evaluation Policy µ̃ with Tµ̃J̃ = T J̃ (attains the min)

Corresponds to One-Step Lookahead Tree States xk+1 States xk+2

Policy Evaluation for µk and for µk+1 Evaluation Policy µ̃ with Tµ̃J̃ =
T J̃

Position Evaluation Policy µ̃ with Tµ̃J̃ = T J̃

Cost of µk Cost of µk+1

NOTE: J is a function (an n-vector for n states) Cost

The figure is a one-dimensional “slice” of the graph of J

OFF-LINE TRAINING Off-Line Training of Value and/or Policy Re-
sult of

Approximations Result of

1

“Stability Region” “Instability Region”

One-step lookahead policy µ̃ Cost function Jµ̃

Cost approximation J̃ Approximation Error |J̃ − J∗|
Performance Error |Jµ̃ − J∗|

First Step “Future” CRITICAL MAPPING BOUND
|Jµ̃−J∗|
|J̃−J∗| ≤

2α!

1−α For !-step lookahead For 1-step lookahead

System equation: f(x, u, w), Cost per stage: g(x, u, w), α-
Discounted Region of stability

Jk Jk+1 Fixed Base Policy Adaptive Reoptimization Position
Evaluator

Newton step from Jk J∗ = TJ∗ |Jµ̃−J∗|
|J̃−J∗| ≤ 2α

(1−α)2
(for policy

iteration)

T J̃ = minµ TµJ̃ One-step lookahead policy µ̃

For !-step lookahead

Linear policy parameter Optimal ! = 3 ! = 2 m = 4 Model
minµ TµJ̃

minµ TµJ̃ µ̃ = argminµ TµJ̃ Player/Policy Jµ = TµJµ

With the Newton Step Adaptive Rollout Cost Approxima-
tion

Generic Policy µ Linearization T ′
Jk

J At state x

Result of Newton step from Jk for solving J = TJ

Without the Newton Step Base Player Threshold

Jµk = TµkJµk Jµk+1 = Tµk+1Jµk+1 Reoptimization

Current Position xk ON-LINE PLAY Lookahead Tree States
xk+1

States xk+2

Evaluation Policy µ̃ with Tµ̃J̃ = T J̃ (attains the min)

Corresponds to One-Step Lookahead Tree States xk+1 States
xk+2

Policy Evaluation for µk and for µk+1 Evaluation Policy µ̃
with Tµ̃J̃ = T J̃

Position Evaluation Policy µ̃ with Tµ̃J̃ = T J̃

Cost of µk Cost of µk+1

1

“Stability Region” “Instability Region”

One-step lookahead policy µ̃ Cost function Jµ̃

Cost approximation J̃ Approximation Error |J̃ − J∗|
Performance Error |Jµ̃ − J∗|

First Step “Future” CRITICAL MAPPING BOUND
|Jµ̃−J∗|
|J̃−J∗| ≤

2α!

1−α For !-step lookahead For 1-step lookahead

System equation: f(x, u, w), Cost per stage: g(x, u, w), α-
Discounted Region of stability

Jk Jk+1 Fixed Base Policy Adaptive Reoptimization Position
Evaluator

Newton step from Jk J∗ = TJ∗ |Jµ̃−J∗|
|J̃−J∗| ≤ 2α

(1−α)2
(for policy

iteration)

T J̃ = minµ TµJ̃ One-step lookahead policy µ̃

For !-step lookahead

Linear policy parameter Optimal ! = 3 ! = 2 m = 4 Model
minµ TµJ̃

minµ TµJ̃ µ̃ = argminµ TµJ̃ Player/Policy Jµ = TµJµ

With the Newton Step Adaptive Rollout Cost Approxima-
tion

Generic Policy µ Linearization T ′
Jk

J At state x

Result of Newton step from Jk for solving J = TJ

Without the Newton Step Base Player Threshold

Jµk = TµkJµk Jµk+1 = Tµk+1Jµk+1 Reoptimization

Current Position xk ON-LINE PLAY Lookahead Tree States
xk+1

States xk+2

Evaluation Policy µ̃ with Tµ̃J̃ = T J̃ (attains the min)

Corresponds to One-Step Lookahead Tree States xk+1 States
xk+2

Policy Evaluation for µk and for µk+1 Evaluation Policy µ̃
with Tµ̃J̃ = T J̃

Position Evaluation Policy µ̃ with Tµ̃J̃ = T J̃

Cost of µk Cost of µk+1

1

For one-step lookahead: The critical mapping is a Newton step for solving the
Bellman equation

Far-reaching implications for both theory and practice

“Stability" threshold defined by the region of convergence of Newton’s method

Given an approximation architecture (e.g., a neural net) if you start inside one of
the two regions, better training/more data, etc, has marginal effect

For ℓ-step lookahead: The critical mapping is a Newton/SOR step: A Newton
step preceded by ℓ− 1 first order value iterations
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Variations, Approximations. Example: A Double Newton Step
(Tesauro’s Backgammon Program, 1990s)

J0 J1 = TJ0 J2 = TJ1 J J∗ = TJ∗ TJ
Cost =0 Cost = c < 0 Prob. = 1 − p Prob. = 1 Prob. = p P

Policy µ Policy µ∗ (a) (b) rµ = 0 Rµ Rµ∗

rµ∗ ≈ c

1 − α
,

c

α
rµ = 0

1 2

k Stages j1 j2 jk

rµ1 rµ2 rµ3 rµk+3

Rµ1 Rµ2 Rµ3 Rµk+3

Controllable State Components Post-Decision States

State-Control Pairs: Fixed Policy µ Case (j, v) P ∼ |A|

j�0 j�1 j�k j�k+1 j�0 u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

j0 j1 jk jk+1 i0 i1 ik ik+1

u p(z | j) g(i, u,m) m m = f(i, u) q(j | m)

(i, y) (j, z) States j g(i, y, u, j) pij(u) g(i, u, j) v µ(j)
�
j, µ(j)

�

f̄�
2,Xk

(−λ)

x̃1 x̃2 x̃3 x̃4 Slope: x̃k+1 Slope: x̃i, i ≤ k

f�(λ)

Constant − f�
1 (λ) f�

2 (−λ) F ∗
2,k(−λ)F ∗

k (λ)

�
(g(x), f(x)) | x ∈ X

�

M =
�
(u, w) | there exists x ∈ X

1

J̃ Jµ̃

Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

`-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F `�1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) ⇡ Greedy Rollout Policy ⇡̃

x⇤ minimizes D(x) + H(x) over the leaf nodes x 2 S Current State J̃(xk+`) · · · Critical

xk+` x0 x⇤ xk (Current State) xn xk+1 xn x0
n xk+2 xk+n xk+` Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy ¯̀-Step Lookahead xn+1

Layer ¯̀ x¯̀ Terminal node to expand

F (K)x2 = min
u2<

�
qx2 + ru2 + K(ax + bu)2

 

= min
L2<

min
u=Lx

�
qx2 + ru2 + K(ax + bu)2

 

= min
L2<

�
q + rL2 + K(a + bL)2

 
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L2<

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) � y G(y) Region of Attraction of y⇤

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) � y G(y)

c(2) c(m�1) c(m) c(m+1) c(M) c(M �1) Linear Stable Policy Quadratic Cost Approximation J̃(x) = K̃x2

to construct the one-step lookahead policy µ̃(x) = L̃x

1

J̃ Jµ̃

Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

`-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F `�1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) ⇡ Greedy Rollout Policy ⇡̃

x⇤ minimizes D(x) + H(x) over the leaf nodes x 2 S Current State J̃(xk+`) · · · Critical

xk+` x0 x⇤ xk (Current State) xn xk+1 xn x0
n xk+2 xk+n xk+` Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy ¯̀-Step Lookahead xn+1

Layer ¯̀ x¯̀ Terminal node to expand

F (K)x2 = min
u2<

�
qx2 + ru2 + K(ax + bu)2

 

= min
L2<

min
u=Lx

�
qx2 + ru2 + K(ax + bu)2

 

= min
L2<

�
q + rL2 + K(a + bL)2

 
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L2<

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) � y G(y) Region of Attraction of y⇤

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) � y G(y)

c(2) c(m�1) c(m) c(m+1) c(M) c(M �1) Linear Stable Policy Quadratic Cost Approximation J̃(x) = K̃x2

to construct the one-step lookahead policy µ̃(x) = L̃x

1

J̃ Jµ̃

J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

!-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy !̄-Step Lookahead xn+1

Layer !̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

c(2) c(m−1) c(m) c(m+1) c(M) c(M −1) Linear Stable Policy Quadratic Cost Approximation J̃(x) = K̃x2

to construct the one-step lookahead policy µ̃(x) = L̃x

1

J̃ Jµ̃ Cost Approximation MPC Perforamnce

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

J̃ Jµ̃ Cost Approximation MPC Performance

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls MPC Policy

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

Newton Step Double Newton Step J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

Newton Step Double Newton Step J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

Newton Step Double Newton Step J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

Given quadratic cost approximation J̃(x) = K̃x2, we find

L̃ = arg min
L

FL(K̃) H(y) = G(y) − y G(y)

1

Newton Step Double Newton Step J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃

Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

1

Newton Step Double Newton Step J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0
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Many variations: Approximate/simulation-based policy evaluation, etc
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Incremental Gradient Methods (The Workhorse of Machine Learning)

Sum of terms optimization problem (e.g., an expected value Ew{f (y ,w)})

min
y

f (y) =
m∑

i=1

fi(y) (e.g., fi(y) is the Error Between i th Data Point and a Model y )

Each fi is a differentiable scalar function of the vector y

The ordinary gradient method generates yk+1 from yk according to

y k+1 = y k − γk∇f (y k ) = y k − γk
m∑

i=1

∇fi(y k )

where γk > 0 is a stepsize parameter

The incremental gradient method (aka “stochastic gradient descent")
Choose an index ik and iterate according to

y k+1 = y k − γk∇fik (y
k )

where γk > 0 (in practice, diagonal scaling is commonly used)
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The Advantage of Incrementalism: An Interpretation from my 1996
Neurodynamic Programming Book
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1

Minimize f (y) = 1
2

∑m
i=1(ciy − bi)

2

Two cases of interest:
When far from convergence: Incremental gradient is as fast as ordinary gradient
with 1/m amount of work.

When close to convergence: Incremental gradient gets confused and requires a
diminishing stepsize for convergence.
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Policy Optimization/Training Framework
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TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead
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Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

1

Control u = µ̃(x, r) Uncertainty System Cost Current State x Controller µ̃(·, r)

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

Next Policy µ1 Find µ1 such that Tµ1Jµ0 = TJµ0

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

(Rollout Policy) (Base Policy) with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃ Policy Evaluation Policy Improvement
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Select a policy by parametric cost optimization
Each parameter value r defines a stationary (possibly randomized) policy µ̃(r)
with cost Jµ̃(r)(x0) starting from initial state x0

Determine r through the minimization

min
r

Jµ̃(r)(x0)

More generally, determine r through the minimization

min
r

E
{

Jµ̃(r)(x0)
}

where the E{·} is with respect to a suitable probability distribution of x0

Commonly solved by forms of incremental gradient and random search methods
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Apply the first control ũk, discard the remaining controls MPC Policy Tµ̃J̃

Transition Probabilities Depend on Data (Are Available) π Greedy Rollout Policy π̃

x∗ minimizes D(x) + H(x) over the leaf nodes x ∈ S Current State J̃(xk+!) · · · Critical

xk+! x0 x∗ xk (Current State) xn xk+1 xn x′
n xk+2 xk+n xk+! Shortest Path Move Chosen

Multistep Lookahead xn Layer n xn+1 Layer n + 1 (may be the cost of a heuristic)

Base Policy "̄-Step Lookahead xn+1

Layer "̄ x!̄ Terminal node to expand

F (K)x2 = min
u∈%

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

min
u=Lx

{
qx2 + ru2 + K(ax + bu)2

}

= min
L∈%

{
q + rL2 + K(a + bL)2

}
x2

or Pruned States (with one-step lookahead) Rollout

F (K) = min
L∈%

FL(K), with FL(K) = (a + bL)2K + q + rL2

y0 y1 H(y) = G(y) − y G(y) Region of Attraction of y∗

Belief State is a “Probabilistic Estimate” of the Unknown State

1

Newton Step Double Newton Step r 1 − r Parametrized Policy L R

Cost 1 Cost 2 Cost 0 J̃ Jµ̃ Cost Approximation MPC Performance Starting Policy µ0

min
u

[
g(x, u) + αJ̃

(
f(x, u)

)]

TJ J∗ = TJ∗ Find the Most Likely Path Given the Data Rollout with One-Step Lookahead

Rollout with Multi-Step Lookahead Q-Factor Maximization On-Line Simulation

WE ASSUME A KNOWN OPPONENT Riccati Operator All legal moves uk Opponent moves

Nominal Opponent Position Evaluator Engine Newton step Starting point enhancement

Nominal Opponent Position Evaluator Engine

"-STEP LOOKAHEAD ON K̃ IS ONE STEP LOOKAHEAD ON F !−1(K̃)

K̃ Stable K̃ Unstable Region of Stability

Expansion Slope =1

Rollout Policy with MPC Base Policy Tµ̃J̃
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1

Optimal DP policy: L → R and R → R (assuming α > 1/2)
r = 1 yields the optimal DP policy

Parametrized cost function (concave!! with two local minima!!)
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Thank you!
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